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Resumen
El objetivo de las investigaciones correspondientes a este documento de tesis doctoral
es la mejora de los métodos para la simulación de moléculas, especialmente moléculas
biológicas, como las proteínas. Las capacidades de los ordenadores han aumentado sobremanera en las últimas décadas, y actualmente son una herramienta poderosa para el
cálculo de magnitudes físicas y químicas. Debido a esto, un gran número de investigadores se dedica al desarrollo de métodos computacionales precisos y eficientes, a su
uso en simulaciones con fines científicos, a una mezcla de ambos o a otros campos dentro
de la ciencia computacional. El trabajo de investigación resumido en esta tesis tiene como
finalidad la mejora de la eficiencia y exactitud de los métodos de simulación de moléculas
biológicas.
Podemos resumir la estructura de esta tesis como sigue:
• En el capítulo 1, titulado “Aim and scope”, se efectúa un breve repaso al campo de
la simulación molecular. Los objetivos de esta tesis se explican en la parte final de
este capítulo.
Los capítulos del 2 y 3 son introductorios, al contrario que los capítulos 4 al 9, que están
basados en trabajos de investigación. Estos capítulos introductorios presentan algunos
conceptos fundamentales en que se sustentan los trabajos de investigación.
• El segundo capítulo, titulado “Physical basis”, resume algunos fundamentos de la
Física en que se basan simulaciones moleculares más habituales. Este capítulo se
divide en cinco secciones. Las tres primeras están dedicadas a explicar algunos
puntos básicos de la Mecánica Cuántica, en la que se basan muchas simulaciones
moleculares, por describir esta rama de la Física de forma precisa fenómenos que
ocurren a pequeña escala y que condicionan buena parte del comportamiento molecular. En la primera sección, titulada “The basic quantum equations”, presentamos
algunas ecuaciones básicas de la Física Cuántica. Comenzamos por la ecuación de
Dirac, que por incluir efectos relativistas y campos magnéticos da una descripción
precisa del comportamiento de los electrones, que a su vez condicionan grandemente el comportamiento molecular. A continuación, comentamos brevemente las
ecuaciones de Pauli y de Schrödinger, que pueden obtenerse de la ecuación de Dirac
mediante ciertas aproximaciones. En la segunda sección de este segundo capítulo
explicamos algunas nociones básicas de la Teoría del Funcional de Densidad (DFT).
Este nivel de teoría es útil para calcular magnitudes físicas de sistemas que se encuentran en su estado fundamental. En la sección 2.3 explicamos la Teoría del
Funcional de Densidad Dependiente del Tiempo (TDDFT), que puede usarse para
calcular estados excitados de moléculas y algunas de sus propiedades ópticas. Parte
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de los cálculos del capítulo 5 están basados en TDDFT, y parte del trabajo presentado en el capítulo 4 consistió en la implementación de nuevos algoritmos en
un código (Octopus, [6]) de simulación basada en DFT y TDDFT. La cuarta sección del capítulo 2 explica los fundamentos de métodos de simulación molecular
de un nivel más bajo que el de los explicados anteriormente, como son los métodos
semiempíricos, la Mecánica Molecular o esquemas mixtos entre Mecánica Cuántica y Mecánica Molecular. Finalmente, en la última sección del capítulo 2 (sección
2.5) se explican métodos para el cálculo de magnitudes en sistemas moleculares,
como son los métodos de Monte Carlo y la Dinámica Molecular.
• El capítulo 3 (“Computational aspects”) explica nociones básicas sobre computación.
Esta sección aparece para dar al lector una exposición más amplia del contexto de la
simulación molecular, que está basada en modelos físicos y químicos, pero requiere
conocimientos técnicos para la realización práctica de los cálculos. La sección 3.1,
titulada “Running algorithms in real computers”, se explican algunos particulares
sobre el funcionamiento de los ordenadores que pueden afectar a la exactitud y eficiencia de cualquier simulación. En la sección 3.2 (“Scientific supercomputing”),
explicamos algunos fundamentos acerca de la computación de alto rendimiento.
Primero (en la sección “Hardware basics”) explicamos el funcionamiento de un ordenador estándar, para comentar a continuación (en la sección “Beyond the Von
Neumann paradigm”) algunas características de los ordenadores más modernos.
Después de presentar estos fundamentos, explicamos algunos aspectos de la computación de alto rendimiento en sí. En la sección “Parallel computers” se explican
dos paradigmas de arquitectura de supercomputadores, los modelos de máquinas de
memoria compartida y de memoria distribuída. En la sección “Hybrid an heterogeneous models” comentamos brevemente otros patrones de arquitectura. Finalmente,
en la sección “Distributed computing” se dan algunas nociones sobre métodos de
computación basados en el uso de recursos geográficamente distantes, como la computación en grid o en la nube.
Los capítulos 4 al 9 presentan trabajos de investigación encaminados a la mejora de las
técnicas de simulación de moléculas biológicas. Los capítulos 4 y 5 están parcialmente
basados en DFT y TDDFT.
• El capítulo 4 es un estudio de diferentes métodos para calcular el potencial electrostático creado por una distribución de carga representada en una red en el espacio real. Para tales sistemas, comparamos la exactitud y eficiencia de diferentes
métodos para calcular dicho potencial. Una parte significativa del trabajo resumido
en este capítulo consistió en la implementación de dos métodos populares y modernos (la tranformada de Fourier rápida en paralelo y una versión reciente del método
multipolar rápido) en el código Octopus [6], un programa de simulación basada en
DFT y TDDFT.
• El capítulo 5 está basado en el artículo Excited States of the Green Fluorescent Protein Chromophore: Performance of Ab Initio and Semi-Empirical Methods, escrito
por M. Wanko, P. García-Risueño and Á. Rubio, y aceptado por Physica Status Solidi en 2011. Este capítulo es un análisis del rendimiento de diferentes métodos para
el cálculo del espectro de absorción óptica de la proteína fluorescente verde. Esta
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proteína tiene significativas aplicaciones en bioquímica y fisiología, lo que la ha hecho objeto de numerosos estudios teóricos. En este capítulo se usan varios niveles
de teoría diferentes, como métodos semiempíricos, QM/MM, DFT y TDDFT.
Los capítulos 6 al 9 versan sobre cálculos de magnitudes en sistemas sujetos a ligaduras.
Las ligaduras se imponen a los modelos de sistemas moleculares para aumentar la eficiencia de algunos cálculos, tanto en Dinámica Molecular como en Mecánica Estadística.
• El capítulo 6 se titula “An Exact Expression to Calculate the Derivatives of PositionDependent Observables in Molecular Simulations with Flexible Constraints”, y está
basado en el artículo del mismo nombre escrito por P. Echenique, C. N. Cavasotto,
M. De Marco, P. García-Risueño y J. L. Alonso publicado en PloS One 6(9): (2011)
e24563. Cuando se imponen ligaduras (constraints) a un sistema, éstas pueden
ser flexibles o no flexibles. Las primeras permiten mayor libertad a los sistemas,
y por tanto dan lugar (en principio) a descripciones más exactas. Las derivadas
de magnitudes que dependen de las posiciones de un sistema molecular pueden
ser calculadas por diferencias finitas, pero esto da lugar a errores, puesto que el
valor de la derivada depende de la distancia entre los puntos elegidos para hacer
las diferencias finitas. El nuevo algoritmo presentado en este capítulo resuelve este
problema, calculando el valor exacto del tipo de derivadas que nos ocupa.
• El capítulo 7 se titula “The canonical equilibrium of constrained models”, y está
basado en el artículo homónimo escrito por P. Echenique, C. N. Cavasotto y P.
García-Risueño, y aceptado en 2011 por el European Physics Journal. En este capítulo se explican los modelos stiff y rígido de la Mecánica Estadística para los casos
de ligaduras flexibles y no flexibles. Estos diferentes modelos tienen complejidades
diferentes, y en principio también precisiones diferentes. A modo de ejemplo, en
este capítulo se incluyen cálculos de los diferentes términos de la energía libre de un
sistema sencillo (metanol), para ilustrar las diferencias entre unos modelos y otros.
Estos términos son relevantes, porque la energía libre de una conformación dada
determina el peso de esta conformación en el cálculo de las magnitudes observables
calculadas en el marco de la Mecánica Estadística.
• En el capítulo 8, titulado “Linearly scaling direct method for accurately inverting
sparse banded matrices”, se presenta un algoritmo para resolver un sistema lineal
de ecuaciones Ax = b, con A una matriz de banda N × N. Las matrices de banda
son un tipo especial de matrices sparse, en las que todas las entradas no nulas se
concentran en una banda en torno a la diagonal. Estas matrices aparecen en algunos
problemas de Dinámica Molecular ligada, como el del cálculo de multiplicadores
de Lagrange del capítulo 9. Nuestro algoritmo puede resolver el citado sistema
lineal de manera analítica, exacta en precisión máquina, y asimismo eficiente, con
un scaling de O(N) con un prefactor bajo. Este capítulo se basa en un artículo
escrito por P. García-Risueño y P. Echenique, actualmente submitido.
• El capítulo 9, titulado “Exact and efficient calculation of Lagrange multipliers in
biological polymers with constrained bond lengths and bond angles”, explica cómo
calcular exactamente los multiplicadores de Lagrange correspondientes a ligaduras
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holónomas impuestas en moléculas biológicas. Esto puede hacerse de manera eficiente, en O(N) operaciones, siendo N el número de ligaduras impuestas. Esto se
debe a la topología de las moléculas biológicas, como proteínas y ácidos nucleicos, que es esencialmente lineal. Este capítulo se basa en el artículo escrito por P.
García-Risueño, P. Echenique y J. L. Alonso, publicado en J. Comp. Chem. 32, 14
(2011) 3039–3046.
Aparte de los artículos nombrados arriba en los que se basa el contenido de esta tesis,
tenemos la intención de submitir en breve otros basados en los capítulos 3 y 4.
Tras los capítulos basados en trabajos de investigación incluímos apéndices con información complementaria. En el apéndice A presentamos las fórmulas de dos métodos
para incrementar la exactitud del método multipolar rápido usado en el capítulo 4. En el
apéndice B incluímos información complementaria al capítulo 5, que incluye datos adicionales sobre las bases usadas y los espectros obtenidos en las simulaciones. El apéndice
C es un complemento al capítulo 8, e introduce un algoritmo para calcular explícitamente
la inversa de una matriz N × N en O(N 2 ) operaciones. El apéndice D presenta un método
para calcular de manera precisa y eficiente los multiplicadores de Lagrange de un manipulador paralelo (un tipo de robot) y sus derivadas temporales. Este apéndice es un
complemento del capítulo 9, y lo incluímos para remarcar la amplitud del campo de aplicación de los métodos presentados en dicho capítulo.
Finalmente, las últimas tres secciones, que siguen a los apéndices, contienen, respectivamente, la lista de acrónimos usados en este documento, la bibliografía de todos los
capítulos y el índice que contiene algunas de las palabras más representativas de esta
tesis.

Summary
The goal of the research summarized in this Ph. D. dissertation is the improvement of the
computational methods for simulation of molecules, specially biological molecules such
as proteins. The performance of computers has strongly increased during the last decades,
and at present they are a powerful tool for the calculation of physical and chemical quantities. Because of this, there exist a large number of researchers who work either as developers of reliable and efficient computational methods to make calculations on physical
and chemical systems, or as users of existing algorithms and programs for scientific purposes. The work presented in this dissertation is expected to improve the efficiency and
accuracy of simulations of biological molecules.
The structure of this dissertation can be summarized as follows:
• In chapter 1, entitled “Aim and scope”, a short overview of the field of molecular
simulation is presented. The goal of this dissertation is presented in the last part of
this chapter.
Chapters 2 and 3 are introductory chapters, while the rest of the chapters (chapters 4 to
9) are based on actual research articles such as The introductory chapters present some of
the fundamental ideas the research the research work of this thesis is based on.
• The second chapter, entitled “Physical basis”, summarizes some fundamentals of
the Physics behind popular molecular simulations. This chapter is divided into five
sections. We dedicate the first three ones to introducing some fundamentals on calculation methods based on Quantum Mechanics, because the physical and chemical
behaviour of molecules is strongly determined by small scale phenomena which can
be described by Quantum Mechanics. In the first section, which is called “The basic
quantum equations”, we present some of its fundamental equations. We start with
the Dirac equation, which includes relativistic corrections and magnetic fields and
is very accurate for many calculations on electrons, which have a major influence
on the properties of a molecule. Then, we briefly discuss the equations of Pauli
and Schrödinger, which can be derived from the Dirac equation by making some
approximations. In the second section we present the quantum mechanical formalism of Density Functional Theory (DFT), which is very useful for the calculation
of quantities of systems of molecules whose electrons are lying in its ground state
for given nuclear positions. In section 2.3 we briefly introduce some aspects of the
Time-dependent Density Functional Theory (TDDFT) formalism, which is useful
to calculate excited states of molecular systems, as well as some of their optical
properties. A significant part of the calculations of chapter 5 are based on TDDFT,
and part of the work which is presented in chapter 4 was the implementation of
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new algorithms in a DFT and TDDFT simulation code (Octopus [6]). The fourth
section of chapter 2 presents some basic ideas about lower level methods to simulate molecules, namely semiempirical methods, Molecular Mechanics and mixed
schemes of Quantum Mechanics and Molecular Mechanics (QM/MM). Finally, the
last section of chapter 2 (sec. 2.5) summarizes some methods to calculate observable quantities of molecular systems, such as Molecular Dynamics and Monte Carlo
methods.
• Chapter 3 (“Computational aspects”) preents some ideas on present day scientific
computing. We include this section to provide the reader with a complete context
of the field of molecular simulations, which are based on physical and chemical
models, but require for its execution the knowledge of technical-computational aspects. In section 3.1, entitled “Running algorithms in real computers”, we introduce
some respects on the way computers work that can affect the efficiency and accuracy
of any simulation. In section 3.2 (“Scientific supercomputing”), we discuss some
basics of the High Performance Computing. We first explain the way a standard
computer works (sec. 3.2.2, “Hardware basics”), and then we outline some characteristics of modern computers (sec. “Beyond the Von Neumann paradigm”). After
introducing these fundamentals, we discuss methods for High Performance Computing itself. In section “Parallel computers” we present some fundamentals on two
widely used paradigms for computer architecture, i.e., shared memory computers
and distributed memory computers. In section “Hybrid an heterogeneous models”
we briefly discuss on other architectures. Finally, in section “Distributed computing” we introduce some notions on methods of computing which take advantage in
geographically distant computation resources.
Chapters 4 to 9 present research works which are aimed to the improvement of the simulation of biological molecules. Chapters 4 and 5 are related with DFT and TDDFT.
• Chapter 4 is a survey of different methods to calculate the electrostatic potential
created by a charge distribution which is represented with a real space grid. The
accuracies and efficiencies of some popular methods to calculate the electrostatic
potential are compared. An important part of the work corresponding to this chapter
consisted of implementing two popular novel methods (the Parallel Fast Fourier
Transform and a recent version of the Fast Multipole Method) into the Octopus
code [6], a program for simulations based on DFT and TDDFT.
• Chapter 5 is based on the article Excited States of the Green Fluorescent Protein Chromophore: Performance of Ab Initio and Semi-Empirical Methods, by M.
Wanko, P. García-Risueño and Á. Rubio and accepted by Physica Status Solidi in
2011. This chapter is an analysis of the performance of different simulation methods for the calculation of the optical absorption spectrum of the Green Fluorescent
Protein. This protein has very useful applications in the fields of biochemistry and
physiology, what makes it the object of many theoretical studies. Different levels of
theory are used in this chapter, such as semiempirical methods, QM/MM, DFT and
TDDFT.
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Chapters 6 to 9 are related with the calculation of quantities in systems subject to constraints. Constraints are imposed in models of molecular systems in order to make more
efficient some calculations of static and dynamic properties.
• Chapter 6 is entitled “An Exact Expression to Calculate the Derivatives of PositionDependent Observables in Molecular Simulations with Flexible Constraints”. It is
based on the homonymous paper by P. Echenique, C. N. Cavasotto, M. De Marco, P.
García-Risueño and J. L. Alonso, and appearing in PloS One 6(9): (2011) e24563.
Constraints imposed to a system can be either non-flexible or flexible. The latter
case allows more freedom to the systems, and thus it is expected to be more accurate. Derivatives of observable quantities which depend on the positions of a
molecular system can be calculated by finite differences, but this leads to inaccuracies, since the value of the derivative depends on the distance between the points
chosen for the difference evaluation. The novel algorithm presented in this chapter
solves this problem, providing a method for the calculation of the exact value of
these kind of derivatives.
• Chapter 7 is entitled “The canonical equilibrium of constrained molecular models”,
and is based on the homonymous paper by P. Echenique, C. N. Cavasotto and P.
García-Risueño, accepted by the European Physics Journal in 2011. This chapter
introduces the stiff and rigid models for Statistical Mechanics of constrained systems, for the cases of flexible and non-flexible constraints. These distinct models
have different complexities, and are expected to have different accuracies for the
calculation of observable quantities as well. Calculations on a simple toy molecule
(methanol) are performed to illustrate the differences in the terms of the free energy
as a function of the model. These terms are relevant, because the free energy of a
given conformation determines its influence on the value of calculated observable
quantities in the framework of Statistical Mechanics.
• In chapter 8, which is entitled “Linearly scaling direct method for accurately inverting sparse banded matrices”, an algorithm to solve a linear system of equations
Ax = b where A is a N × N banded matrix is presented. Banded matrices are a special kind of sparse matrices whose nonzero entries lie in a band, i.e., within a given
distance from the diagonal. These matrices appear in several problems related to
constrained Molecular Dynamics, such as the calculation of Lagrange multipliers
which appears in chapter 9. Our algorithm can solve the aforementioned linear system in an analytical manner, which is exact (up to machine precision), and is also
efficient, having a linear O(N) scaling with a low prefactor. This chapter is based on
the paper having the same title, by P. García-Risueño and P. Echenique (currently
submitted).
• Chapter 9, entitled “Exact and efficient calculation of Lagrange multipliers in biological polymers with constrained bond lengths and bond angles”, explains how to
calculate exactly the Lagrange multipliers corresponding to holonomic constraints
imposed on biological polymers. This can be done in an efficient way, with O(N)
scaling if N is the number of constraints imposed on the system, which is due to
the topology of most biological polymers, such as proteins and nucleic acids, which

x
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is essentially linear. This chapter is based on the paper by P. García-Risueño, P.
Echenique and J. L. Alonso, in J. Comp. Chem. 32, 14 (2011) 3039–3046.
In addition to the aforementioned published, accepted or submitted papers, we expect
to submit soon two papers corresponding to chapters 3 and 4.
After the research chapters, several appendices containing complementary information are included. In Appendix A we present two methods to increase the accuracy of the
Fast Multipole Method used in chapter 4. In Appendix B, some additional information to
chapter 5, including additional data on basis sets and spectra, is presented. Appendix C is
a complement to chapter 8. It introduces an algorithm to calculate explicitly the inverse
of a N × N banded matrix in O(N 2 ) steps. Appendix D presents a method to accurately
and efficiently calculate both the Lagrange multipliers of a parallel manipulator (a special
kind of robot) and their time derivatives. This appendix is a complement to chapter 9, and
it was included to stress the wide range of application of the methods presented in chapter
9.
Finally, the last three sections contain, respectively, the list of acronyms used in this
dissertation, the bibliography of all chapters and the index which contains some of the
most representative words appearing in this dissertation.

Chapter 1
Aim and scope
For centuries, humankind had to be content with qualitative notions or rather simple calculations of quantities of the physical world. The advent of modern Science, about 400
years ago, brought the systematization of our understanding of Nature in the form of symbolic equations. However, until very recent times, the means to deepen our knowledge of
the Universe presented a serious inconvenience: although the equations for the description
of many natural phenomena were known, the complexity of many real systems de facto
precluded any quantitative analysis but very simple ones. In words of P. A. M. Dirac, one
of the fathers of Quantum Mechanics, in 1929: “The fundamental laws necessary for the
mathematical treatment of a large part of Physics and the whole of Chemistry are thus
completely known, and the difficulty lies only in the fact that application of these laws
leads to equations that are too complex to be solved” [7]. The time proved he was right.
When this sentence was pronounced and in the following decades, the basic equations
for Quantum Mechanics were already known, but could be solved only for very small or
simple systems.
During the last decades, the scenario experienced a change. The emergence of highperformance computing machines boosted the application of computers to scientific analysis, which in the last years has acquired an important role in many scientific branches.
The most powerful computer on the world, according to a list released in June 2011
(top500), is able to perform over 8 · 1015 floating point operations, like additions and products, per second. Users throughout the world can run calculations on common personal
computers which can perform 10 GFLOPS (1010 floating point operations per second).
The availability of machines with such computing capabilities has spurred the development of programs and algorithms to calculate physical and chemical properties of systems
in silico. This calculation of measurable quantities of systems, being based on the laws
governing them and performed in computers, is called simulation.
In order for them to be useful, the results of simulations should be sufficiently similar to the corresponding measurements of observable quantities that a physical process
like the simulated one would produce (i.e., they should be accurate). To this end, computer simulations should be based on the appropriate level of theory, which includes the
equations that are suitable to study the systems of interest. Computer programs for simulation calculate values for observable quantities by these solving equations. In addition to accuracy, simulation algorithms and codes should also have efficiency, i.e., they
should perform their calculations and output their results in a time as short as possible.

2

CHAPTER 1. AIM AND SCOPE

In macroscopic systems, the observable quantities are normally statistical means1 of their
instantaneous values and, in order to predict them, often a representative part of their
conformational space has to be sampled. The size of this conformational space grows
exponentially with the number of degrees of freedom of the system, which roughly grows
with its number of atoms. Efficient models and algorithms are essential not to spend too
long times to do samplings which lead to accurate values for observable quantities. For
example, the folding of typical globular proteins takes from milliseconds to seconds [8–
10], and the synthesis of nucleic acids can require times ranging from tens of milliseconds
to tens of seconds [11]. The access to many properties of materials, like the mentioned
ones and others, require time scales in Molecular Dynamics (see sec. 2.5) which are too
long for current computational capabilities [12]. E.g., since the highest frequency motions
of the internal degrees of freedom of molecules impose an upper limit for the Molecular
Dynamics time step of the order of femtoseconds, about 1015 steps may be necessary to
simulate processes as protein folding. Therefore, the calculations for each step should be
performed as rapidly as possible, for otherwise results would take too long to be obtained.
We can classify the usefulness of the simulation of a physical or chemical process into
(at least) the following three situations [13]
é If an experiment reproducing the physical or chemical process which is simulated is
not carried out: Sometimes, one wants to investigate a phenomenon, and making an
experiment for it is too costly, expensive, dangerous, slow, or presents other inconveniences which advise against carrying it out [14]. In other cases, it simply cannot
be conducted, due to the inexistence of the appropriate conditions or technology. In
these cases, simulation can generate the sought information.
é If an experiment reproducing the physical or chemical process which is simulated is
carried out, but it is not completely understood: Simulations can also be run in order
to explain phenomena arising in performed experiments, but whose explanation is
unclear. With simulation, special conditions can be selected, enabling to focus on
arbitrarily chosen aspects.
é If an experiment reproducing the physical or chemical process which is simulated is
carried out, but it can be improved: The conditions for an experiment can be chosen
among an ample collection of possibilities. If experiment and simulation have an
information feedback, the former can be tuned, and provide researchers with more
accurate results. A simulation can also be performed prior to the corresponding
experiment, with the goal of obtaining information useful in order to choose what
concrete experiment to do.
Simulation is specially important for studying atomic and molecular systems because
many physical and chemical features of systems emerge from small scale phenomena,
what frequently hinders direct experimentation and makes in silico techniques advisable
1

Molecules forming real-world systems are not at permanent rest, but commonly experiencing motions
satisfying Boltzmann statistics. These motions make molecules be in different conformations, each normally kept in a very short time. This makes the physical observable quantities at macroscopic scale not to
depend just on a concrete molecular conformation, but to result from contributions of the many conformations the system takes.
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or compulsory. During the last years, by virtue of the rise of hardware computational capabilities, together with the improvement of algorithms, simulation has largely increased
its might. Now, at the beginning of the XXIst century, it is a useful tool suitable to calculate many quantities in the studied systems, to understand their features and to earn
more insight about them [15–17]. When high accuracy is needed, it is often necessary to
rely on quantum theories to develop effective computational tools. Quantum methods are
useful to deal with microscopic systems, not only by directly solving quantum equations
for the analysed system, but also to improve less accurate methods (e.g., Force Fields
parametrization [18]). Simulation techniques based on Quantum Mechanics (see secs.
2.1, 2.2 and 2.3) are suitable to analyse many systems, among which we can highlight
biological molecules —like proteins [15] and nucleic acids [19]—, liquid metals [20],
crystalline solids [21], plasmas [22], spin chains [23], semiconductors [24, 25] or solids
such as graphene [17, 26]. Their importance is also central in fields like quantum control
[27] and quantum computing [28, 29]. Quantum-based simulation techniques are acquiring an increasingly important role in enzyme catalysis [30] and drug-design [18, 31, 32],
as well as in novel technogical developments, among which we can highlight nanotechnology [33] and material design [25] issues. Other levels of theory, like Quantum Mechanics/Molecular Mechanics, semiempirical methods and Force Fields (see section 2.4)
can be used to try to reproduce experimental results at a lower computational cost.
Our goal in this dissertation is to contribute to an improvement of simulation techniques, focusing on biological molecules, specially proteins. We will pursue this goal by
working on increasing both accuracy and efficiency of simulations for practical physical
problems. As explained in the summary, chapters 2 and 3 are introductory. Chapter 4 is
a comparison of the performance of algorithms to calculate the electrostatic potential created by charge distributions. Some of these algorithms were improven and implemented
in the existing simulation code Octopus [6]. In chapter 5 we study a prominent biological
system, the Green Fluorescent Protein [34, 35], using several existing Quantum Chemistry
methods, in order to gauge their performance for this kind of systems. Chapters 6 to 9 are
related to constrained molecular simulations. The imposition of constraints is customary
in many molecular simulations, as a method to increase their efficiency. In chapter 6 we
present an algorithm suitable to build accurate expressions for derivatives of observable
quantities in simulations subject to holonomic flexible constraints. Chapter 7 is a study
of the accuracy of different approximations when calculating observable quantities using
Statistical Mechanics where constraints were imposed. Different mechanical models (stiff
and rigid), and different kinds of constraints (flexible and non-flexible) are analysed. In
chapter 8 we present an algorithm which can be used to solve the linear equations appearing in some problems with relatively fine accuracy and efficiency. In chapter 9 we present
a method that can be used to calculate exactly (up to machine precision) the forces of
constraint in an efficient (linearly scaling) way for biological molecules.

Chapter 2
Physical basis
In this chapter, we summarize the fundamentals of the physical models which are used
in the research chapters of this thesis (chapters 4 - 9). We do it in a bottom-up manner:
starting by explaining some basic equations of Quantum Mechanics (sections 2.1, 2.2 and
2.3), then we explaining some fundamentals of lower level methods (sec. 2.4), and finally
squeezing some ways to use the presented levels of theory (sec. 2.5).

2.1

Quantum Mechanics

In this section we briefly explain some fundamental quantum mechanical equations, with
the purpose of giving a more complete context to molecular simulation, which comprises
methods which are based on Quantum Mechanics (QM). Quantum Mechanics is defined
by a series of postulates [36], which imply that the state of every particle or system of
particles is associated to a ray. Such a ray is the set formed by a given vector |Ψi of a
Hilbert space H, plus all vectors |Ψi 0 of H such that
|Ψi 0 = ξ |Ψi ,

(2.1)

being ξ a complex number whose modulus equals the unity (|ξ| = 1). According to Quantum Mechanics postulates, any vector of this ray contains all the information which can
be known about the corresponding system. These postulates also state that every measurable quantity has an operator associated. When this operator is applied to a vector of
the Hilbert space, another vector of the Hilbert space results. In the context of Quantum
Mechanics it is customary to focus on the calculation of Ψ(~r1 , . . . ,~rN , t) := h~r1 , . . . ,~rN |Ψi,
where |~r1 , . . . ,~rN i is an eigenvector of the position operator2 ~r̂ and hΨ2 |Ψ1 i is the scalar
product (associated to the Hilbert space) between vectors |Ψ1 i and |Ψ2 i. The variable
Ψ(~r1 , . . . ,~rN , t) is called the wavefunction of the system of N particles, and is central to
Quantum Mechanics. The square of its modulus (|Ψ(~r1 , . . . ,~rN , t)|2 ) has the physical meaning of the probability density at time t of finding particles of the system whose associated
vector is |Ψi in a differential volume around positions ~r1 , . . . ,~rN . In order to calculate
Ψ(~r1 , . . . ,~rN , t) there exist several levels of theory, containing several equations. Here, we
will briefly sketch the three most significant ones. These three equations are, ordered by
increasing accuracy, the Schrödinger equation, the Pauli equation and the Dirac equation.
2

Throughout this dissertation, the hat notation (q̂) represents that q is an operator.
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No spin
spin = ½
spin = ½

Non-relativistic
Non-relativistic
Relativistic

Schrödinger Equation
Pauli Equation
Dirac Equation

Table 2.1: Scheme of three fundamental equations in Quantum Mechanics.

In the context of quantum simulation of molecular systems, equations of Quantum
Mechanics are used to analyse the behaviour of electrons. For electrons, the Dirac equation is the most accurate of all three equations appearing in table 2.1, because it includes
both spin and relativistic effects. The non-relativistic limit of the Dirac equation is the
Pauli equation. The Schrödinger equation does not include neither spin terms nor relativistic effects, but it is often used because of its greater simplicity.
The Dirac equation for one electron can be written as [37]
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where γµ , µ = 0, . . . , 3 are the Dirac matrices.
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(2.3)


 0
 0
γ2 := 
 0
−i

0
0
i
0


0 −i 
i 0 
 ,
0 0 

0 0


 0
 0
γ3 := 
 −1
0

0
0
0
1

1
0
0
0


0 
−1 
 .
0 

0

In (2.2) V indicates potential energy (not just the potential), and the dimensions of the
~ = ∇×A
~ (being A
~ := A1~i + A2 ~j + A3~k) are newton/coulomb3 . The 2 × 2
magnetic field B
1
2
3
boxes of γ , γ , γ are proportional to the Pauli matrices, which are defined as follows:
!
!
!
0 1
0 −i
1 0
σ1 :=
, σ2 :=
, σ3 :=
.
(2.4)
1 0
i 0
0 −1
The Pauli matrices are related to the electron’s spin, since they correspond to the quantum
operators for the three spin components, which enter the eigenvalue equations
~
S i = σi
2

for i = 1, 2, 3;

S 2 |χi = ~2 s(s + 1)|χi

;

S z |χi = ~sz |χi ,

(2.5)

for the |χi eigenstates of spin. These eigenstates are given by two quantum numbers (s and
sz , determining the total spin and its third component). For electrons, s = ½, sz = ±½. sz is
~ acting on a particle
Corresponding to the Lorentz equation for the force F~ created by a magnetic field B
~
~
of charge q and velocity ~v expressed as F = (q/c)~v × B.
3
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a discrete index for spinorial wavefunctions χ. We can define the spinorial wavefunctions
χ as follows
χ sz := hsz |χi
(2.6)
where hsz | is the Hermitian adjoint of an eigenvector of S 3 with eigenvalue ~sz . The
possible values of sz are −s, −s + 1, −s + 2, . . . , +s − 1, +s. In agreement with equations
(2.5) these values correspond to the spinorial eigenfunctions χ½ (sz ) and χ-½ (sz ), which
satisfy
χ½ (½) = 1 ,
χ-½ (½) = 0 ,

χ½ (-½) = 0 ,
χ−½ (-½) = 1 .

(2.7a)
(2.7b)

The inclusion of both spin and relativistic effects in the Dirac equation (2.2) makes
it specially accurate for systems of electrons. However, as it can be noticed in (2.2), the
spin (implicit in the Dirac matrices) and the derivatives with respect to space and time
are coupled. This makes the solution of the Dirac equation be much more numerically
complex than that of the Schrödinger equation (which matches the Dirac equation in the
non-relativistic limit and neglecting magnetic fields), and makes the latter to be preferred
to the former whenever the lost of accuracy resulting from this choice is not decisive.
The Dirac equation itself is used to simulate a few systems, as those containing heavy
nuclei [38–40], while the Schrödinger equation is preferred for lighter ones [41]. In biological molecules simulations, the influence of spin-orbit terms is normally slow as a
consequence of the low atomic numbers of the atomic species involved. For example,
most proteins are majorly formed by only five different species: Hydrogen (Z=1), Carbon (Z=6), Nitrogen (Z=7), Oxygen (Z=8) and small amounts of Sulfur (Z=16). Nucleic
acids also contain Phosphorus (Z=15), but typically not Sulfur. These six low-Z atomic
species form an important subset or the simulated biomolecules family. This suggests that
the Schrödinger equation with an appropriate potential can be useful for Biophysics [42].
In condensed matter, the Schrödinger equation is appropriate for most systems [43], and
the Dirac equation is necessary for a few exceptions [44], like one dimensional systems,
3D semiconductors with the diamond structure and no gap, and graphene [45].
The Pauli equation [46] is the Dirac equation in the non-relativistic limit. This equa~ = ∇ × A,
~ which
tion considers particles under the influence of an external magnetic field B
couples with the magnetic moments of the analysed particles. The Pauli equation [46] for
one electron reads
!
1 
e ~ 2
∂
~
~ B Ψ(~r, t) ,
−i~∇ − A + V(~r, t) + µB σ
(2.8)
i~ Ψ(~r, t) =
∂t
2me
c
~ a vector whose three components are the
where µB the Bohr magneton (a constant) and σ
three 2 × 2 Pauli matrices. Wavefunctions which are solution of (2.8) have two components, each corresponding to one eigenvalue of the spin (½ and -½), so we can express
them as a 2 × 1 vector
!
ψ1 (r,~ t)
Ψ=
(2.9)
ψ2 (r,~ t)
or as the addition

Ψ = ψ1 (r,~ t) χ½ (sz ) + ψ2 (r,~ t) χ−½ (sz ) .

(2.10)
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The size of magnetic terms in (2.8) is usually small (of the order of the difference of
energy levels of electrons divided by 10,000) for low atomic numbers. For example, it is
responsible of the fine structure corrections in Hydrogen [47]. However, increasing the
atomic number carries an increasing size of this term. This is the reason why, for electrons
orbiting heavy nuclei, equations including spin, like Pauli’s or Dirac’s are usually required
[38]. The Pauli equation is expected to be more accurate than the Schrödinger equation,
but since it is definitely more complex, it is to be expected that in most cases it has a more
time-consuming solution (i.e., its computational cost is expected to be higher). Because
of this, it is sometimes used to simulate systems with a small number of electrons [48, 49],
like individual atoms.
~ and A)
~ in the Pauli equation
If we neglect the magnetic terms (i.e., those including B
for one electron (2.8), we obtain the Schrödinger equation for one electron
!
~2 ∇2
∂
+ V(~r, t) Ψ(~r, t) .
(2.11)
i~ Ψ(~r, t) = −
∂t
2me
For a system of N electrons, the Schrödinger equation is [47]
∂
Ψ(~r1 ,~r2 , . . . ,~rN , t) = ĤΨ(~r1 ,~r2 , . . . ,~rN , t)
(2.12)
∂t
"
#

~2  2
= −
∇~r1 + ∇~2r2 + . . . + ∇~2rN + V(~r1 ,~r2 , . . . ,~rN , t) Ψ(~r1 ,~r2 , . . . ,~rN , t) ,
2me

i~

where ~rα for α = 1, . . . , N are the R3 vectors for positions of all N electrons.√ ~ is the
Planck constant divided by 2π and me is the electron mass at rest, while i := −1. The
positions ~rα satisfy
∇~2rα :=

∂2
∂2
∂2
+
+
∂xα2 ∂y2α ∂z2α

,

for α = 1, . . . , N .

(2.13)

Equation (2.12) is also valid for N particles of mass m by replacing me in it by m. It is
also valid for N particles with different masses mα , α = 1, . . . , N just by replacing the
terms ∇~rα /me by ∇~rα /mα . The first term in the square brackets in the right hand side of
equation (2.12) corresponds to the kinetic energy of electrons, while the second one V
corresponds to its potential energy. Operator Ĥ stands for the Hamiltonian. This Hamiltonian does not include any term depending on electronic intrinsic angular momenta (spin),
but spin-dependent terms can be included in its solutions. Antisymmetric functions are
chosen for these solutions, what ensures the Pauli exclusion principle is satisfied. If the
= 0, then the total wavepotential energy does not depend on time explicitl, i.e., if ∂V
∂t
function Ψ can be factorized into a time-dependent term times a coordinates-dependent
term (ψ(~r1 ,~r2 , . . . ,~rN )), what gives rise to the time-independent Schrödinger equation for
N electrons:
Eψ(~r1 ,~r2 , . . . ,~rN ) = Ĥψ(~r1 ,~r2 , . . . ,~rN )
(2.14)
"
#
2 

~
= −
∇~2r1 + ∇~2r2 + . . . + ∇~2rN + V(~r1 ,~r2 , . . . ,~rN ) ψ(~r1 ,~r2 , . . . ,~rN ) .
2me
This is an eigenvalue equation, where E the eigenvalue associated to the eigenfunction
ψ(~r1 ,~r2 , . . . ,~rN ). The physical meaning of E is that it is the energy of the system of N
electrons.
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By multiplying (2.14) by the position operator eigenvectors |ri and integrating with
respect to ~r, we obtain another form for the time-independent Schrödinger equation, which
involves quantum states and not wavefunctions:
E|Ψi = Ĥ|Ψi ,

(2.15)

where Ĥ is the Hamiltonian (with time-independent potential energy) which appears in
the Schrödinger equation. Equation (2.14) is the starting point of ab initio simulation
methods, like Hartree-Fock or Density Functional Theory methods, among others.
When dealing with molecules, the only interaction considered to take part in the potential energy V of the equations is frequently the electrostatic one. The velocities4 of
the particles involved are assumed to be low enough to neglect electromagnetic effects, at
least for not very heavy atoms, as those involved in biological molecules, in physiological
conditions. So, it is expected that keeping only electrostatics will suffice for many interesting phenomena. Regarding the importance of the electrostatic interaction, we dedicate
a whole chapter —ch. 4— to study it.
When a system consisting of both nuclei and electrons is to be analysed using Quantum Mechanics, a completely rigurous treatment would demand wavefunctions depending
on both nuclear and electronic coordinates Ψ(X, x), where X are the spatial (R) and spinorial components of all nuclei, and x are that of electrons. In order to save computational
time, however, the use of the Born-Oppenheimer (BO) approximation is very popular in
Quantum Chemistry. It consists of considering that nuclei move in the average electric
field created by electrons, and therefore sequentially solving the electronic system and the
nuclear system. This approximation is justified by the relative slowness of nuclei motion
with respect to electronic motion. This slowness is attributable to the high quotient of the
nuclear mass divided by electron mass for all atoms. For example, the lightest atom is the
Hydrogen one (the isotope without any neutron in its nucleus), for which this quotient is
about 1,800. In a common first row nuclei such as Carbon’s, this ratio is above 20,000.
In the BO framework, a time-independent Schrödinger equation is solved for the electrons (2.16a), assuming clamped nuclei. I.e., the nuclear positions are assumed to be
fixed, what makes the nuclear degrees of freedom to appear as parameters in the electronic
Schrödinger equation (2.16a). When the electronic ground state wavefunction Ψ0e (x; R) is
calculated, its energy (Ee0 (R), depending on nuclear positions) is included in the Hamiltonian for nuclei, and then the nuclear Schrödinger equation (2.16b) is solved. The set of
equations for the Born-Oppenheimer approximations is [50]


Ĥe (R)Ψ0e (x; R) := T̂ e + V̂eN (R) + Ŵ Ψ0e (x; R) = Ee0 (R)Ψ0e (x; R) ,
(2.16a)


ĤN ΨN (X) := T̂ N + ŴN (R) + Ee0 (R) ΨN (X) = E N ΨN (X) ,
(2.16b)
Ψ(x, X) ' Ψ0e (x; R)ΨN (X),

E ' EN .

(2.16c)

In equations (2.16), the term Ŵ indicates the pairwise electron-electron potential energy,
the term ŴN indicates the nucleus-nucleus potential energy and the term V̂eN indicates the
electrons-nucleus potential energy. The semicolon in Ψ0e (x; R) indicates that the nuclear
positions R are parameters when Ψ0e is calculated. Equation (2.16c) represents a special
4

When referring to quantum particles, of course, the concept of trajectory is meaningless, and the word
’velocity’ may be replaced by an expression like hΨ|P̂|Ψi/me , where P̂ is the linear momentum operator.
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type of factorization of the total wavefunction of the system. More restricted factorizations
of the type Ψ(x, X) ' Ψ0e (x)ΨN (X) are precluded by the potential energy term which
couples electrons with nuclei V̂eN . In molecular simulations, it is common that the nuclei
are considered classical particles. Therefore they are localized, and equations (2.16b) and
(2.16c) are not used. In these cases, Ee0 (R) acts as a potential energy term for the classical
nuclei.
There exist several (QM) methods to solve the Schrödinger equation of a system of
many electrons (2.12). One of the simplest examples is the Hartree-Fock (HF) method
[50]. It is based on a variational treatment of the Schrödinger equation, what implies
that calculated HF energy is always higher than the actual ground state physical energy.
Inaccuracies of the HF method [13] make it not appropriate for many purposes. It is still
useful for qualitative estimations, as well as for calculations of the exchange potentials
(see hybrid functionals in sec. 2.2).
Improvements in accuracy with respect to HF can be attained with the Configuration
Interaction (CI) variational method, which uses a linear combination of Slater determinants as solution, instead of a single one or the Multi Configuration Self Consistent Field
(MCSCF), which is similar in spirit, but technically different. Another approach to solve
(2.12) is to use perturbative methods, like the Møller-Plesset (MP) family (with contains
MP2, MP3, MP4, etc., depending on the perturbation order). Another hierarchy of methods to solve the Schrödinger equation is the Coupled Cluster (CC) family, which is also
very popular.
An alternative to tackle the Schrödinger equation (2.12), in a rather different mathematical formalism, is Density Functional Theory (DFT). In the framework of DFT one
does not tackle the Schrödinger equation directly, but instead, one uses the Kohn-Sham
equation. DFT has proven to be accurate and efficient at the same time for a large set
of applications, and in this Ph. D. dissertation we are going to focus on it in the context
of metods based on Quantum Mechanics. In the following sections (2.2 and 2.3) we are
going to review some fundamentals of Density Functional Theory and Time-dependent
Density Functional Theory (TDDFT), which are a central tool for quantum ab initio simulations. For more information about quantum ab initio methods for molecular simulation,
see [51].

2.2

Density Functional Theory

In section 2.1, the basic equations of Quantum Mechanics were presented. For simulation
of molecules of biological systems at physiological conditions, the Schrödinger equation
is commonly an appropriate choice. However, the choice of the method to solve the
Schrödinger equation, or other equations derived by taking it as the starting point (for
example, the Kohn-Sham equations) is less clear. To this end there exist several methods,
each having characteristic efficiency and accuracy. Many of them can be classified into
wavefunction methods and density functional theory methods. Let us discuss now some
of the fundamental aspects of the latter family of methods5 .
We define xα := (~rα , (sz )α ) = ((r x )α , (ry )α , (rz )α , (sz )α ), being (r x )α , (ry )α , (rz )α the positions in real space of the electron labeled with the index α, and being (sz )α the third
5

The calculations presented in this section from this point on are largely based on refs. [52–54].
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component of its spin (see equations (2.5)). As solutions of the equations of a system
involving N electrons whose potential does not depend explicitly on time, wavefunction
methods use functions Ψ(x1 , x2 , . . . , xN ) depending on a set of N different xα vectors, being α = 1, . . . , N. Ψ(x1 , x2 , . . . , xN ) is the wavefunction corresponding to a vector |Ψi of
a Hilbert space, being |Ψi the vector containing all the information about the quantum
system that can be known. Since electrons are fermions, the wavefunction of a system of
N electrons should be antisymmetric. This is, by exchanging the positions of two indices
in the wavefunction, the resulting function must be minus the original one:
Ψ(. . . , xk−1 , xk , xk+1 , . . . , xl−1 , xl , xl+1 , . . .) = −Ψ(. . . , xk−1 , xl , xk+1 , . . . , xl−1 , xk , xl+1 , . . .) .
(2.17)
The well-known Pauli exclusion principle is a consequence of antisymmetry. One simple
way to construct a wavefunction which is antisymmetric is the one used in the popular
Hartree-Fock method [50]. In HF, a Slater determinant, involving N one-electron functions φα with α = 1, . . . , N is used.
A different approach is given by Density Functional Theory. In it, the basic mathematical function to solve a quantum equation of a system formed by N identical particles
is not the wavefunction (which depends on N variables xα ), but the density function ρ(~r)
(or more complicated functions) 6 . By virtue of its efficiency, Density Functional Theory
(DFT) methods have become very popular for simulation of many small-scale systems,
including biological molecules. Although DFT can include both explicit spin and relativistic corrections in the Hamiltonian of the tackled system, (see the Kohn-Sham-Dirac
equation in [52]), these are beyond the scope of this dissertation.
Given the wavefunction of a system of N electrons (Ψ), which is solution of the Schrödinger equation (2.14), we define
γN (x10 , . . . , xN0 ; x1 , . . . , xN ) := Ψ∗ (x10 , . . . , xN0 )Ψ(x1 , . . . , xN ) ,
(2.18a)
0
0
γ p (x1 , . . . , x p ; x1 , . . . , x p ) :=
!Z
N
:=
dx p+1 dx p+2 . . . dxN Ψ∗ (x10 , . . . , x p0 , x p+1 , . . . , xN )Ψ(x1 , . . . , x p , x p+1 , . . . , xN )
p
!Z
N
dx p+1 . . . dxN γN (x10 , . . . , x p0 , x p+1 , . . . , xN ; x1 , . . . , x p , x p+1 , . . . , xN )
=
p
for 1 ≤ p < N ,
(2.18b)
ρ p (x1 , . . . , x p ) := γ p (x1 , . . . , x p ; x1 , . . . , x p ) =
!Z
N
=
dx p+1 . . . dxN Ψ∗ (x1 , . . . , xN )Ψ(x1 , . . . , xN )
for 1 ≤ p ≤ N ,
(2.18c)
p
where integrals sweep all possible values of spatial coordinates and spin components (in
6

In this section we present the basic equations and methods of Density Functional Theory (relying on the
Kohn-Sham (KS) ansatz, KS-DFT). Other branches of increasing complexity of DFT, however, do exist. For
example, if the Hamiltonians depend on spin and magnetic terms, the field studying the related problems is
Spin Density Functional Theory; if both spin terms and relativistic corrections are included, the formalism
is called Current Density Functional Theory [52]; if different densities are considered for different species,
like electrons and nuclei, the field is Multicomponent Density Functional Theory [55]; etc.
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the latter case, integrals are actually summations). Equations (2.18) imply that
Z
0
γ1 (x1 ; x1 ) := N dx2 . . . dxN Ψ∗ (x10 , x2 , . . . , xN )Ψ(x1 , x2 , . . . , xN ) ,
(2.19a)
Z
N(N − 1)
ρ2 (x1 , x2 ) :=
dx3 . . . dxN Ψ∗ (x1 , x2 , . . . , xN )Ψ(x1 , x2 , . . . , xN ) ,
(2.19b)
2 Z
ρ1 (x1 ) := ρ(x1 ) := N dx2 . . . dxN Ψ∗ (x1 , x2 , . . . , xN )Ψ(x1 , x2 , . . . , xN ) ,
(2.19c)
Z
X
X
ρ(~r1 ) :=
ρ(x1 ) = N
dx2 dx3 . . . dxN Ψ∗ (x1 , x2 , . . . , xN )Ψ(x1 , x2 , . . . , xN ) .
s1

s1

(2.19d)
In equation (2.19d) a summation for the possible values of spin of one particle of the
system is evaluated. This equation is to be highlighted, because it defines the electronic
density, whose use is the basis of Density Functional Theory7 . The first three quantities
of (2.19) suffice to calculate the ground state energy E (2.14) of a quantum system. The
expresion for the ground state energy can be calculated just by using the antisymmetry
property of Ψ (2.17) and the mathematical property that any function f (~rα ) depending on
~rα satisfies
Z

f (~rα ) =
d~r f (~r) δ ~r − ~rα ,
(2.20)
where δ is the Dirac delta and the integral is performed in the whole space. Therefore,
if we transform the time-independent Schrödinger equation (2.15) by using (2.17) and
(2.20), and we express the result according to definitions (2.19), we reach
)
E|Ψi = Ĥ|Ψi
=⇒
E = hΨ|Ĥ|Ψi = hΨ|T̂ + V̂ + Ŵ|Ψi =
Ĥ = T̂ + V̂ + Ŵ
M

!
Z
Z
2
2

X
e
Z
~
µ
 ρ(x1 )
∇~2r1 γ1 (x10 ; x1 )
− dx1 
− dx10

2me
~
0
r1 − Rµ |
x1 =x1
µ=1 4π|~
Z
e2 ρ2 (x1 , x2 )
,
(2.21)
+ dx1 dx2
4π|~r1 − ~r2 |
where |Ψi is the ground state of the system, me and e are the mass and the electric charge
of the electron,  is the dielectric constant of the medium (usually the vacuum), and M is
the number of the pointlike sources of electric charge like atomic nuclei, whose positions
~ µ 8 . The terms of the Hamiltonian are defined as
are R
T̂ := −
V̂ := −

Ŵ :=

N
X
~2 2
∇~rα ,
2m
e
α=1
N X
M
X

e2 Zµ

α=1 µ=1

~ µ|
4π|~rα − R

N X
N
X
α=1 β>α

7
8

e2
,
4π|~rα − ~rβ |

(2.22a)
,

(2.22b)

(2.22c)

At least for its basic version of DFT, not including spins.
In eq. (2.21) it is assumed that the wavefunction is normalized. Otherwise, E = hΨ|Ĥ|Ψi/hΨ|Ψi.
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where ~r1 and ~r2 stand for electron positions. The first term on the right hand side of eq.
(2.21) corresponds to the quantum kinetic energy of electrons, while the third one represents the potential energy associated to the interaction among the electrons themselves.
The second term on the right hand side of eq. (2.21), coming from (2.22b), corresponds
to the external potential created by the nuclei and acting on the system of N electrons. In
it, the term in brackets is the external potential operator V̂(x1 ), and therefore this second
term equals
hΨ| V̂ |Ψi =

Z

dx1 V̂(~r1 )ρ(x1 ) = −

Z
dr1

M
X

e2 Zµ

µ=1

~ µ|
4π|~r1 − R

ρ(r1 ) .

(2.23)

Definitions (2.18b), (2.18c) imply that
ρ2 (x1 , x2 ) = γ2 (x1 , x2 ; x1 , x2 ) ,
Z
2
0
dx2 γ2 (x10 , x2 ; x1 , x2 ) .
γ1 (x1 ; x1 ) =
N−1

(2.24a)
(2.24b)

Therefore, γ2 (x10 , x2 ; x1 , x2 ) would suffice to calculate the energy in (2.21), without explicit need of the wavefunction Ψ. One may think that a new formalism based on γ2 may
be used as an alternative to the wavefunction formalism of Quantum Mechanics. This
formalism is called second order matrix density theory. Although using this formalism
is possible, at present it is too computationally demanding, and that is the reason why it
is not widely used. Instead, a theory where the basic magnitude is ρ(~r) (or ρ(~r)), Density Functional Theory, is used to overcome the complexity arising from the excess of
electronic coordinates characteristic to the wavefunction formalism.
Density Functional Theory is based on the Hohenberg-Kohn Theorem [56], (also
known as the first Hohenberg-Kohn Theorem) which states:
For ρ0 (~r) corresponding to the non-degenerate ground state produced by any external
potential (i.e., for V-representable densities), this potential V̂ is univocally determined
by ρ0 (~r), except for an additive constant. Since V̂ determines the Hamiltonian Ĥ of the
system, ρ0 (~r) also determines the wavefunctions corresponding to the ground state and to
all excited states. This is,
Ψk (x1 , x2 , . . . , xN ) = Ψk ([ρ0 ]; x1 , x2 , . . . , xN ) ,

(2.25)

where k labels the entire spectrum of the many-body Hamiltonian Ĥ.
Consider a system of N electrons described by a quantum Hamiltonian (like the one
displayed in equation (2.14)) whose terms do not depend on time explicitly. The HohenbergKohn Theorem implies that its non-degenerate ground state |Ψi (if it exists) corresponds
to a given ground state electronic density ρ0 (~r) (2.19d), and that there exist one and only
one potential function V̂(~r) for a given ρ0 (~r). In this context, we consider potentials being
different in just one additive constant as equivalent potentials (V̂1 ≡ V̂2 if V̂1 = V̂2 + k,
being k a constant). The Hohenberg-Kohn Theorem can be proved by reductio ad absurdum as follows. Consider that there do exist two different potentials V̂1 (~r), V̂2 (~r) being
different in more than one constant, and both correspond to the same given ground state
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density ρ0 (~r). We will first prove that two potentials V̂1 (~r), V̂2 (~r) being different in more
than one constant cannot have a common ground state (also by reductio ad absurdum).
Assume V̂1 (~r) and V̂2 (~r) have a common ground state |Ψi. Then,
Ĥ1 |Ψi = (T̂ + Ŵ + V̂1 )|Ψi = E1 |Ψi , Ĥ2 |Ψi = (T̂ + Ŵ + V̂2 )|Ψi = E2 |Ψi .

(2.26a)

If we subtract both equations, we reach
(V̂1 − V̂2 )|Ψi = (E1 − E2 )|Ψi .

(2.27)

Since (E1 − E2 ) is a constant, and |Ψi cannot be zero except in a small set of points, we
have reached a contradiction: V̂1 and V̂2 are different only in one constant. Therefore,
we conclude that two potentials being different in more than one constant cannot have
a common ground state, but two different ground state vectors |Ψ1 i and |Ψ2 i. The nondegeneracy of the ground state makes
hΨ1 |Ĥ1 |Ψ1 i < hΨ2 |Ĥ1 |Ψ2 i ,

(2.28)

because the energy of any state |Ψ0 i should be strictly higher than that of the ground state.
If we call E1 and E2 to the energies of the ground states |Ψ1 i and |Ψ2 i, then (2.28) implies
Z


E1 < hΨ2 |Ĥ1 |Ψ2 i = hΨ2 |Ĥ2 |Ψ2 i+hΨ2 |(V̂1 (~r)−V̂2 (~r))|Ψ2 i = E2 + d~r ρ0 (~r) V̂1 (~r) − V̂2 (~r) .
(2.29)
In order to derive (2.29), we have used the fact that in the Hamiltonians Ĥ1 and Ĥ2 , corresponding to two systems of N electrons, the kinetic term and the potential energy term due
to electron-electron interactions are identical. The external potential is theRonly different
term, and thus Ĥ1 = Ĥ2 − V̂2 + V̂1 . We have also used that hΨ|V̂(~r)|Ψi = d~r ρ0 (~r)V̂(~r)
(see eq. (2.21)). Operating in an analogous manner, we obtain
Z


E2 < hΨ1 |Ĥ2 |Ψ1 i = E1 + d~r ρ0 (~r) V̂2 (~r) − V̂1 (~r) .
(2.30)
Gathering together equations (2.29) and (2.30) we reach a contradiction:
E1 + E2 < E1 + E2 ,

(2.31)

what proves the first Hohenberg-Kohn Theorem. If we call (ρ0 )i , i = 1, 2 to the electronic
densities corresponding to the ground state of systems of N electrons whose external
potentials are V1 , V2 , this proves that
((ρ0 )1 = (ρ0 )2 ) ⇒ (V̂1 = V̂2 ) .

(2.32)

The converse ((ρ0 )1 = (ρ0 )2 ) ⇐ (V̂1 = V̂2 ) is obvious. Accordingly, there is a bijection
between densities and potentials up to a constant: ((ρ0 )1 = (ρ0 )2 ) ⇔ (V̂1 = V̂2 ). Since a
density ρ0 (~r) corresponding to the ground state determines a potential V̂(~r), it also determines the explicit form of the Hamiltonian and that of the Schrödinger equation, and
therefore it determines all its solutions (ground state and excited states).
The formulation of the Schrödinger equation (ignoring the Hohenberg-Kohn Theorem) ensures that, for a system of N electrons and M atomic nuclei, the knowledge
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~ µ for µ = 1, . . . , M) and corresponding atomic numbers (Zµ for
of nuclear positions (R
µ = 1, . . . , M) makes the Hamiltonian Ĥ known. The knowledge of this Hamiltonian
makes it possible to calculate both the ground state energy E0 and the corresponding
ground state wavefunction Ψ0 (x1 , . . . , xN ); this wavefunction determines the ground state
electronic density ρ0 (x):
(
Ψ0 ⇒ ρ0 (~r)
{N, Zµ , Rµ } for µ = 1, . . . , M ⇒ Ĥ ⇒
.
(2.33)
E0
The Hohenberg-Kohn Theorem enables the mapping in the opposite direction. The knowledge of the ground state density ρ0 (~r) makes the potential known, what makes nuclei’s positions and atomic numbers also known. As we said before, this makes the Hamiltonian
Ĥ known, what (at least formally) enables to calculate the wavefunction and the energy
of the ground state:
(
Ψ0
.
(2.34)
ρ0 (~r) ⇒ {N, Zµ , Rµ } for µ = 1, . . . , M ⇒ Ĥ ⇒
E0
Equatioms (2.33) and (2.34) form a closed loop: the knowledge of the Hamiltonian Ĥ
enables the calculation of the density ρ and the converse. The bijection between ground
state density and ground state energy ρ0 (~r) ⇔ E0 makes it possible to define the following
three functionals of the ground state density
T [ρ0 ] :=hΨ|T̂ |Ψi ,

(2.35a)

E Ne [ρ0 ] :=hΨ|V̂|Ψi ,

(2.35b)

Eee [ρ0 ] :=hΨ|Ŵ|Ψi .

(2.35c)

All three functionals are univocally determined by the ground state density ρ0 (~r). The
linearity of the operators T̂ , V̂ and Ŵ (see (2.22)), together with (2.21), yields
hΨ0 |Ĥ|Ψ0 i = E[ρ0 ] = T [ρ0 ] + E Ne [ρ0 ] + Eee [ρ0 ] .

(2.36)

The relations T = T [ρ0 ] and Eee = Eee [ρ0 ] of equations (2.35) are only valid for nondegenerate ground states, because in these cases there exist a bijection |Ψ0 i ⇔ ρ0 . If the
ground state is degenerate, these relations are no longer satisfied, but anyway, there exist
a functional F = F[ρ0 ] which explicitly depends on the ground state density [57], and
which is defined as
Z
F HK [ρ(~r)] := E[V̂[ρ(~r)]] − d~r V̂[ρ(~r)]ρ(~r) = T + Eee ,
(2.37)
i.e., as the energy of the quantum system (which is determined by the electronic density
ρ, by virtue of the Hohenberg-Kohn Theorem) minus the potential energy (which is also
determined by ρ, by virtue of (2.23)). The value of this functional matches that of the
internal energy (T + Eee ). This functional is called the Hohenberg-Kohn functional F HK
for a given system of electrons under a known external potential V̂.
It is to be stressed that only the ground state density ρ0 can lead to the information
of positions and atomic numbers of nuclei which is necessary to establish the mapping
between the density and the potential. The density of an excited state cannot be used for
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this purpose, because in this case the demostration of the Hohenberg-Kohn Theorem (see
earlier in this section) would not be valid.
The bijection between external potentials V̂ and densities ρ (enabled by bijections to
the wavefunction Ψ)
1

2

V̂(~r) ⇐⇒ Ψ(~r1 ,~r2 , . . . ,~rN ) ⇐⇒ ρ(~r)

(2.38)

can be broken out of two different phenomena: degeneracy and non-uniqueness [57].
Mapping 1 can break down (i.e., cease to be biunivocal) if two different potentials map
onto the same wavefunction Ψ. This fact is called non-uniqueness, and can happen already
in charge-density-only DFT if finite basis sets are taken to represent Ψ (what is always
the case for real-world simulations). In multi-density DFT’s, like Spin Density Functional
Theory and Current Density Functional Theory, which involve other basic variables apart
from ρ(~r), mapping 1 can also break down even in the complete basis set limit, because the
inversion of the Schrödinger equation does not establish a unique relation between the set
of densities and the set of conjugate potentials [58]. Mapping 2 can break down if different
wavefunctions Ψ correspond to the same ground state density ρ, what is called degeneracy
(because it happens for degenerate ground states). The proof of the Hohenberg-Kohn
Theorem presented above was based in the non-degeneracy of the ground state. Hence,
the Hohenberg-Kohn Theorem is no longer valid for degenerate ground states, what is
quite common in molecular simulation [52]. However, the validity of Density Functional
Theory can be restored for these cases, for it can be proven that regardless of any possible
degeneracy or non-uniqueness, two different systems with the same ground state density
have the same internal energy
hΨ|T̂ + Ŵ|Ψi = F HK [ρ(~r)] ,

(2.39)

[57], and therefore the density and the external potential suffice to calculate the energy of
the quantum system (i.e., no explicit wavefunction is required).
We define the set Aρ
Aρ := { ρ(~r) | ρ comes from an N-particle ground state |Ψi } .

(2.40)

Since the energy of the ground state of a quantum system is minimal, the following property holds
(
)
Z
E[V] = min

ρ ∈ Aρ

F HK [ρ] +

d~r V[ρ]ρ .

(2.41)

This relation is called the variational Hohenberg-Kohn Theorem (or the second HohenbergKohn Theorem), and it has strong implications in the procedure to calculate ρ(~r), as we
will see later in this section.
The (first) Hohenberg-Kohn Theorem stated earlier in this section is an existence theorem, but not a constructive one. This is, it does not give itself information on how
the electronic density can be calculated if the potential V̂ is known, what is usually the
case in molecular simulation (to calculate the quantum state of electrons if the nuclei
positions are known; it is useful because the electronic state strongly influences the motion of the nuclei). DFT-based calculations are feasible thanks to the simplified solution
scheme of Kohn-Sham [59], which transforms a computationally heavy many electron
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problem into a computationally more tractable problem of noninteracting electrons [60].
So far we have considered Hamiltonians Ĥ = T̂ + V̂ + Ŵ for a given N-electron system.
These Hamiltonians are called interacting Hamiltonians because they contain the term Ŵ
(2.22c) of electron-electron interaction. The so-called Kohn-Sham ansatz consists of supposing that, for any N-electron system, there exist a so-called noninteracting Hamiltonian
P
~2 P
rα ) which lacks the electron-electron term (Ŵ := 0)
Ĥ s := T̂ + V̂ s = − 2m
α ∇~rα +
α V s (~
e
and whose external potential energy (V̂ s ) is such that the density ρ corresponding to both
the interacting and noninteracting Hamiltonians is the same. V̂ s is obtained through a procedure that we will explain further in this section. The lack of an electron-electron term
strongly simplifies the calculations. Since electrons are not interacting among themselves,
the the ground state Φ of the noninteracting system of N electrons (whose Hamiltonian is
Ĥ s ) can be a Slater determinant:
φ1 (x1 ) φ2 (x1 )
φ
φ2 (x2 )
1 (x2 )
1
Φ(x1 , x2 , . . . , xN ) = √
..
..
.
.
N!
φ1 (xN ) φ2 (xN )

. . . φN (x1 )
. . . φN (x2 )
..
..
.
.
. . . φN (xN )

,

(2.42)

where the spin orbitals φα (xβ ) (also called natural spin orbitals or Kohn-Sham orbitals)
are subject to the orthonormality constraint
hφα |φβ i = δα,β .

(2.43)

We will call Ψ the solution wavefunction of the total interacting system, whose Hamiltonian does include an electron-electron interaction term Ŵ, and Φ the wavefunction of the
noninteracting Kohn-Sham system. By virtue of (2.19c), and applying the antisymmetry
property (2.17), eq. (2.42) leads to
ρ0 (~r) =

1/2
N
X
X
α=1 sz =−1/2

φα (x) φα (x) =
∗

1/2
N
X
X

|φα (~r, sz )|2 ,

(2.44)

α=1 sz =−1/2

if the Kohn-Sham ansatz is assumed to hold. This expression for the density corresponds
to the particular case where the wavefunction is one Slater determinant (and not a linear
combination of infinite Slater determinants). In this case, we only have N different spin
orbitals, whose occupation number is 1.
We derive the basic expression of the Kohn-Sham equations, which are used to calculate the electronic density ρ of a N-electron system with Hamiltonian Ĥ = T̂ + V̂ +
Ŵ (the Hamiltonian of the Schrödinger equation). By hypothesis, ρ is interacting Vrepresentable, i.e., ρ is the density which gives the correct energy E of a N-electron systems whose Hamiltonian is Ĥ = T̂ + V̂ + Ŵ. This interacting Hamiltionian is determined
by the external potential V̂, and contains an electron-electron interaction term Ŵ. The
basic assumption of Kohn-Sham is that this ρ is also noninteracting V-representable. I.e.,
that the same ρ also gives the same correct energy E for a Hamiltonian Ĥ s = T̂ + V̂ s lacking Ŵ term, and whose external potential term V̂ s is specially arranged to this end. In both
cases (interacting and noninteracting Hamiltonian), the wavefunction corresponding to ρ,
according to (2.19c), is the solution of the time-independent Schrödinger equation with

18

CHAPTER 2. PHYSICAL BASIS

the corresponding Hamiltonian (Ĥ for the interacting system, Ĥ s for the noninteracting
system). In the hypothesis of Kohn and Sham, the energy of the system is
E=

hΦ|Ĥ s |Φi =

N Z
X

dx

φ∗α (x)T̂ φα (x)

+

Z

!
d~r ρ(~r)V̂ s

α=1

=

N Z
X
α=1



 ∗ ~2 ∇~2r

∗
dx −φα (x)
φα (x) + φα (x)V s (~r)φα (x) .
2me

(2.45)

The variational Hohenberg-Kohn Theorem (2.41) states that the energy of the system should be minimal. Since the Kohn-Sham ansatz requires orthonormal spin orbitals
(2.43), these conditions should be included as constraints in the minimization equation9 .
Therefore, we define the functional
Ω[ρ] := E[ρ[{φα }]] −

N
N X
X

λα,β (hφα |φβ i − δα,β ) ,

(2.47)

α=1 β=1

whose minimum stationary condition
δΩ[ρ[{φα }]] = 0 ,

(2.48)

is ensured by the variational Hohenberg-Kohn Theorem. If we perform the functional
derivative10 of Ω[ρ[{φα }]] (with respect to φ∗α (x)), we obtain
!
N
X
~2 ∇2
+ V s (x) φα (x) =
λα,β φβ (x) ,
ĥ s φα (x) = −
2me
β=1

(2.49)

 2 2

where the effective Hamiltonian is defined as ĥ s := − ~2m∇e + V s (x) . The matrix λα,β in
(2.49) is a Hermitian matrix. The effective Hamiltonian ĥ s is a Hermitian operator, and
hence λα,β is a Hermitian matrix, which can be diagonalized by a unitary transformation
of the orbitals. This transformation leaves invariant the (Slater) determinant (2.42), and
hence leaves invariant the density (2.44) as well. Therefore, the Hamiltonian ĥ s in (2.49) is
also unchanged by this transformation [54]. Consequently, the appropriate unitary transformation on spin orbitals φα makes equation (2.49) become
!
~2 ∇2
ĥ s φα (x) = −
+ V s (x) φα (x) = λα φα (x) ,
α = 1, . . . , N .
(2.50)
2me
The functional derivative of Ω[ρ[{φα }]] with respect to φ and φ∗ results into N equations.
Equation (2.50) is an eigenvalue equation, where λα are the eigenvalues.
If we want to minimize any functional F[φ] (depending on a function φ) which is subject to N constraints σγ [φ] = 0, γ = 1, . . . , N we must minimize the new functional
X
F[φ] −
λγ σγ [φ] ,
(2.46)
9

γ

where the scalars λγ indicate the Lagrange multipliers, which are unknowns to be calculated.
10
For a definition of the functional derivative, see the appendices of [50].
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We perform an analogous procedure with the interacting system Hamiltonian Ĥ =
T̂ + V̂ + Ŵ. We will first re-express the energy of the system as
E[ρ] = T s [ρ] + J[ρ] + E xc [ρ] + V[ρ] ,

(2.51)

being
N
~2 X
hφα |∇2 |φα i ,
T s [ρ] := hΦ|T̂ |Φi = −
2me α=1
Z
e2
ρ(~r1 )ρ(~r2 )
J[ρ] :=
d~r1 d~r2
,
2
4π|~r1 − ~r2 |
M

Z
Z
X −e2 Zµ 
 ,
V[ρ] :=
dx ρ(~r)V̂ =
d~r ρ(~r) 

~
4π|~
r
−
R
|
µ
µ=1

(2.52b)

E xc [ρ] := T [ρ] − T s [ρ] + W[ρ] − J[ρ] .

(2.52d)

(2.52a)

(2.52c)

It is to be stressed that T s in (2.52a) satisfies
T s [ρ] = min hΦ|T̂ |Φi ,
Φ→ρ

(2.53)

i.e., the Slater determinant wavefunction Φ is the one, among all those corresponding to
the same given ρ (see (2.44)), which minimizes the kinetic energy.
Definitions (2.52) ensure that the energy (2.51) equals the total energy of the whole
interacting system for a given density ρ. Because of the Hohenberg-Kohn theorem, all energy terms must be determined by this electronic density. However, the energy in (2.51)
is expressed as a function of the functions {φα } which determine the solution of the noninteracting system (2.42), taking (2.44) into account. This is because, as stated earlier
in this section, the Kohn-Sham ansatz assumes the correct density ρ is the same for both
the interacting system and for the noninteracting system. The term J[ρ], called Hartree
potential, classical potential or electrostatic potential, corresponds to the classical part of
the electron-electron potential of the interacting system. Its formula matches the classical
electrostatic formula for charge distributions. In chapter 4 we perform an extended study
on efficient ways to calculate this term, whose accuracy and computational cost are critical for molecular simulations. The term T s [ρ] := hΦ|T̂ |Φi (2.52a) represents the kinetic
energy of the noninteracting system in (2.51). It is expected to contain most of the actual
kinetic energy of the interacting system T [ρ] := hΨ|T̂ |Ψi (2.22a), but a small correction,
which is included in the exchange correlation energy E xc (2.52d). E xc also contains the
non-classical part of the electron-electron potential of the interacting system W (2.22c).
The exchange correlation energy is typically only a small part of the total energy of a system, although it is also commonly responsible of an important part of the forces binding
atoms together [60]. Once again, the functional
Ω[ρ] := E[ρ[{φα }]] −

N X
N
X

λα,β (hφα |φβ i − δα,β ) ,

(2.54)

α=1 β=1

is minimum, satisfying the stationary condition
δΩ[ρ[{φα }]] = 0 ,

(2.55)
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by virtue of the variational Hohenberg-Kohn Theorem. In this case, the functional derivative of E[ρ] is
#
"
Z
Z
e2 ρ(~r 0 )
0
+ V xc (~r) ,
(2.56)
δE = δT s + d~r δρ(~r) V(~r) + d~r
4π|~r − ~r 0 |
with
V xc (~r) :=

δE xc [ρ0 ]
δρ0 (x)

.

(2.57)

ρ0 =ρ

By using eq. (2.50) and the Green’s Theorem, we obtain [61]
Z
δT s = − d~r V s (~r)δρ(~r) .

(2.58)

By gathering together eqs. (2.54), (2.55), (2.56), (2.58), inserting then the resulting V s
expression into (2.50) and diagonalizing the λα,β matrix (this leaves invariant the Hamiltonian) and redefining the Lagrange multipliers, we obtain the celebrated Kohn-Sham
equations [54] in their canonical form
!
~2 ∇2
+ V s (~r) φα (x) = λα φα (x) ,
(2.59a)
ĥ s φα (x) = −
2me
Z
ρ(~r 0 )
2
V s (~r) = V(~r) + e
d~r 0
+ V xc (~r) ,
(2.59b)
4π|~r − ~r 0 |
1/2
N
X
X
ρ(~r) =
φα (x)∗ φα (x) ,
(2.59c)
α=1 sz =−1/2

where we have also included (2.44).
The exchange correlation potential V xc (~r) is defined in (2.57) as the functional derivative of the exchange correlation energy E xc (~r) (2.52d) with respect to the density ρ(~r) for
the density which minimizes the energy E (i.e., for the correct physical electronic density). The derivation of the expression of V xc (~r) is far from trivial. Up to this point, if we
assume that non-relativistic Quantum Mechanics is correct and the magnetic terms in the
Hamiltonian are negligible, all calculations are still exact11 . However, in this point further
approximations must be performed, since nowadays it does not exist an expression for
the exact exchange correlation potential V xc (~r). As stated in [54], ’the search for an accurate exchange correlation term has encountered tremendous difficulty and continues to
be the greatest challenge in the Density Functional Theory’. There exist several methods
to calculate approximations to E xc , among which we can mention the popular Local Density Approximation [62], Generalized Gradient Approximation [63] and hybrid functional
methods as B3LYP [64]. Yet, none of them can avoid to make an error when calculating
the density ρ.
We briefly explain the fundamentals of the Local Density Approximation (LDA). LDA
is a simple and efficient approach to calculate the exchange correlation potential, but
presents accuracy drawbacks, as the underestimation of ionization energies. The Local
Density Approximation consists of assuming a local relation with ρ(~r) when calculating
11

If the Hamiltonian depends on spin-magnetic terms, and its solution is treated in terms of the electronic
density, then the method is called Spin Density Functional Theory (SDFT) [60].
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the exchange correlation potential V xc (~r). I.e., the value of V xc (~r) at a given point ~r is
assumed to depend just on the value of the density in that very point ρ(~r), and not on the
values of the density in other points ρ(~r 0 ) with ~r 0 , ~r. The LDA is used in a variety of
different methods [65–69]. Such methods split the exchange correlation energy into two
contributions
E xc = E x + Ec ,
(2.60)
being Ec the correlation contribution, and being E x the exchange contribution, which
can be qualitatively understood as due to the fermionic exclusion of electrons. Both are
taken from a reference system, which is the Homogeneous Electron Gas (HEG)12 . The
HEG [70] is a model system, consisting of a set of infinite electrons (N → ∞) in an
infinite-volume space (V → ∞), such that the overall charge density N/V equals a given
finite value ρ. A homogeneous positive background charge distribution is present in the
HEG, so that the net total electric charge is null. The HEG is a model which is based on
strict assumptions, and therefore is not expected to be very realistic for the description of
electrons in many systems. However, in certain limits, it is the only system having known
analytical expressions for its exchange correlation potential [70], and these expressions
can be used into many systems whose V xc are unknown, providing reasonable results.
By hypothesis, the exchange correlation energy of any system, according to the Local
Density Approximation is [54]
LDA
E xc
[ρ]

=

Z

d~r ρ(~r)ε xc (ρ(~r)) ,

(2.61)

where ε xc (ρ(~r)) is the exchange correlation energy per particle of a Homogeneous Electron Gas having electronic density ρ. By definition (2.57), the corresponding exchange
correlation potential is
V xc (~r) =

δε xc
δE xc
= ε xc (ρ(~r)) + ρ(~r)
.
δρ(~r)
δρ(~r)

(2.62)

The variable ε xc is (arbitrarily) split into two parts
ε xc (ρ(~r)) = ε x (ρ(~r)) + εc (ρ(~r)) .

(2.63)

Commonly, the exchange term ε x is by far greater than the correlation term εc [60]. This
is true not only for the HEG, but for a variety of systems. The correlation energy of a
noninteracting uniform electron gas can be calculated by using the HF method [54], and
provides an analytic expression for this correlation energy as a function of the electronic
density:
!1/3
3 3
ε x (ρ(~r)) = −
ρ(~r)1/3 .
(2.64)
4 π
The correlation term, in contrast, is more elusive. Its analytical expressions are only
known for the limits of high and low density of the HEG. They can be calculated through
12

Sometimes also called Uniform Electron Gas
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perturbative series, giving approximate results per electron [71, 72]
εc = 0.0311ln(r s ) − 0.048 + 0.009r s ln(r s ) − 0.018r s
1.792 2.660 b
εc = −
+ 3/2 + 2
rs
rs
rs
!1/3
3
me e2 −1/3
r s :=
ρ
.
4π
4π0 e2

high density limit;

(2.65a)

low density limit; (2.65b)
(2.65c)

In (2.65), me is the electron mass, e is the electron charge, 0 the dielectric permittivity
of the vacuum and b a parameter whose value is close to 0 [71]. As we can see, all
these terms depend on the density ρ in just one point, and do not require derivatives
or integrals of ρ. If we use (2.65) into (2.62), we will notice that so does V xc . There
exist virtually infinite possible choices for εc . Many ones have given rise to popular
concrete LDA methods. Quantum Monte Carlo calculations are specially appropriate to
determine appropriate correlation energies. For example, interpolation of results obtained
via Quantum Monte Carlo methods is used to build the correlation term of the popular
LDA-VWN method [54, 69].
The calculation methods explained above are based on strict assumptions, and consequently one might think that the Local Density Approximation cannot produce accurate
results. However, its validity can be confirmed when checking that DFT-LDA calculations
generates results which are in good agreement with either experimental data or higher accuracy calculation methods. Drawbacks of LDA are the underestimation of charge tranfer
energies, and a lack of accuracy of van der Waals interactions [73].
The Generalized Gradient Approximation (GGA) is another method to calculate V xc .
It goes one step further than LDA, because it uses exchange correlation terms depending
on both the electronic density ρ and on its gradient ∇ρ. Instead of (2.61), GGA uses
Z
GGA
E xc [ρ] =
d~r ρ(~r)ε xc (ρ(~r), ∇ρ(~r)) .
(2.66)
If GGA and LDA (both including spin) are compared, GGA is found to produce better total energies, atomization energies, energy barriers and structural energy differences
[74]. GGA methods can often predict geometries and vibrational frequencies for stable
molecules with the same or even more accuracy than MP2 methods, at a computational
cost of the order of Hartree-Fock methods [51]. For several purposes, gradient corrected
methods perform much better than LDA [51]. When calculating other quantities, however, we could say that GGA gives a slightly better accuracy than LDA at a slightly higher
computational cost (see chapter 5).
Greater accuracy than GGA and LDA, commonly at a cost of higher numerical complexity, can be obtained by using hybrid functionals. Hybrid functionals do not merely
use the exchange potential term corresponding to a HEG, but analytically calculate the
exchange term of the analysed system using the Hartree-Fock method, to include it in
V xc . The HF method handles Slater determinants, and thus can properly calculate the exchange term. For example, a popular hybrid functional is B3LYP13 [64]. The exchange
13

This name is an acronym for Becke - 3 parameter - Lee/Yang/Parr. It receives this name because of the
contributions of the mentioned researchers.
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correlation energy of B3LYP is
B3LY P
E xc
[ρ] =

(2.67)





LDA
LDA
GGA
LDA
E xc
[ρ] + a0 E xHF [ρ] − E xLDA [ρ] + a x E GGA
[ρ]
−
E
[ρ]
+
a
E
[ρ]
−
E
[ρ]
,
c
x
x
c
c


where E xHF indicates the exchange energy of the Hartree-Fock method. The three parameters are fit to reproduce heats of formation of small molecules, and their values in the
standard B3LYP are a0 = 0.20, a x = 0.72 and ac = 0.81. For the LDA part, the functionals presented in [69] are to be used. The term multiplying a x is the Becke correction to
the exchange functional presented in [75]. The term multiplying ac is the Perdew-Wang
correction to the correlation functional presented in [76].
Once the expression for the exchange-correlation term is chosen, the next step is to
solve the Kohn-Sham equations (2.59), what is made in an iterative manner. In fig. 2.1 we
schematically depict the main steps of this process. First, an initial guess of the density
(i.e., an assumption of a given form of ρ0 (~r)) is made. Then, a sequence of iterations
starts. In iteration i, the effective Kohn-Sham potential V si [ρi ] is calculated for a given
density ρi . This potential is inserted in the Kohn-Sham equations, which are then solved,
what generates new φα spin orbitals , and therefore a new density ρi+1 by using (2.44). This
new density can be the input for a new iteration. This process is repeated until a tolerance
in some variable is reached (for example, until the variation in the integral of the modulus
of ρi − ρi−1 for all space is below a given chosen value). When this happens, we say the
calculations are self-consistent. The loop can also be stopped after a chosen number of
iterations even if the self-consistency criterion has not been satisfied, to avoid too long
execution times and infinite loops. When the iterations are finished, the quantities we
wanted to calculate are computed, if they were not found during the self consistent field
process.
The starting point of section 2.1 was the Dirac equation, which is expected to be
very accurate for the analysis of systems of electrons. From that starting point, and up
to this point, we have made several assumptions (to neglect relativistic corrections and
spin-dependent Hamiltonians, to calculate V xc by using results from the HEG, etc.). The
accumulation of assumptions may lead us to have some doubts about the capability of
DFT, for example in LDA and GGA approximations, to provide reasonable results when
used to analyse physical systems. A simple example can help us to dispel our doubts. In
figures 2.2 and 2.3, we display the electronic density of two systems, CH4 and the chromophore of the Green Fluorescent Protein [34, 35]. These densities were calculated both
with DFT-LDA and DFT-GGA using the Octopus code [6], and plots were made using
XCrySDen [78]. The electronic density for a given isovalue14 is plotted as a blue cloud,
atoms are represented by spheres and covalent bonds are represented by rods connecting
them. In both figures 2.2 and 2.3, we can easily notice that the electron density occupies
preferentially the regions corresponding to covalent bonds. This explains a physical phenomenon, because bonding results from the existence of negative charges lying midway
between the positively charged nuclei, what keeps together the nuclei. This is a simple
qualitative example, though there is a vast number of examples in the literature which confirm the reliability of DFT when calculating observable quantities. For example, in [79],
enthalpies of formation at 298 K are calculated for a set of 148 different molecules and
14

Constant value of the density ρ(~r).
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Figure 2.1: Scheme of the self-consistent field algorithm to perform calculations on a quantum
system according to Density Functional Theory using Kohn-Sham equations [77].
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Figure 2.2: Example of how DFT explains the existence of bonds in a molecule (CH4 ). The electronic density at a given isovalue is represented as a blue cloud. A) Using LDA-VWN functional
[69]; B) Using GGA-PBE functional [63, 74].

then compared with experimental values. The mean square deviation for DFT predictions
is found to be 90.9 kcal/mol for (VWN) Spin-LDA, 7.1 kcal/mol for (BLYP) GGA and
3.1 kcal/mol for B3LYP. In addition to quantitative results like these, the bonding example
just presented can help to visualize the power of Quantum Mechanics ab initio methods in
general, and of Density Functional Theory in particular (see [54] for further explanations
on DFT analysis on bonding phenomena). In chapter 5 we present a deeper study on the
features of DFT and TDDFT for the analysis of complex biological molecules, concluding
that the accuracy of these levels of theory for optical spectra calculations is high.
Density Functional Theory methods for simulation of quantum systems have become
so popular by virtue of their fair accuracy/computational cost ratio. A naive implementation of the most basic DFT method using a basis of N functions has an O(N 4 ) scaling15 ,
corresponding to the calculation of the classical potential J[ρ] (2.52b). This scaling can
be reduced to O(N 3 ) by fitting the density ρ to a linear combination of functions [51].
However, there exist methods which can reduce this scaling to a linear one (see chapter 4). Hybrid methods can also have an O(N 4 ) scaling. B3LYP, for example, requires
Hartree-Fock calculations to be performed, and therefore scales as O(N 4 ) [51, 80] (if simple implementations of Hartree-Fock are used). Other approaches, as DFT with LDA or
GGA, in contrast, have lower scalings. For example, the Octopus code [6] includes some
algorithms which have a cubic scaling in the number of mesh points, which comes from
the Kohn-Sham spin orbitals orthonormalization procedure. Other codes, like Conquest
[81], Siesta [82] and Onetep [83], present a linear O(N) scaling. Linearly scaling DFT
methods commonly rely on a reformulation of DFT in terms of a density matrix, and they
apply localization constraints to achieve good scaling with the size of the tackled system [81]. The efficiency of these linear codes may bring a drop in accuracy; moreover,
additional communication bottlenecks can arise having a serious impact on the parallel
efficiency [84]. It is worth mentioning that the order of calculations presented here is the
order for any iteration of the self-consistent-field procedure (see fig. 2.1). The choice
of the initial guess and the size or other features of the tackled system can make the self
consistent field procedure to converge faster or more slowly, thus perhaps having an influence on the scaling. Different ways to calculate the exchange correlation potential,
15

I.e., it requires the order of N 4 floating point operations
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Figure 2.3: Example of how QM-DFT explains the existence of bonds in a molecule (Chromophore of the Green Fluorescent Protein). The electronic density at a given isovalue is represented as a blue cloud. A) Using LDA-VWN functional [69]; B) Using GGA-PBE functional
[63, 74].

like LDA, GGA and hybrid methods have distinct accuracies at different computational
costs, depending on the analysed system and the purpose of the simulation. The improved
accuracy of B3LYP, and its relatively low computational cost if compared to other methods, such as, MP2 or Coupled Cluster has made it commonly used method, while LDA
and GGA methods are used when some accuracy can be sacrificed for the sake of lower
numerical complexity.
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Time-Dependent Density Functional Theory

Density Functional Theory is said to be a ground state only theory, because it is useful to
calculate the ground state electronic density ρ and associated quantities, but is not capable
of doing accurate predictions of the excited states. In the Kohn-Sham algorithm the lowest
N eigenvalues (being N the number of electrons) are chosen in the KS equations (2.59).
In principle higher eigenvalues and associated eigenvectors may be taken to build a series
of excited states, but in practice this is theoretically unjustified and gives poor results.
Properties of systems in excited states can be calculated using Time-Dependent Density
Functional Theory (TDDFT). In this section we present a summary of TDDFT, which is
a good tool for the calculation of some physical quantities, as optical absorption spectra
of molecules, and we use it in chapter 5.
Electronic excited states are physically important, because they can correspond to a
quantum system if external fields are present. In the wavefunction formalism, calculating
excited states is commonly a cumbersome task, because each calculated excited state
should be orthogonal to all states of lower energy [54].
Consider we have a quantum system whose external potential has an explicit depen, 0. The quantum state which is solution of the Schrödinger equation
dence on time ∂V
∂t
for that system depends on time explicitly, and so does the corresponding electronic density ρ = ρ(~r, t). In order to develop a time-dependent DFT, we need a theorem analogous
to the Hohenberg-Kohn Theorem (see section 2.2) for time-dependent systems. This is,
we need a proof of an eventual biunivocal mapping between V = V(~r1 , . . . ,~rN , t) and
ρ(~r, t). The proof of the Hohenberg-Kohn Theorem we saw in the previous section cannot
be extended to time-dependent systems because in this proof (see eqs. (2.28) - (2.31))
we used the time-independent Schrödinger equation (2.14), which can be built from the
Schrödinger equation only when the potential energy does not depend on time explicitly. The theorem which links time-dependent potentials and time-dependent electronic
densities is called the Runge-Gross theorem [85]. It states that
The densities ρ1 (~r, t) and ρ2 (~r, t) evolving from a common initial state |Ψ0 i under the
influence of two potentials V1 (~r, t) and V2 (~r, t) are always different provided that these
potentials differ by more than a purely time-dependent (~r independent) function (i.e., that
V1 (~r, t) , V2 (~r, t) + c(t), being c(t) a function of time).
The proof of this theorem starts by taking a given initial state |Ψ0 i; first, it is proven
that different potentials acting on the system produce different current densities, and then
it is proven that different currents lead to different electronic densities (see [86] for a complete proof). The Runge-Gross Theorem states that the time-dependent charge density,
ρ(~r, t), for a given initial condition |Ψ0 i, determines the external potential up to an additive
function of time. This implies that the wave function is determined up to a multiplicative
arbitrary phase factor [87].
The Runge-Gross Theorem only takes electric fields into account, and not magnetic
fields. As stated in the previous section, this is commonly enough for reasonable accuracy in many molecules. If magnetic fields are also to be included (in the context of
time-dependent generalized potentials), the Current Density Functional Theory (CDFT)
formalism needs to be used [87].
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The biunivocal mapping between potentials and densities depending on time in the
Runge-Gross Theorem implies a biunivocal mapping between quantum states and densities depending on time (as in the time-independent case). For time-dependent systems,
the Kohn-Sham ansatz can be used again (see sec. 2.2 for further explanations). I.e., it
is assumed that the density ρ(~r, t) is representable (this is, it corresponds to the solution
of the Schrödinger equation) with both an interacting Hamiltonian including an electronelectron potential energy, and with a noninteracting Hamiltonian lacking that term. The
consequent time-dependent Kohn-Sham equations are [87, 88]
!
~2 ∇2
∂φα (~r, t)
= ĥ s φα (~r, t) = −
+ V s (~r, t) φα (x) ,
(2.68)
i~
∂t
2me
Z
ρ(~r 0 , t)
2
V s (~r) = V(~r, t) + e
d~r 0
+ V xc (~r, t) ,
(2.69)
4π|~r − ~r 0 |
N
X
φα (~r, t)∗ φα (~r, t) ,
(2.70)
ρ(~r, t) =
α=1

being
V xc (~r, t) :=

δA xc [ρ]
,
δρ(~r, t)

Z
e2 t1
ρ(~r1 , t)ρ(~r2 , t)
,
A xc [ρ] := Bs [ρ] − B[ρ] −
d~r1 d~r2 dt
2 t0
4π|~r1 − ~r2 |
+
Z t1 *
∂
B[ρ] :=
dt Ψ[ρ(t)] i~ − T̂ − Ŵ Ψ[ρ(t)] ,
∂t
t0
+
Z t1 *
∂
Bs [ρ] :=
dt Φ[ρ(t)] i~ − T̂ Φ[ρ(t)] ,
∂t
t0

(2.71a)
(2.71b)
(2.71c)
(2.71d)

with T̂ and Ŵ defined in (2.22a), (2.22c). As in the previous section, Ψ represents the
solution of the Schrödinger equation with interacting Hamiltonian, and Φ represents the
one with noninteracting Hamiltonian; φα are the spin orbitals (now explicitly depending
on time) which are used to build the Slater determinant Φ.
As stated in the previous section, an important part of the Kohn-Sham potential (in
this case for time-independent systems) can be exactly calculated. The rest of it, i.e.,
the exchange correlation term V xc is typically calculated by approximation. In the timedependent case, V xc (t) depends not only on ρ(t), but also on ρ(t0 ) for all t0 ≤ t0 < t (this
is, this term has memory), and it also depends on the initial wavefunctions of both the
interacting and noninteracting systems. The latter dependence vanishes in the usual case,
in which the initial state is the non-degenerate ground state, since in this case the density
itself determines these states. The memory property of V xc is neglected in the popular
Adiabatic Approximation, and V xc (t) is assumed to depend only on the density at that
time (V xc [ρ(t)](~r)). This means that V xc reacts instantaneously and without memory to any
temporal change in the charge density ρ [87]. This approximation is valid if the timedependent potential varies very slowly (adiabatically). The assumption that the electrons
are always in its ground state is implicit [88]. In the Adiabatic Local Density Approximation (ALDA), calculations on the Homogeneous Electron Gas are used in order to build
an approximation to V xc for more general systems.
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An important part of TDDFT is the study of the linear regime. In it, a time-dependent
perturbation term φ(~r, t) is added to the static Hamiltonian Ĥ (which satisfies ∂∂tĤ = 0), so
that
Vext (~r, t) = V(~r) + φ(~r, t) ,

(2.72a)

Ĥtot (~r, t) = Ĥ(~r) + φ(~r, t) .

(2.72b)

If ρH (~r) is the ground state density, corresponding to Ĥ, i.e.:
ĤΨH (~r1 , . . . ,~rN ) = E0 ΨH (~r1 , . . . ,~rN ) ,
Z
ρH (~r1 ) = N d~r2 . . . d~rN Ψ∗H (~r1 , . . . ,~rN )ΨH (~r1 , . . . ,~rN ) ,

(2.73a)
(2.73b)

then we assume the new density will be ρ(~r, t) = ρH (~r) + δρ(~r, t) [88]. In this context, we
also assume that there exists a function χ(~r, t,~r 0 , t0 ) satisfying
Z
Z ∞
0
δρ(~r, t) =
d~r
dt0 χ(~r, t,~r 0 , t0 )φ(~r 0 , t0 ) .
(2.74)
−∞

The variable δρ is called linear density response. The function χ is called full response
function, and it can be proven to be [89]
χ(~r, t,~r 0 , t0 ) :=

δρ(~r, t)
δVext (~r 0 , t0 )

Vext =V

i
= θ(t − t0 )hΨH |[ρ̂(~r, t), ρ̂(~r 0 , t0 )]|ΨH i ,
~

(2.75)

where θ denotes the step function and [Â, B̂] := Â B̂ − B̂Â indicate the commutator and
|ΨH i are the eigenstates of H in the Heisenberg picture. In (2.75), the operators ρ̂(~r, t) are
Heisenberg operators:
ρ̂(~r, t) := eiĤt/~ ρ̂H (~r)e−iĤt/~ .
(2.76)
The calculation of (2.75) or of its Fourier transform is typically rather cumbersome,
and the use of a noninteracting Hamiltonian à la Kohn-Sham is commonly preferred. In
the latter case, the expression for δρ is
Z
Z ∞
0
δρ(~r, t) =
d~r
dt0 χKS (~r, t,~r 0 , t0 )V s (~r 0 , t0 ) .
(2.77)
t0

with
ρ(~r 0 , t)
+ e2
V s (~r, t) := φ(~r, t) + e
d~r
0
4π|~r − ~r |
δV
[ρ(~
r
,
t)]
xc
f xc (~r, t,~r 0 , t0 ) :=
δρ(~r 0 , t0 ) ρ=ρH
Z

2

0

Z

d~r 0 dt0 f xc (~r, t,~r 0 , t0 )δρ ,

(2.78a)
(2.78b)

The term f xc is the exchange correlation kernel, which in the context of the Adiabatic
Approximation, has a simple expression
f xc (~r, t,~r 0 , t0 ) := δ(t − t0 )

δV xc [ρ(~r)]
δρ(~r 0 )

ρ=ρH

.

(2.79)
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The Fourier transform of the response function of equation (2.77) can be shown to
take the following form [86, 90]
χKS (~r,~r , ω) = 2 lim+
0

δ→0

X φ∗k (~r)φ j (~r)φ∗j (~r 0 )φk (~r 0 )
k, j

~ω − (E j − Ek ) + iδ

−

φ∗j (~r)φk (~r)φ∗k (~r 0 )φ j (~r 0 )
~ω + (E j − Ek ) − iδ

,

(2.80)

being φi (~r) the orbitals of the solution of the noninteracting system Φ which is solution
of the unperturbed Hamiltonian, and Ei their corresponding energy levels. The exchange
correlation kernel can be constructed in explicit terms for a Homogeneous Electron Gas,
what enables approximate calculations of (2.77), in the same way that they were performed for V xc in DFT (see sec. 2.2). In the same spirit, the solution of (2.77), involving
the calculation of V s (~r, t), is also performed using a self-consistent procedure. To this end,
it is convenient to transform eq. (2.77) into a matrix eigenvalue problem. The zero eigenvalues of the resulting matrix correspond to the poles of the interacting linear response,
which physically correspond to the energy of the excited states of the N-electron system
[90].
In conclusion, TDDFT is suitable to calculate excited state properties, while DFT
is unable to. The calculation of these properties is one of the most popular utilities of
this theory, which is also useful for the calculation of optical absorption properties of
quantum systems. In chapter 5 we study the absorption spectrum of a prominent biological
molecule (the Green Fluorescent Protein). To this end we use the linear response of the
TDDFT formalism, what also requires ground state DFT-based calculations.

When running programs for molecular simulation in powerful computers (see next
section), fairly accurate predictions can be done. However, the number of atoms which
one can include in his calculations is usually lower than one would like. Ab initio quantum calculations in average size clusters of computers can usually handle tens of atoms
and give results in reasonable times. For example, if we take a 73-atoms molecule (GFP
chromophore) and perform calculations on it in 64 cores, using the program Octopus [6]),
calculating its ground state using DFT can take 30 minutes, while calculating its absorption spectrum using TDDFT can take several tens of hours, depending on the accuracy
sought. In order to include numbers of atoms above a few tens there exist two solutions:
either run in more powerful computers or choose lower levels of theory, which sacrifice
accuracy and/or generality for efficiency.

2.4

Lower level methods

Simulation methods based on Quantum Mechanics (QM) are very general, since they are
based on fundamental physical principles and make few assumptions. This makes them
also very accurate for a large number of problems in chemistry and molecular biology
(although, of course, the accuracy depends on both the tackled system and the QM method
chosen). However QM methods present an important inconvenience: their computational
cost is usually high for many interesting problems. Examples of this are the O(N 4 ) scaling
of the Hartree-Fock method [13], the O(N 5 ) scaling of MP2 and the O(N 6 ) scaling of the
CCD and CCSD variants of Coupled Cluster [51] (where N is the number of elements in
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the basis set) the cubic scaling of some real-space DFT codes like Octopus [6] with the
number of mesh points16 . Present computational limitations together with such scalings
make many biological systems of interest cannot be tackled by using Quantum Chemistry
methods like the mentioned ones.
To treat systems of large sizes, other lower levels methods have been developed that
typically sacrifice accuracy and/or generality if compared to QM methods for the sake of
greater efficiency. Among these levels of theory are Molecular Mechanics (MM), Quantum Mechanics/Molecular Mechanics (QM/MM) and semiempirical methods. In this section, we provide a brief summary of the basic ideas behind these three methods.
Semiempirical methods [13, 51, 91] are variations of QM methods which avoid the
calculation of the most computationally expensive terms of higher level methods by replacing them by known functions, which depend on parameters which are fitted to match
experimental results or more accurate theoretical calculations. Basic versions of HF
involve integrals depending on four atomic orbitals, thus resulting in an O(N 4 ) scaling. Semiempirical HF-based methods17 neglect the integrals depending on four orbitals
(among others), and modify the expressions of the non-neglected integrals to compensate
that approximation. To this end, different parameters are to be used into the non-neglected
integrals. The value of these parameters and the concrete neglected integrals are distinct
for different semiempirical methods [51]. In semiempirical methods, the core orbitals are
not usually explicitly treated, since they are assumed to be sufficiently invariant not to
imply chemical consequences [13], what makes calculations more efficient. Commonly,
for Hydrogen atoms only s- orbitals are used, while for atoms belonging to the second
and third row of the periodic table only s- and p- orbitals are used in the semiempirical
scheme. Further explanations on the parametrization of semiempirical methods can be
found in [91].
The family of methods known as Molecular Mechanics goes one step further and
describes all the interactions between the atoms without direct reference to the electrons,
but instead using known parameterized functions, known as Force Fields, as the potential
energy dependent on the positions of the (classical) nuclei.
A typical Force Field depends on atom positions and on internal degrees of freedom
(bond lengths, bond angles and dihedral angles), which can be described as follows (see
fig. 2.4)18 :
é Bond length: Distance between two atoms joined by a covalent bond.
é Bond angle: Angle formed by the lines of two covalent bonds that share an atom.
é Dihedral angles: In a molecule, if four atoms (say 1, 2, 3 and 4) are linked by
three covalent bonds, they define two planes, each containing two bonds. The angle
between these planes is called dihedral angle. There are two kinds of dihedral angles. If bonds are 1-2, 2-3 and 3-4, the two planes are those containing atoms 1,2,3
and 2,3,4, respectively. This type of angle is called principal dihedral, torsional or
16

Please note that these scalings are valid for simple versions of the aforementioned methods, which may
not be the most efficient versions of them.
17
Most semiempirical methods are based on the Hartree-Fock level of theory, although there exist
semiempirical methods which are based on other theory levels, such as Density Functional Theory [13].
18
For a more detailed discussion about the use of internal coordinates, see [92].
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proper dihedral . If bonds are 1-2, 2-3 and 2-4, the two planes are those containing
atoms 1, 2, 3 and 1, 2, 4, respectively. This kind is called phase dihedral, harmonic
or improper dihedral.

Figure 2.4: Internal coordinates. Blue lines indicate covalent bonds, while spheres represent
atoms. On the left side (A) we can see a bond length (d, between atoms 4 and 3), a bond angle (φ,
in magenta, involving atoms 4, 3 and 2) and a principal —or proper— dihedral angle θ, in green. θ
is the angle between the plane determined by atoms 1, 2 and 3 and the plane determined by atoms
2, 3 and 4. On the right side (B), we can distinguish a phase —or improper— dihedral angle θ,
which is the angle between the plane determined by atoms 1, 2 and 3 and the plane determined by
atoms 1, 2 and 4.

The expression of a typical Force Field as a function of this internal coordinates and
the Euclidean positions is a sum of simple known functions. These functions depend
on many parameters, whose values are chosen so that results of experiments or higher
level calculations are reproduced. Since there are different values for different terms of
the potential (2.81) and for different atoms with different neighbours, FF’s can include
thousands of these values [93]. For example, the partial charge in a tetrahedral Carbon is
not the same than the partial charge in a planar Carbon.
Typical (Class 1) Force Fields have the following form
V(q) = VBL (q) + VBA (q) + VPD (q) + V(q)ID + VCoul. (q) + VvdW (q) ,

(2.81)

where q are all the degrees of freedom of the system. The terms in (2.81) correspond to
bond lengths, bond angles, proper dihedral angles, improper dihedral angles, Coulombic
interaction and van der Waals interaction, respectively. Other terms can be added to (2.81),
what can increase the accuracy of simulations at the cost of a higher numerical complexity.
It is worth remarking that, in order to perform simulations with Force Fields, we need to
know the connectivity of the atoms a priori, because Force Fields cannot account for
bond breaking or bond formation. Class 1 Force Fields can neither account for electronic
polarizability. Other ones (polarizable Force Fields) can, but at a computational cost that
is commonly one order of magnitude higher than that of Class 1 Force Fields [13].
The evaluation of the forces associated to internal coordinates VBL , VBA , VID and VPD is
computationally cheap, since, there are usually only three internal coordinates associated
to every atom of any molecule. As a result, the numerical complexity of these forces
is roughly proportional to the number of atoms of the system. However, the long range
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terms corresponding to electrostatic and Van der Waals interactions do not present this
satisfactory property. VCoul. and VvdW are often called non-bonded terms, and calculated
only for atoms not taking part of the same bond length, bond angle or dihedral angle
[93]. These terms are pairwise, so they are expected to be harder to deal with, because
(in principle) they involve Na (Na − 1)/2 evaluations, where Na is the number of atoms of
the system. This quadratic scaling can be reduced by a number of methods (see chapter
4 for a more detailed review). The electrostacic potential can be calculated, for example,
using the Fast Multipole Method [94, 95], the Particle Mesh Ewald method [96], the fast
Fourier transform [97], the Particle-particle particle-mesh method [98] or several cutoff
methods.
Force Fields have proven to be very successful when applied to biological molecules,
like peptides and proteins [99, 100], nucleic acids [101], sugars and fatty acids [93]. Force
Fields can also be used in simulations of protein folding processes, which usually take
from milliseconds to seconds to take place. Time steps required by Molecular Mechanics
simulations are usually of the order of femtoseconds (10−15 s.), what makes the eventual simulations of protein folding processes to take over 1012 steps for typical proteins.
The calculations to be performed in each step scale with the number of atoms. These
two features make the total time that would be necessary for the simulation of the folding of many typical proteins to exceed the current computational capabilities, even for
the most powerful supercomputers. Recently, however, a special-purpose supercomputer
(the Anton supercomputer) designed for Molecular Dynamics simulations of biomolecular systems using Force Fields has been able to reach that limit [9] for a rather small,
fast-folding protein. Molecular Mechanics is also appropriate to simulate nucleic acids.
ADN and ARN are formed by only 4 distinct building blocks called nucleotides (in contrast to proteins, which are commonly formed by 20 distinct blocks). However, Force
Fields are sometimes less accurate when dealing with them. This is because nucleic acids
are quite flexible, what makes long-range interactions to have more influence on them,
and dispersion forces, which are difficult to simulate, to be central for their stability [102].
Despite their successes, the application of force fields still presents some important
drawbacks that are worth mentioning. For example, at present, there are no widely distributed Force Fields which accurately model the structure of bioinorganic molecules
without ad hoc parameterization [103]. Force Fields have not been quite developed to
treat metallic systems, what is attributable to the role of partially occupied d-orbitals in
metals, whose behaviour is hard to parametrize. Promising attempts, however, are object of current research [104]. Other recent advances have been made to build Force
Fields which are accurate for non-metallic condensed matter systems, like liquid water
and molten salts [12]. Class 1 Force Fields are not polarizable, what can make them
inacurate for treating metals.
Finally, to close this section, let us mention that MM and QM can be used together
in what are called QM/MM methods (see chapter 5 for an example of their application).
The idea behind QM/MM is simple. In order to deal with a large system, consisting of
many atoms, this system is split into two regions, each being analysed using a different
level of the theory. The part where MM might make significant errors, or the part of the
system which is most determinant for the quantities we want to calculate is treated using
a QM method, while the rest of the system is treated with Molecular Mechanics, which is
generally more efficient. As mentioned, the MM part of the Hamiltonian cannot account
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for breaking and formation of bonds, so it is important that the part of the molecular
system where these phenomena may take place is included in the region treated with
QM19 . In the framework of QM/MM, the form of the Hamiltonian is
H = HQM + H MM + HQM/MM ,

(2.82)

where H is the total Hamiltonian, and HQM , H MM and HQM/MM are the parts corresponding to the region treated with Quantum Mechanics, to the region treated with Molecular
Mechanics and to the interaction between both regions, respectively. HQM/MM typically
corresponds to nonbonded interactions, including the Coulombic and van der Waals interactions [13].

2.5

Calculating observable quantities

In previous sections of this chapter, we have presented methods to calculate the potential
energies of atoms or atomic nuclei20 whose positions are known. Since matter is not static,
but in constant motion, the calculation of observable quantities of a system requires the
knowledge of the force and potential energy not in only one conformation, but in many.
In the rest of this section we will very briefly explain two popular methods to perform
simulations of molecular systems: Molecular Dynamics (MD) and Monte Carlo (MC)
simulation. We can divide a molecular simulation into two stages: 1) To get the potential
energies of the atoms (and, if necessary, also forces and higher derivatives), and 2) To
extract physical properties from this potential. The discussions in previous sections (2.1
∼ 2.4) refer to stage 1, while MD and MC methods correspond to to stage 2.
Molecular Dynamics [105] is the technique which simulates the motion of atoms by
treating nuclei as classical particles under the forces resulting from potentials calculated
by any suitable method (such as Force Fields or Density Functional Theory). In MD,
time is divided into discrete steps (called time steps and with a typically constant length
denoted by ∆t), and the quantities of previous steps are used to predict the positions and
velocities of the atoms in subsequent ones. The specific way in which this is done is
specified by a family of algorithms called integrators. They are usually required to have
three features to reliably reproduce physical behaviour of molecules: time-reversibility,
symplecticness and stability [106]. Time-reversibility is the property of an algorithm to retrace its calculated trajectories backwards if the sign of momenta (or velocities) is changed
[107]. Symplecticness is the conservation of volume in the phase space throughout the
trajectory. It is important because Hamiltonian systems are symplectic [108], what makes
symplectic integrators be much more stable in the long-time than non-symplectic ones
(see fig. 2.5). A numerical integrator is said to be asymptotically stable if, for a linear
2
force model input (satisfying ddt2x = Ax, being A a matrix), the trajectories are asymptotically bounded [106]. Keeping stability is an important requirement for integrators.
Currently known high-order integrators have stability problems, and order 2 ones (i.e.,
taking just second derivatives of positions) are typically used for most applications.
19

In sec. 2.2 some examples were given on how DFT methods account for the formation of chemical
bonds.
20
Some Quantum Chemistry methods treat explicitly only the valence electrons, while the core electrons
are assumed to keep attached to the nuclei. The set of a nucleus and its attached core electrons is called ion.
In cases like this, Ψ and ρ are used to calculate the forces on ions.
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One of the most popular integrator is the Verlet integrator [51, 109] (the second order Leap-frog integrator is equivalent, and also very popular). The purpose of the basic
equation of the Verlet integrator (2.83c) is to obtain the positions of a nucleus at iteration
i + 1 (~ri+1 ) from its positions in previous steps (~ri and ~ri−1 ) and the force acting on it (m~ai ,
being m the mass of the nucleus). The propagation equation for the Verlet integration can
be derived as follows. At the i-th iteration of a MD simulation, we denote the position of
the i-th atom with ~ri , its velocity with ~vi , its acceleration with ~ai , the time derivative of its
acceleration (i.e., the third derivative of the position) with respect to the time with ~a˙ i , and
the time step with ∆t. Then, Taylor expansions of the position for the time steps (i − 1)
and (i + 1) lead to:
~a˙
~a
~ri+1 = ~ri + ~vi ∆t + (∆t)2 + (∆t)3 + . . . ,
2
3!
~a
~a˙
~ri−1 = ~ri − ~vi ∆t + (∆t)2 − (∆t)3 + . . . ,
2
3!
~ri+1 = 2~ri − ~ri−1 + ~a(∆t)2 + O(∆t)4 ,

(2.83a)
(2.83b)
(2.83c)

where (2.83c) is merely the addition of (2.83a) and (2.83b). The error in the trajectories
made by this method is proportional to the fourth power of the time step (i.e., O(∆t)4 ).
The commonly high number of degrees of freedom involved in a MD simulation usually21 makes the system chaotic (i.e., extremely nearby initial conditions span trajectories diverging in time); trajectories in 6Na -dimension phase space diverge exponentially
(where Na is the number of atoms of the system). Therefore, in a typical simulation it is
absolutely impossible to follow the actual physical trajectories of the real system. However, although there is not a formal proof of it, MD-modelled evolution of systems tends
to follow shadow orbits. A shadow orbit is a true trajectory of a many body system that
closely follows the numerical trajectory for a time that is long compared to the time need
for instabilities to appear [105]. Hence, the physical quantities one wants to calculate
via numerical simulation can be reliable although the simulated trajectory is not the actual physical one. The success of MD predictions, confirmed by much numerical data,
supports this hypothesis.
Molecular Dynamics calculations can be performed in very powerful PFlops comput22
ers [14]. MM, using Force Fields, are mostly used when thousands of atoms are to be
tackled23 . A recent breakthrough is the simulation of the protein BPTI in explicit water
of [16], analyzing 17,758 particles at MM level considering O(1012 ) steps, which is 100
times more than the previous state-of-the-art. Another remarkable example is in [111],
where 2.64 millions of atoms are simulated using NAMD [108], a MM program specially
devised to deal with high numbers of atoms.
The spirit of Monte Carlo24 simulation methods is rather different to Molecular Dynamics’. In the context of Statistical Mechanics, every conformation of a system of Na
atoms must be considered, each conformation being determined by a concrete value of its
21

“For essentially all systems that we study by MD simulations” [110].
I.e., computers capable of performing 1015 floating point operations per second.
23
Of course, this statement is valid at present; it is to be expected that both the hardware and software
capabilities will increase much in the coming years.
24
So called because it involves the use of random numbers [105], as those determining the fortune in
Monaco’s casino.
22
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Figure 2.5: Example of influence of symplecticness in the stability of long-time trajectories.
Both figures represent the phase space of a one-dimensional harmonic oscilator. Dark regions
represent points occupied at any time in a 10,000-step simulation. Left: Using a symplectic integrator (Euler); Right: Using a non-symplectic integrator (Runge-Kutta). The trajectory of the
non-symplectic method does not conserve the energy, while the symplectic method does, and keeps
a stable orbit [108].

6Na coordinates in phase space (positions, q and momenta, p). The measured value of
any observable quantity A calculated using Classical Statistical Mechanics in the canonical ensemble is given by
R
dp dq A(p, q)exp[−βH(p, q)]
R
,
(2.84)
hAi =
dp dq exp[−βH(p, q)]
where β := kB T (where kB is the Boltzmann constant and T is its temperature, and H(p, q)
is the Hamiltonian of the system. In (2.84), the integration is performed over all possible
values of the positions and momenta.
Commonly, the Hamiltonian is an addition of the kinetic and potential energies (H =
T + V). Since the dependence of T with the momenta is quadratic, averages of functions
depending on p can usually be performed analytically25 . If momenta are integrated out,
(2.84) becomes
R
dq A(q)exp[−βV(q)]
.
(2.85)
hAi = R
dq exp[−βV(q)]
Expression (2.85) is hardly ever analytically integrable. Therefore, the integrals in it are
to be replaced by a summation with enough terms to give a good approximation for hAi.
Therefore, a set of conformations needs to be chosen, the Hamiltonian and the observable
A are to be evaluated for every conformation in the set, and their values are to be included
in the summations for hAi. However, the size of the integration space is exponential in the
number of degrees of freedom, which precludes any simple choice for this set of conformations, such as a regular grid. To solve this problem, a special family of Monte Carlo
methods known as importance sampling was introduced at the beginning of the modern
25

The integral of the exponential of
expression
of an Na -dimensional vector p involving a


R a quadratic
Na × Na positive-definite matrix A is dp exp −(p)T Ap = (πNa /det A)1/2 , where the superscript T means
transposed, and det denotes determinant.
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computers era, being one of the best known algorithms in this family the Metropolis algorithm [112]. According to this method, the following steps must be performed to produce
a potentially infinite chain of conformations:
é From the conformation of the present step (step i), qi , to produce a proposed new
one q0i , in a way that meets certain technical requirements (e.g., detailed balance)
[105]
é To accept or to reject the produced conformation. (q)0 will be accepted as the conformation of step (i + 1) if its (potential) energy is lower than that of qi : V((qi )0 ) ≤
V(qi ); If its energy is higher (V((qi )0 ) < V(qi )), then (q)0 will be accepted as the
conformation of step (i + 1) with a probability of exp[−β(V((q)0 ) − V(q))].
é To store qi+1 .
é To go back to the first point of this list (the new starting point will be qi+1 ).
The resulting chain can be used to compute (2.85) as indicated, although some complicated technical considerations, such as whether or not all conformations should be used
or how long must the chain be, have been deliberately omitted because they fall outside
of the scope of this account.
The high number of steps required for MD and MC simulations and the complexity
of calculations for each step lead to perform the corresponding calculations in powerful
computers. To this end, there exist a variety of packages for molecular simulations. Some
well-known examples, such as AMBER [113] or Gromacs [114], use Force Fields for
potential energies in Molecular Dynamics. On the other hand, some others as CHARMM
[115] or DESMOND [116], allow to perform Monte Carlo calculations as well. With
respect to levels of the theory rather than Force Fields, there exist a number of codes, such
as NWChem [117] or Octopus [6], that use potential energies which are calculated using
Quantum Mechanics. Popular methods to use QM potentials in Molecular Dynamics
simulations are Car-Parrinello MD [118] and Ehrenfest MD [119].

Chapter 3
Computational aspects
In this chapter, we introduce some basic computational aspects which are related to the
research chapters of this thesis (chapters 4 - 9). In section 3.1 we present some ideas on
how the daily work of a scientist who uses computational resources in his work can be. In
section 3.2, we present some funtamentals of High Performance Computing.

3.1

Running algorithms in real computers

The increase of existing computational capabilities has made computation to emerge as
a third discipline of Science, lying midway between experimental and purely theoretical
branches [120]. When performing molecular scientific calculations, both software developers and software users should try to avoid some important issues related to methodology, which are commonly related to accuracy and execution time. We call accuracy to
the similarity between the result of a given calculation and the hypothetical result that
would be obtained if we were able to perform the same calculation without any numerical
error. When calculating physical quantities, the accuracy26 is essential, because its lack
makes results not to be reliable. The accuracy can be lowered by many sources of error
that exist for calculations performed in computers. For example, real numbers are usually
represented in floating point notation, each number being encoded in a finite number of
bytes, usually 4 or 8. A real number is said to be represented in single precision if 4
bytes (i.e., 32 bits, 32 binary figures) are used, and it is said to be represented in double
precision if 8 bytes are used. In the popular IEEE arithmetic, the 32 bits of a singleprecision number are distributed as follows: 1 bit for the sign, 8 bits for the exponent,
and 23 bits for the fraction [121]. Number e stands for the exponent, while f stands for
the fraction. Together, they represent a real number whose absolute value is 1. f × 2e (the
notation 1. f means that f is the fraction to be added to 1; for example, if the fraction is
0.25, then the number to multiply by 2e —the significand— is 1.25). A simple way to
represent integer numbers in binary code is to use the first digit for the sign (0 for -, 1
for +) and the n-th digit to be multiplying 2n−1 . In this code, for example, the 8-digits
binary number 01010011 = - (1 × 26 + 0 × 25 + 1 × 24 + 0 × 23 + 0 × 22 + 1 × 21 + 1 × 20
= -83). The integer number for the exponent (e) is sometimes represented in the bias
26

The word precision is sometimes used as a synonym of accuracy, but we prefer not to use it because,
more properly, ’precision’ means low standard deviation from a mean value, which need not be the actual
sought value.

40

CHAPTER 3. COMPUTATIONAL ASPECTS

code, which is different than the one just presented. In the bias code, the number that e
represents is the number its figures represent (according to the encoding just presented)
minus a given number, which commonly equals 2bit number−1 . For example, in this notation
0011 , 3, 0011 := 3 + (−24−1 ) = −5. In the coding used for the fraction part f , each figure is to be multiplied by the inverse power of 2 corresponding to its place. For example,
f = 0100 → f = 0 × 2−1 + 1 × 2−2 + 0 × 2−3 + 0 × 2−4 = 0.25.
The finite size of variables stored by computers implies that a finite number of binary
figures is used to represent every number. This implies that not all the existing real numbers, but only a subset of them, can be exactly represented in a computer. In most cases,
when representing one number in a computer we are using not that very number, but the
closest number to it that the computer can represent (in a given notation). Every rational
number with a denominator which has a prime factor which is not a power of 2 will has an
infinite binary expansion. Let us see an example. If we are dealing with single precision,
floating point, real numbers according to IEEE arithmetic, then the number 0.1 is exact in
the decimal notation, but it is periodic in binary notation. Its value is
e = 01111100 = −4;

f = 1001100110011001100110011001100 . . .

We can notice that the represented single precision binary number is not exactly the number we wanted to represent:
1 01111100 10011001100110011001100 =
+ 2−4 (1 + 1 × 2−1 + 1 × 2−4 + 1 × 2−5 + 1 × 2−8 + 1 × 2−9 + 1 × 2−12 + 1 × 2−13 + . . .)
= 0.09999999404 , 0.1 .
(3.1)
Errors made in this way are called machine precision errors. If we do an operation with
several numbers, each represented in limited precision, the errors can accumulate. For
example, consider we want to calculate the product of two (actual) numbers aa and ba .
We cannot represent them exactly in the computer, but we can only represent ar , br such
that aa = ar + ra and ba = br + rb . If we calculate their product in the computer, we will
get (a × b)r = ar × br + ea×b , being
aa × ba ' ar × br + ar × rb + br × ra .

(3.2)

If we multiply many numbers, the individual errors can accumulate. Making any other
operation or sequence of operations using real numbers can propagate errors as well. In
summary, results in a computer calculation are usually not exact, but they depend on the
precision27 (number of bytes used to represent a real number) chosen.
The order the operations are performed in an algorithm makes the machine precision errors to propagate in different ways. There exist virtually an infinity of algorithms capable of doing some given calculation, for there exist many mathematically
equivalent ways to do the calculations aimed to reach a desired result. When these algorithms are implemented to do calculations in a computer, the way in which the errors accumulate can be quite different. For example, if a and b are real numbers, then
a/b , a × (1/b), with a slight difference. We can appreciate it in the following example.
27

Do not confuse this (computer precision) with statistical precision, related to typical deviations.
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Let aux1 be a double precision variable (i.e., it has about 16 decimal digits of precision),
the code28
aux1=1234567891011121314150000000000.;
for (i = 0; i < 220; i + +) do
aux1=aux1/1.3456789333;
end for
gives a result 53.0145642653708151, while the code
aux1=1234567891011121314150000000000.;
for (i = 0; i < 220; i + +) do
aux1=aux1*(1./1.3456789333);
end for
results in 53.0145642653714972. Hence, both results differ in the 14th figure. This is
merely a simple example, but it can be useful to notice that every algorithm implementation has its own way to propagate errors. In chapter 8 we present an example on how two
mathematically equivalent algorithms result in different accuracies for the solution.
In addition to the finite precision and the differences in the algorithms, computers also
introduce soft errors, which are defined as errors in processor execution that are due to
electrical noise or external radiation rather than design or manufacturing defects [122].
Apart from errors arisen from technological limitations, the algorithm chosen to solve
a given problem has also its own sources of error. Every algorithm has its own mathematical definition and is based on a given level of theory. For example, iterative algorithms
require an starting guess, which may lead to wrong results if it is not appropriate, and they
also require a criterion to decide when iterations should stop. The set of equations used
to tackle a system can also be an important source of error, since every system requires
appropriate equations and appropriate input parameters. In any case, the errors in the calculations resulting from the theory levels are not algorithmic errors and, in this Ph. D.
dissertation, we will refer to accuracy just in terms of algorithmic errors.
Apart from the accuracy, the other main limiting factor in computer simulation is
the execution time. As explained in previous sections, nowadays we do know equations
which describe small scale phenomena quite well, but whose solution for complex systems is cumbersome, and often unaffordable. The numerical complexity of the solution
of simulation problems usually increases with the size or complexity of the system tackled. This numerical complexity can be measured with the number of required operations.
Some examples of this can be
é If one wants to add N arbitrary numbers, then the number of operations required
will be N − 1.
é Solving a linear system of equations Ax = b, being A an N×N dense matrix, requires
of the order of N 3 operations using the typical Gaussian elimination scheme (see
chapter 8).
é The simplest implementations of the Hartree-Fock method to find the ground state
of the electronic Hamiltonian (see the Schrödinger equation in sec. 2.1) require
28

This example is valid just in a given computer under a given programming paradigm, although it can
give an idea on how computers work.
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a number of operations which is proportional to N 4 , being N the number of basis
functions used (as explained in sec. 1).
é A naive approach to calculate an estimation of the partition function of a system
depending on N coordinates, and sampling m different values for each, takes of the
order of mN operations (exponential growth).
In all these examples the size of the system is proportional to a number N, and the increase
of N leads to an increase of the numerical complexity of the solution of the problem. Since
when doing any calculation we want its result to be ready within a given time, systems
beyond a given size will be unaffordable. The scaling of the methods can sometimes
be reduced by doing a number of approximations consisting of neglecting part of the
information involved in the problem, and expecting it will not have a major influence on
results [14].
The considerations about simulation time are more complex if not running serial programs, but parallel ones. Parallel programs distribute the workload in several computing
threads, each of which is run in a different computing unit. When executing a parallel
program, it is customary to measure its efficiency with
é The total execution time (wall clock time) which is required for a given task tNc
(which is a function of the number of cores working in it Nc )
é The speedup, which is defined as the quotient S Nc := t1 /tNc This is, the time that the
task would last if run in one core divided by the time it lasts when run in Nc cores.
é The quotient S Nc /Nc (sometimes called the efficiency factor)
For a given problem of constant size, the Amdahl’s Law [123] states that if p is the fraction
of the problem which can be run in parallel, and therefore s := (1 − p) is the minimum
fraction which must be run in serial, then the maximum speedup that can be achieved by
using Nc cores is
Nc
.
(3.3)
S max
Nc =
Nc (1 − p) + p
This expression has an horizontal asymptote in (1 − p)−1 . The speedup can be increased
by increasing the total time required by the fraction of the problem which can be run in
parallel, what usually can be achieved by increasing the size of the simulated system (for
example, increasing its number of atoms). Commonly, p is not constant, but increasing as
the size of the problem increases. Let us consider a variable-size problem which requires a
time of T (s+ pNcα ) to be solved in serial. In this expression, T is the total time required for
solving the problem of a given size in serial, and the exponent α is a given positive number.
If the part that can be parallelized is indeed parallelized (assuming optimal scaling in the
Nc computing units), the time required by the execution in parallel will be T (s + pNcα−1 ).
Applying that s + p = 1 in the ratio of serial and parallel times of a variable-size problem
for 0 < α < 1, we get:
s + (1 − s)Nc α
S v :=
,
(3.4)
s + (1 − s)Ncα−1
where S v means speedup factor for variable size algorithms. If α = 0 (i.e., if the problem
size does not increase with Nc ) the expression above equals the Amdahl’s Law (3.3). In
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the limit of high Nc , eq. (3.4) becomes
S v := 1 +

p α
N .
s

(3.5)

In the case of α = 1 (linear scaling of the size of the problem with the number of computing units solving it), the ratio of serial and parallel time is
S Gv = s + (1 − s)Nc = (1 − p) + pNc ,

(3.6)

for the ideal parallelization situation. Equation (3.6) is called the Gustafson’s Law [124]
and states that the speedup for solving a problem can be increased by increasing the size
of its parallelizable part.
Considerations as the ones underlying Amdahl’s and Gustafson Laws can be useful
for the task of scientific software developers, in order to increase the efficiency of their
codes. Parallelization characteristics of algorithms, however, are commonly much harder
to derive than these laws.

3.2
3.2.1

Scientific supercomputing
Introduction

As presented in chap. 1, scientific simulations are a useful research tool. However, they
are often very costly in numerical terms, and very powerful computers are needed to handle the required calculations. In the last decades, computation technologies have improved
enormously, as we will see in the next sections. Currently, even the computers that can
be found in a common computer shop are capable of performing billions (109 ) of operations per second (datum of late 2011). For scientific purposes there exist special machines
which largely increase this performance, which is achieved both by doing every operation in a extremely brief time and by having many computing units performing operations
simultaneously. The latter feature is called parallelism, and it is essential for High Performance Computing (HPC), also known as supercomputing. Parallelism is a challenge
both for computer architecture designers and for software developers, since data must be
transferred throughout the parts of the computer in an efficient way. To this end, specific
programming interfaces exist, among which we can highlight MPI and OpenMP [125].
It is worth stressing that running a parallelizable program in Nc computing units hardly
ever makes its execution Nc times faster than running it in just one. This is mainly due
to two reasons. First, most algorithms require data transfer among computing units. This
slows the calculations down, because the devices for the information transferring among
computing units in a computer do work more slowly than the computing units themselves
(see sec. 3.2.4). Second, typically algorithms cannot be parallelized in a complete way.
Only a part of an algorithm can be shared among several computing units, while the rest
of it is inherently serial, or it has to be executed in a number of cores lower than the
available number of cores (see the Amdahl’s Law in the previous section). Despite these
problems, high performance machines have acquired a major importance in present science, since they can frequently tackle problems which are otherwise not feasible, among
other utilities.
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In the next sections, we overview the field of High Performance Computing, in an
attempt to give a more complete context for the research chapters (4 ∼ 9) of this dissertation. All these chapters propose methods for the calculation of physical quantities
(simulation), and they all include calculations which were run using high performance
computing facilities. An important part of the explanations given in this section are based
on [124].

3.2.2

Hardware basics

The basic scheme of a single computer is simple; it is sketched in fig. 3.1. A computer
contains a memory, which is a set of physical devices to store information. The memory
contains both data to use in the calculations, and coded instructions to be provided to
the control unit so that the calculations are run. The control unit controls the data flux
and the operations that are to be performed in the arithmetic-logic unit (ALU). The ALU
performs both arithmetic operations on numbers (like addition and subtraction) and logic
operations (like AND, OR, XOR, etc.) on the binary figures (bits) of the stored variables.
Computers also include a clock, which operates at a given frequency (the clock frequency
or clock rate). The clock rate determines the number of maximum operations performed
per second: An arithmetic or logic operation (as well as one stage an operation is divided
into) takes at least one clock cycle. The Control Unit and the Arithmetic Logic Unit form
together the Central Process Unit (CPU). The basic computer device also includes an
interface which enables its interaction with the human user (input/output). High performance computers are essentially formed by the accumulation of CPU’s linked in a smart
way, as we will see later.
In fig. 3.1, red arrows indicate information flux. This flux can be physically handled
by different devices (network). One or several CPU’s together with some communication
devices can be set on a semiconductor thin layer with electronic circuits (i.e., on a chip),
to form a processor or microprocessor.

Figure 3.1: Scheme of the basic parts of a computer [124]. The red arrows indicate information
flux.

The data moves from and towards the ALU through a memory hierarchy following
the pattern displayed in fig. 3.2. Information can be stored in numerous devices existing
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Figure 3.2: Scheme of the flux of
information (red arrows) in a computer from and towards its Arithmetic Unit through a hierarchy of
memories [124]. Cache can have
more levels (not necessarily two).
Usually, the closer a device to
the Arithmetic Unit, the fastest the
information transferring, but the
lower the storing capacity (see fig.
3.3). The disk, as well as eventual external memories like tape libraries, are not directly connected
to the CPU. Some architectures also
include direct access paths which
communicate the registers with the
main memory.

for that purpose (the memory), each having different maximum amount of bytes to store
(size) and different bandwidth (maximum rate for information transfer). They also have
distinct latencies (the latency is the time offset to add for any communication). For example, if y bytes of information are to be transferred from a memory device which has a
latency of l seconds, and a bandwidth of b bytes/second, then the minimal time required
for the information to be delivered will be t = l + y/b. Not only the different kinds of
memory have a latency and a bandwidth, but also the network does. Latencies and bandwidths have a major influence on computer’s performance. In fig. 3.2 we can see the
scheme of connection of an arithmetic unit with several types of memories. Commonly,
closer connections are with memories with lower latency and higher bandwidth, though
smaller size. A scheme of the memory hierarchy, including their present day typical sizes,
bandwidths and latencies, is displayed in fig. 3.3.

Figure 3.3: Hierarchy of memories in a computer [124, 126], with typical values of their latency, memory size and bandwidth. The lower the delay in data transferring (latency), the higher
the bandwidth and the lower the size of the memory. Blue borders indicate elements typical in
supercomputers, while black borders indicate elements which are present both in supercomputers
and in personal computers. White shapes do not represent memories, but networking devices for
interconnection of nodes in supercomputers.

The information which is expected to be used immediately by the CPU is stored in its
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registers, which have a very low latency, but can only store a small amount of information.
At present, typical CPU’s have between 16 and 128 user-visible registers [124]. The next
level in the hierarchy of memories (after the registers) is the level of cache memories.
There exist typically three different levels within this one, which are usually denoted
with L1, L2, L3. When the CPU needs some data, it first checks whether or not they
are stored in the cache. Efforts in circuit integration are specially aimed to increase the
storage capabilities of caches, in order to reduce the time to access the information the
CPU requires.
After caches, the next level in the memory hierarchy is the main memory (which is
sometimes called RAM, although these acronym refers to a concrete type of technology).
The disk (hard disk drive, or HDD) has larger storage space, but higher latency and
lower bandwidth. Although access to disk is the slowest if compared to acess to other
memories, it is the only memory capable of storing information permanently [84] (except
for external memories, such as CD-ROMs, pen drives, etc.).
The first disk memory was developed by IBM in 1956. This first device was able to
store 2 kilobits/in2 , while disks manufactured today can store data at densities of 0.25
Terabits/in2 [127]. In the last decades, the space of data volumes is doubling each year or
even faster [128, 129]. It is worth mentioning that the increase in disk memory capabilities has been boosted by the discovery of the giant magnetoresistance [130, 131]. This
phenomenon makes it possible to manufacture MRAM memories which store information
(bits) in magnetic layers [132].
The increase in memory size of devices such as caches, RAMs and disks is quite
useful for simulation, because much information of the tackled complex systems has to
be frequently stored during the calculation process, what makes memory an important
limiting factor for in silico scientific calculations. Data storage is reported to be a big
energy consumer; moreover, its power intake tends to grow because storage requirements
are increasing over and over, and disks are faster and faster [133] . The low speed to
access the information of disks is another drawback of the current technology. I/O (input
and output to disk) bandwidth has not advanced as much as storage capacity. As stated in
[128]: ’In the decade 1995-2005, while capacity has grown more than 100-fold, storage
bandwidth has improved only about 10-fold’.
External29 devices to store information close the hierarchy of memories. These devices
can be CD or DVD disks, USB flash drives, or different technologies. Massive storage
devices, as tape libraries (see fig. 3.4), are often used in supercomputers. Sometimes, the
expressions primary memory for registers, cache and main memory, secondary memory
for hard disks and tertiary memory for non-local memories are used.

3.2.3

Beyond the Von Neumann paradigm

The basic computer scheme of fig. 3.1 comes from the Von Neumann paradigm, which
was defined in the early times of computer architecture. This scheme has been kept across
time because new designs have been required to deal with previous software [134], which
(in the beginning) was devised to be coherent with Von Neumann’s pattern. However, this
architecture is not optimal for many present day purposes, since it is inherently sequential
[134]. The CPU can only deal with one instruction with (possibly) a single operand or
29

Sometimes called non-local.
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Figure 3.4: Non-local tape memory at the JSC (Jülich, Germany).

a group of operands at a time (i.e., at a clock cycle). Another main drawback is the Von
Neumann bottleneck, resulting from the fact that data and instructions must be continually
provided to the CPU, thus making inevitable to perform many time-consuming accesses
to the memory. Attempts to improve the speed to perform operations continue to be
developed. Some of them are related to software techniques and compilers, while some
other are related to the CPU machinery. Among the latter, we highlight the following ones
[124]:
é Integration: Semiconductors research has boosted the miniaturization of transistors, enabling an exponential growth of the number of them which can be included
on a single chip (see fig. 3.5). Since the 1960s, the number of transistors that can be
included on a semiconductor chip approximately doubles every two years. This fact
is know as Moore’s Law. Most transistors on a chip are used to store information in
the cache memories. Since the time required to access cache’s information is much
lower than that of other memories (see fig. 3.3), this integration of transistors makes
computations faster. Processors released in the years 2008-2011 have typically of
the order of 109 transistors, and their surface is of the order of squared centimeters.
é Clock rate increase: Until recent times, the clock frequency has followed its own
’Moore’s Law’, growing exponentially, although at a lower rate than the number
of transistors per chip (increasing about 1.75 times every two years). This growth
has recently (c. 2006) collapsed [129] (see fig. 3.5) because the higher the clock
rate, the larger the power consumption, which scales with the cube of the clock rate
[134, 135], and higher rates would require cumbersome cooling systems.
é Pipelining: It consists of making different functional parts of the CPU to perform
different stages of a more complex task. For example, assume an instruction consists of 5 stages, and each has to be performed by a different part of the CPU after
the previous stage has been completed. If every stage takes one clock cycle, then to
perform the whole instruction would require 5 cycles. But if every part is giving one
result per clock cycle, up to 5 instructions could be run every 5 cycles (the optimal
performance for pipelining is one instruction per cycle). Splitting instructions into
many stages can therefore increase the speed of calculations. Pipelining enables
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greater clock rates, but these are limited by the power consumption. Modern processors are strongly pipelined, and some of them divide basic instructions into over
30 stages.
é Superscalarity: It is the capability of CPU’s to provide more than one result per
clock cycle. It is partly based on pipelining, but not limited to it. Other features also
contribute to superscalarity. For example, if some parts of the CPU are redundant,
further parallelization can be attained. The CPU design can also be tuned so that
multiple instructions (3 to 6 nowadays) can be fetched and decoded at a time. The
availability of very fast caches, which can perform over one load or store operation
per cycle, also improves superescalarity. The compiler should take advantage on
the superscalarity features of a computer.
é Multicore architecture for processors: In order to overcome the limitations given
by the sequential nature of the Von Neumann model, a powerful solution is to include not only one, but several CPU’s (cores) per socket30 , thus forming multicore
processors. This new paradigm uses the additional available transistors to put new
computation units to work, rather than to try to make a single core faster [129].
Multicore solutions are more and more employed in common PC’s. They are also a
common solution to circumvent the problem of the high energy consumption in supercomputers [135, 136], since the performance of the processor can be increased
even when reducing the clock rate. The many core processor architecture shares
the increasing available transistors (being doubled every two years according to
Moore’s Law) among the cores. The inclusion of more cores, however, also carries inconveniences, because the growth of the number of cores per chip implies
a reduction in both the main memory bandwidth and the cache size available for
each core. Another inconvenience of multicore architecture is that the presence of
many CPU’s simultaneously solving the same problem implies that the code of the
programs should be devised to provide them with the appropriate parallel instructions, which they should execute at the same time. The recent trend to use multicore
processors can be appreciated in fig. 3.5. It is worth remarking that, while pipelining and superscalarity are perfectly compatible with the Von Neumann model, the
multicore architecture is not. It is a modification of that paradigm, which entails
new rules for the flow of information and the way in which the computer acts on it.
The multiple cores of a processor can either lie on the same chip or not, but they
lie on the same socket. Some examples of multicore schemes are displayed in fig.
3.6. Typical PC’s have a single socket, while servers commonly content two to four
sockets, all sharing the same main memory. Big parallel computers (see sec. 3.2.4)
commonly contain many sockets.
é SIMD instructions: SIMD (single instruction multiple data) instructions enable
data parallelism by performing arithmetic operations not on a single number, but
on a vector of them. The supercomputers of the 1980s and early 1990s were based
on this principle (although at a much larger scale) and they were called vector machines. Although big vector machines are rare at present, its principle can still be
useful for other computers.
30

A socket is the physical package where the multiple cores are joined. See figure 3.8.

3.2. SCIENTIFIC SUPERCOMPUTING

49

é Out of order execution: If the arguments of the instructions are not available in
registers when they must be used, what can happen if the memory is too slow to keep
up with processor speed, out-of-order execution can avoid idle cores by executing
instructions that appear later in the instruction stream but have their parameters
available. The compiler, after analysing the relations among different instructions,
can change its order so that some slow memory readings start earlier.
é Simplified instruction sets: Paradigms of instructions which are rather simple (as
opposed to previous models) but can be executed much more quickly. The RISC
(Reduced Instruction Set Computer) paradigm was adopted during the eighties, resulting in efficiency increases.

Figure 3.5: Evolution in time of the number of transistors per chip (blue), clock rate (red)
and number of cores per processor (purple). It can be appreciated that during the last years the
clock rate has collapsed, while multicore solutions have started to be implemented. The number of
transistors grows exponentially at a steady rate, making Moore’s Law to be still satisfied (Courtesy
of J. Dongarra; data from [134])

The trends in the evolution of the degree of integration of processors, their clock rates
and their numbers of cores are displayed in fig. 3.5. We could say that the time of steady
growth of single-processor performance seems to be over [129], what has spurred the
semiconductors industry to start a transition from sequential to parallel computers. The
introduction of multicore processors in 2004 (see purple line in fig. 3.5) marked the end
of a 30-year period during which sequential computer performance increased from a 40%
to a 50% yearly. The trends displayed in fig. 3.5 have lead to a reinterpretation of Moore’s
Law. In words of Jack Dongarra (coordinator of the top500 project): ’The number of cores
per chip doubles every 2 year, while clock speed decreases (not increases). The number
of threads31 of execution doubles every 2 years’. This increase in the number of threads
31

Parallel work lines.

50

CHAPTER 3. COMPUTATIONAL ASPECTS

Figure 3.6: Two possible schemes for a multicore processor. A) Hexa-core processor chip with
separate L1 caches, shared L2 caches for pairs of neighbouring cores and a shared L3 cache for all
cores; B) Quad-core processor chip with separate L1 and L2, but shared L3 cache [124].

results from both the multi-core solutions and from the hardware modifications which
enable CPU’s to work in other tasks when one executing thread is stalled (for example,
waiting for data) [84]. These capabilities increase computer performance, but require
the software to be well suited to the hardware to reach maximum performance. Although
eventual physical limitations for technologies might make the thread increase trend stop in
the next years, important advances are being achieved in the direction of core integration.
Intel has recently presented a prototype research chip which implements 80 simple cores,
each containing two programmable floating point engines. This is the maximum single
chip integration to date, and reaches TFLOPS performance32 [14].

3.2.4

Parallel computers

As stated above, the idea behind most powerful computers nowadays is the use of many
cores (which globally contain many CPU’s). A given program is divided into several
execution lines (threads) which are simultaneously run in the different cores. Therefore,
these cores solve the problem in a cooperative way. The number of cores used by a supercomputer is increasing over and over in time. The definition of ’supercomputer’ or ’high
performance computer’ is rather arbitrary, because these expressions refer to computers
which are much more powerful than common computers. Because of the technological
advances, it is said that today’s supercomputers are tomorrow’s PC’s (see fig. 3.15; since
a nowadays laptop is capable of doing about 1010 operations per second, it is as powerful
as a supercomputer was 14 years ago). The use of standard computer components to build
supercomputers (the so-called commodity clusters) has made these high performance machines accessible for many research groups throughout the world.
We call a parallel computer to a collection of connected cores lying in different nodes,
which are connected by networks. The cores of an operating parallel computer work simultaneously in a cooperative manner. A parallel computer is formed following a scheme
such as the one displayed in fig. 3.7. It can be decomposed into four levels: cores, proces32

http://software.intel.com/en-us/articles/developing-for-terascale-on-a-chip-first-article-in-theseries/?wapkw=%28terascale%29
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Figure 3.7: Scheme of a parallel computer. It can be divided into four levels (core, processor,
node and parallel computer itself). Each core contains a CPU, the basic computing unit.

sors, nodes and the parallel computer itself. Components inside a given level have distinct
features (e.g., bandwidth, latency, etc.) when communicating with other components inside or outside its own module (e.g., a core communicating with one core in the same
processor will do it much more rapidly than with a core lying in other processor). We can
summarize the four levels of a parallel computer as follows33 :
é Core: It contains one control unit, and one or several arithmetic-logic units (and
therefore one CPU). For example, cores devised under the Intel Core microarchitecture have three ALU’s [137]. A core can run one or several execution threads
simultaneously.
é Processor: Integrated circuit which contains one or several cores and is lying on
one semiconductor layer. One or several processors are inserted in one socket34 . A
socket (see fig. 3.8-b) provides a processor with physical anchoring and electrical
connection to the motherboard.
é Node: Set of processors which share a common main memory, and commonly also
share other resources, such as a hard disk drive or a network connection. It usually consists of one motherboard where there are several sockets (although in some
cases, the so-called twin motherboards, two different sets of processors joined to
two different main memories can lie on one motherboard). Communication among
processors in a given node is rather fast, and is provided by buses.
é Parallel computer: It comprises all nodes and the communications among them,
which are provided by networks such as Infiniband or Gigabit Ethernet.
In fig. 3.8, images corresponding to the different levels enumerated above are displayed. A) displays a processor, which contains two cores (each containing several control and arithmetic-logic units). B) Displays a socket, where the processor is inserted and
33

The following definitions are commonly accepted, but not universal at all. In the field of computer
architecture there is some confusion with the nomenclature.
34
The names of components are sometimes conflicting in this context. Some authors call a processor
what we call a core, and a multi-core processor what we call merely a processor (containing several cores).
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Figure 3.8: Examples of the constituents of a typical parallel computer. A) Processor (Dual-Core
Athlon 64x2 - 6400plus); B) Socket (Intel Socket 370); C) Node (the image corresponds to the
motherboard of a node of the Juropa cluster at the JSC, lacking the Hard Disk); D) Cluster (the
image corresponds to parallel computers at the JSC, Jülich, Germany). Image C) is a courtesy of
J. Alberdi. Images A) and B), Copyright (c) 2011 Pablo García Risueño. Permission is granted
to copy, distribute and/or modify these images under the terms of the GNU Free Documentation
License, Version 1.2 or any later version published by the Free Software Foundation; with no
Invariant Sections, no Front-Cover Texts, and no Back-Cover Texts. A copy of the license can be
found in http://www.gnu.org/licenses/fdl-1.2.html.

anchored to a motherboard. A motherboard (C), together with devices joined to it, form a
node. Several nodes linked by interconnection networks form a parallel computer (D).
Networks connecting the constituent of a parallel computer have a critical importance
for the parallel performance of applications in it. This is because data transferring typically is the dominant performance-limiting factor in scientific code [124]. The most
important network characteristics that need to be taken into account in order to produce
efficient parallel code are its network topology (the way the nodes are connected) and its
network bandwidth and latency (see fig. 3.3). These features have an important influence
on the performance of the parallel computer. Examples of common topologies are ring,
grid, torus in 2 or 3 dimensions or tree [84].
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We will now describe briefly various types of existing parallel supercomputers. We
will first introduce the essentials of computer parallel computers, and then some fundamentals of other devices, like GPU’s, special-purpose computers and heterocomputers,
and of other types of computation, like the cloud computing and grid computing.
Parallel computers are commonly classified into two paradigms: shared memory and
distributed memory. The latter are also known as clusters. Both operate under the MIMD
paradigm, i.e., multiple instructions are given to multiple cores, which deal with multiple
input variables (data). Other systems35 , like GPU’s, vector machines or microprocessors
using SIMD protocols (explained in sec. 3.2.2) follow the SIMD paradigm, executing a
single instruction on a set of multiple data. A shared memory parallel computer is defined
[124] as a system in which a number of CPU’s operate in a common shared physical
address space. Important versions of this paradigm are:
é UMA (uniform memory address): The access time of all processors for the main
memory is (essentially) the same. This is attained with communication devices
having the same latency and bandwidth.
é ccNUMA (cache-coherent Non-uniform Memory Access): The main memory is
physically distributed across the various processors, but the circuits (logics) of the
machine make this set of main memories to appear as only one large memory, so
the access to different parts is done using global memory addresses. The access
time is different for different processors and different parts of the memory, as in a
distributed memory computer.
The scheme of the UMA paradigm can be found in fig. 3.9. In UMA architectures,
a device called chipset controls the information flux between the main memory and the
cores. The simplest example of UMA is the dual core machinery, that recently has become
very popular [14]. The complexity of the circuits required to keep uniform the access time
makes that, at present, the largest UMA systems with scalable bandwidth (the NEC SX-9
vector nodes) have sixteen sockets [124].
Typical patterns of shared-memory ccNUMA machines are displayed in figures 3.10
and 3.11. A ccNUMA computer consists of several local domains, whose memories are
locally connected (each local domain being basicly a UMA). The memories of different
local domains are communicated via so called coherent links. This architecture is appropriate for large shared memory machines, but is more often used to build small 2 or 4
socket nodes in supercomputers.
An architecture which is more widely used to build large supercomputers (up to thousands of cores) is the one whose scheme appears in fig. 3.11. Each processor socket is
connected to a communication interface (S), that provides memory access to the proprietary NUMALink network. The NUMALink network uses routers (R) for connections
with nonlocal units. The asymmetry of this design makes the access times very variable
for different processors and different memory positions. ccNUMA machines also have
the drawback that two or more different processors may try to access the information at a
given memory position simultaneously, and thus they would compete for its resources. In
addition, the input/output human interface is connected with only one local domain.
35

Please note that the classifications presented in this chapter not universal.
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Figure 3.9: Scheme of a shared memory UMA machine consisting of two dual-core processors
[124].

Pure distributed memory computer schemes would include one main memory per
core, each being connected to all or part of the others. Such patterns, however, are seldom found because of their price/performance features. Most of the so-called distributed
memory machines (which are indeed a large portion of supercomputers) are actually hybrid models, i.e., distributed memory machines whose building blocks (nodes) are shared
memory-like devices [84]. When the code being executed at a given core requires information which is stored in the memory belonging to another node or in other location
disk memory, the core must send a request for that information, that reaches the core after
travelling through the network connecting the parts of the cluster.
For supercomputation purposes, these connections were in the past made with the Gigabit Ethernet technology (see fig. 3.3). At present Infiniband36 has become very popular
(see fig. 3.16). It is worth stressing that at present there exist serious inconveniences
with transferring information devices, because they transfer information much lower than
standard CPU’s perform operations. For example, Infiniband connections have a latency
of the order of microseconds (10−6 s). Since present day clock rates are of the order of
GHz, and a floating point operation takes of the order of tens of clock cycles, a typical
operation can take about 10−9 ∼ 10−8 s. Therefore, transferring the information of the
result of an operation will be at least 100 times slower than performing the operation. In
addition to latency, the bandwidth of the network can also be a limiting factor. Delays
produced by nonzero latency and finite bandwidth are the reasons why minimal feedback
among distinct nodes is pursued by algorithm developers [10]. Feedback among cores
with fast connections among them, as those belonging to the same processors, need not
usually be avoided [134].
The dominant HPC architectures at present and for the foreseeable future are comprised of nodes which are (shared memory) NUMA machines themselves, and which are
connected with the rest of the nodes following a distributed memory pattern [125]. A
36
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Figure 3.10: Pattern of a ccNUMA system with two locality domains and eight cores. Red arrows
indicate information flux. The information is managed by a memory interface. Memory interfaces
are connected via coherent links (for example, the central red arrow in this picture) [124].

Figure 3.11: A ccNUMA system with four locality domains, each comprising one socket with
two cores. Each socket is linked to a communication interface S, and the traffic of information is
managed by some routers R [124].
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Figure 3.12: Pattern of a distributed memory computer. Red lines indicate information flux
[124].

Figure 3.13: The panel of an Infiniband switch. Infiniband is a high-performance network system
which is present in many present supercomputers. Copyright (c) of this image: 2011 Pablo García
Risueño. Permission is granted to copy, distribute and/or modify these images under the terms
of the GNU Free Documentation License, Version 1.2 or any later version published by the Free
Software Foundation; with no Invariant Sections, no Front-Cover Texts, and no Back-Cover Texts.
A copy of the license can be found in http://www.gnu.org/licenses/fdl-1.2.html

popular architecture of distributed memory computers is IBM’s Blue Gene (see fig. 3.14).
In Blue Gene [138], processors lie in the vertices of a cubic grid. Each processor is communicated with its six nearest neighbours in a 3D torus topology (the last processor, in
the border of the grid, is linked with the first one, in all three directions).
If a problem is to be solved in a cooperative manner by the various cores of a cluster,
the code to be executed must be written so that the workload is shared among them. The
MPI protocol [139] is appropriate for writing codes that run in parallel in distributed memory machines, being also valid for shared memory machines. The increasing popularity
of MPI at present comes from its simplicity and its availability of standard libraries. The
parallelizations of many quantum simulation programs are based on MPI, although other
programs parallelization paradigms are also used [84]. Despite its remarkable advantages,
the MPI paradigm has an important drawback. Information transferring between two parallel threads requires both of them to reach a synchronization, i.e., one must execute the
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Figure 3.14: The cluster supercomputer Jugene (IBM Blue Gene / P technology), in the JSC
(Jülich, Germany) in Sept. 2010. In that moment, it consisted of 294,912 cores, what made it the
most powerful computer in Europe, and the fifth most powerful computer in the world.

instruction for sending information —MPI_SEND— and the other one must execute the
instruction for receiving it —MPI_RECV—. In this way, the sender core will be idle until
its information is be received. The limitations of the MPI scheme can be overcome by
providing facilities for a process to access data of another process without that process’
its direct participation [84]. Performance in shared memory machines can be increased by
using the OpenMP interface. Since most supercomputers have hybrid shared-distributed
memory architectures, mixed use of different programming codes, including both MPI
and OpenMP is advisable [125]. However, many programmers use just MPI, for the sake
of simplicity in their codes.

3.2.5

Hybrid and heterogeneous models

A supercomputer can either be formed by the repetition of processors of the same kind, or
by different ones, such as general purpose processors, graphics processing units or specialpurpose chips, among others. In the former case, the architecture is called homogeneous,
while in the latter case, it is called heterogeneous [140]. Heterogeneous machines can
have advantages with respect to homogeneous machines in power consumption, efficiency
of data transfer and parallel speedup. The Cray supercomputers37 are examples of heterogeneous machines, which get high performance by using different kinds of processors
within the same cluster computer.
Using graphics processing units (GPU’s [141]) as a part of (heterogeneous) clusters
is a more and more popular solution. GPU’s were originally devised to perform fast
calculations on data for creating images. However, in recent times, they have become
celebrated in the context of supercomputing. This is because they are capable of treating
37

http://www.cray.com
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much data (vectors of data, rather than single variables) simultaneously. A GPU can
perform some given tasks several orders of magnitude faster than a CPU. For example,
in some problems of data analysis, GPU’s performance can gain about a factor of 200
with respect to CPU’s performance38 . For general purpose computation issues, GPU’s
can either be included in motherboards together with CPU’s, or a different type of devices
(GPGPU’s39 [136]) can be produced that can work without a CPU. Full clusters can be
built on GPGPU’s instead of CPU’s. As a sign of the current success of GPU-based
solutions, it can be noticed that four out of the ten most powerful supercomputers (in the
list of top500 of June 2011) do include GPU’s.
A different kind of supercomputing facility is the one formed by the special purpose
computers. These machines cannot deal with a very broad range of different tasks, as the
general purpose computers (PC’s, laptops, most supercomputers, etc.) can do. Instead,
they are devised to execute a limited set of algorithms, but with a great efficiency. An example of a special purpose computer is Anton40 , which is dedicated to protein Molecular
Dynamics. Anton was able to run a simulation corresponding to 1 ms (in a huge number
of steps, since ∆t is of the order of fs in proteins), realizing the hard task of predicting
the folding of a protein [9, 142]. Other examples of special purpose computers are Janus
[143], which is used for simulation of spin glasses, and GRAPE-6 [144], for astronomy.

Figure 3.15: Evolution of computational capabilities: purple line: Aggregated power of all 500
most powerful computers in the world, according to the top500 list; blue line: most powerful
computer on the world, according to the top500 list; orange line: 500th most powerful computer
on the world. Notice that the vertical axis is logarithmic. Source: top500 (www.top500.org).

Fig. 3.5 and some of the subjects discussed so far can give us an idea of the evolution of computational capabilities of modern computers, which grow very rapidly, in an
exponential way. In order to quantify this evolution, twice a year a list of the 500 most
powerful computers on the world, the top500 list, is released. In order to measure the
efficiency of computers, a benchmark (the HPLINPACK benchmark [145]) is run. The
essential task of the HPLINPACK benchmarks is to solve a linear system Ax = b whose
coordinate matrix A is dense (i.e., contains no null entries) with partial pivoting (see chap.
38
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Figure 3.16: Evolution of the performance of the twenty most powerful computers on the world
during the decade 2001-2010. The names on the left hand side correspond to most powerful
computers on the January 2010 top500 list. (Courtesy of J. Dongarra).

8). Performance is measured in number of floating point operations per second (FLOPS)
that the machine is able to perform. It is worth remarking that special purpose computers
can hardly appear on the top500 list, because it is essential to run the HPLINPACK benchmark to appear in it, and many special purpose computers are not capable of doing it. In
fig. 3.15 we can appreciate that the exponential increase of supercomputing performance
of the machines in the top500 list, both for individual supercomputers (the most powerful
one, and the one in the 500 position, appearing in the figure) and for the aggregated power
of all computers on the list. From 1993 to 2009, the computing power of the collection
of all 500 most powerful computers on the world followed its own ’Moore’s Law’, since
it increased about 1.9 times per year (almost twice as fast as the increase in integration
predicted by Moore’s Law). By comparing charts 3.5 and 3.15, we can appreciate that the
trends in chip integration, clock rate and number of cores per processor and the power of
high performance computers are closely related. In fig. 3.16, we can see the evolution of
the 20 most powerful computers during the last decade. The vertical axis of this graph
is not logarithmic, so the dramatic increase can be noticed in a more clear manner. In
fig. 3.17, some features of the top500 computers are summarized. Chart A shows the
number of cores high performance computers consist of. Chart B quantifies something
we mentioned earlier in this section, that vector computers are no longer popular, and
most modern computers are scalar (i.e., every CPU deals with an scalar variable at a time,
not with a vector containing many values simultaneously). Chart C gives an idea of the
computer power distributed by countries. Finally, chart D gives a notion on the network
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communication devices which are used by most powerful supercomputers.

Figure 3.17: Some features of the most powerful computers on the world, according to the
top500 list of June 2011. The data labeled as ’systems’ (upper row) means that every computer
on the list enters the charts with weight 1. The data labeled as ’performance’ (lower row) means
that the weight depends on the computer’s performance. A: Number of processors; B: Processor
architecture; C: Location of machines; D: Family of interconnect devices. (Source: www.top500.
org).

The enhanched capabilities of current supercomputers to perform operations very
rapidly is very useful for scientific calculations. Most modern algorithms and codes are
based on repetition to take advantage in these capabilities. However, developing software for massively parallel machines is harder than doing it for the traditional sequential
computers. This is because instructions should be provided to many units working simultaneously, and efficient information feedback among them is to be implemented. The
growing complexity of computers, where many (not necessarily equal) processing units
are linked among them, and also linked to a hierarchy of memories, each having a different
access time, makes parallel programming a rather complicated task. The opacity of computers’ architecture is an extra obstacle for them [134]. More complex internal behaviour
of cores, including effects of pipelining and superscalarity makes code execution harder
to be understood in depth and their logic hinders parallelization, because human programmers find it hard to devise codes which are well-suited for architectures. For example, the
programmer can think that the code he writes is executed sequentially and in order in a
core, but this is no longer true (as stated when the Out of order execution was explained).
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Programmer is helped by modern compilers, which include several levels of optimization, what can do more efficient mapping in data transferring and result in large efficiency
improvements. In order to devise more efficient software codes, tracing and profiling
software tools can be very useful [146]. Moore’s Law is said to have enabled cheaper
(more efficient) execution of programs, but at a higher cost of developing new programs,
by reason of the increasing complexity of computers [129]. In words of J. Dongarra, ’For
the last decade or more, the research investment strategy has been overwhelmingly biased
in favor of hardware. This strategy needs to be rebalanced, since barriers to progress are
increasingly on the software side. Moreover, the return on investment is more favorable
to software. Hardware has a half-life measured in years, while software has a half-life
measured in decades. Unfortunately, we don’t have a Moore’s Law for software, algorithms and applications’. This does not mean that the seek of efficient algorithms has not
been successful (see chapter 4), but that modern algorithms and programs should be wellsuited to current machine component features and computer architectures (an example of
this adaptation can be found in [14], where the efficiency is increased by means as optimizations of the transfer of data). Indeed, smart software parallelization schemes, also
including new paradigms, can be the only tool to improve supercomputers’ performance
in an eventual framework of exhausting of hardware capabilities increase [134].

Machines supporting High Performance Computing have to brave an important obstacle since some years ago: the significant rise of power consumption. The increase of
clock rates has boosted power dissipation [124], because the power consumed by a core
scales with the cube of its clock rate [135]. This is attributable to the fact that the power
is proportional to the square of the voltage multiplied by the frequency, but the voltage
itself is proportional to the clock frequency. Power dissipation generates heat, what is
an important drawback because semiconductor materials in computers require not very
high temperatures in order to work properly. To this end, cooling systems must be implemented. 1980s computers did not need heat sinks; the heat sinks used in the nineties were
of moderate size; today’s cooling systems are very big. In PC’s and laptops air cooling
systems (fans) are usually enough, but in supercomputers water-based cooling systems
may be mandatory in a nearby future [134]. The work of cooling systems entails serious power consumptions which must be added to that resulting from processors’ work.
As a result of these high power needs, the budget for electrical energy of the computing
facilities of a research group may be easily exceeded. As an example [147], a 16 core
processor with every core consuming an average of 20 Watts will lead to 320 Watts total
power when all cores are active, what will have a non-negligible economic cost. Another
example is given by Amazon.com [148]. The energy bill of its data centers costs about the
42% of the total budget of the center (the cooling system consuming more energy than the
operation of CPU’s). Many ways to reduce the impact of excessive power consumption
are being proposed [149, 150]. Architectures for many core machines should be carefully
devised to minimize it. A possible solution is to simplify processor designs. Using larger
caches is another option, although there is a limit beyond which a larger cache will not pay
off any more in terms of performance, due to bandwidth limitations. Multicore processors
are the solution which most present computer manufacturers prefer [124].
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3.2.6

Distributed computing

Data of the top500 refers to well localized large supercomputers (like the one displayed
in fig. 3.14). However, in recent times, other solutions for HPC, such as grid computing,
cloud computing and volunteer computing, have become very popular. These three more
modern ways of computing are said to be ways of distributed computing. Distributed
computing is based on the concept of doing high performance calculations using geographically distant machines, what has been enabled with the advent of the internet and
high speed networks. Computers participating in a given problem can lie thousands of
kilometers away from each other, but they can share information through the internet.
Grid computing [151] uses geographically distant nodes to solve a given problem simultaneously in a cooperative way. Grid computing capabilities are usually managed by
a given organization, and the computational resources (mediated by physical machinery)
which supports calculation are contributed by different supporting institutions and organizations, which can be companies, research groups, laboratories, universities, etc. A management committee distributes the computational capabilities at every moment among the
requests of different groups of users. The groups of people taking part in grid computing
projects for solving problems are usually called virtual organizations, since these groups
are frequently heterogeneous, being formed by many people from different organizations
which are geographically distributed. The essential aspect of a virtual organization is that
it is formed for a specific project. Virtual organizations can act either as producers or consumers of resources (or both). Various virtual organizations involved in a grid computing
project are mutually accountable; i.e., if one misbehaves, the others can cease sharing
resources with it. Since many computer cores throughout the world are working together,
much computing power can be accumulated, what enables solving many problems whose
solution may not be feasible even in the most powerful supercomputing clusters. This generates vast amounts of data, what spurs the creation of large collective databases [128].
Large grid computer facilities are often used by big numbers of users, what helps to match
the demand of the computational resources with their availability.
It is also worth noticing that grid computing projects commonly operate under opensource software standards, which eases the development of software applications and the
cooperation among groups. A popular software package to manage grids is the Globus
Toolkit, including the GRAM software as a tool for the users. As well as cluster computers, grid facilities frequently run in Linux operating systems.
Grid computing has been successful in numerous research fields, like drug design,
biomolecular simulation, engineering and computation for industry, Chemistry, Geology
(e.g. earthquake simulations) or meteorology [151, 152]. It also plays an important role
in Particle Physics. For example, the Large Hadron Collider of the CERN sends huge
amounts of experimental data to its associated grid facility (the Worldwide LHC Computing Grid, WLCG), so that many scientific groups throughout the world analyse them.
WLCG41 involves over 140 computing centres in 35 countries, and includes several national and international grid projects.
Recently, another kind of distributed computing, volunteer computing, has become a
useful tool for scientific purposes. Volunteer computing consists of using the computation
power of machines which were neither devised nor purchased to use them to do scientific
41
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Figure 3.18: A scheme of geographical distribution of computing nodes of the egee grid (http:
//www.eu-egee.org). Current grid computing projects often involve facilities in many countries.

calculations, but for daily life use. Common PC’s and laptops connected to the internet, as
those standing in millions of homes, can perform calculations to solve scientific problems.
It is only necessary that the owner of the computer agrees and installs the appropriate software (this is the reason why this kind of computing is called Volunteer Computing). As
stated in [10], there are hundreds of millions of idle PC’s potentially available for use
in every moment, and the majority of them are strongly underused. Moreover, while
the complexity and the network efficiency have increased following their own Moore’s
Laws, the number of computer users has increased at even a higher rate during the last
decades, what makes the potential capabilities of volunteer computing huge [10]. Volunteer computing has produced many remarkable scientific results in the last decade [153].
Some examples of volunteer computing are the Ibercivis project42 , seti@home43 —for
the search of extraterrestrial intelligent life— and folding@home44 [154] —for statistical
calculations of Molecular Dynamics trajectories for models of biological systems—. The
last one is a particularly good example of how important scientific results can be produced
with volunteer computing in problems which are unaffordable for other HPC schemes
[10]. Volunteer computing projects often rely on the BOINC open-source software45 ,
which is also appropriate for grid computing. Although grid computing and volunteer
computing share some features, there is a key difference between them. Grid computing
is commonly symmetric while volunteer computing is commonly asymmetric. I.e., in the
former, one organization can borrow resources one day, and supply them the next; in the
latter, contributors (particular computer owners) commonly just provide resources to the
project.
Distributed computing has become a powerful research tool because of its numerous
42
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Figure 3.19:

A scheme of geographical distribution of computing resources donors of the
folding@home volunteer computing project in May 2008 (http://folding.stanford.edu/
English/Maps).

advantages. Yet, it also presents drawbacks. The main one is that the distant geographical
distribution of the different computing nodes makes feedback among them much slower
than if they were located in the same building. This fact makes distributed computing
not so useful for problems which require frequent information feedback among computing units. Such a disadvantage has a physical limitation which cannot be circumvented.
For example, let us assume that two computing nodes lie 3,000 kms away from each
other. Having a perfect communication, with data moving at the speed of light, information would take about 10 ms to travel between them. If the clock rate of the processors
involved in the grid is of the order of GHz, and an operation requires, for example, 10
clock cycles, then the operation will require about 10−8 ∼ 10−9 s to be performed. This
means that over one million sequential operations could be performed by one computing
node before it could receive more data from the other one to continue with its calculations. Other drawbacks of grid and volunteer computing are security ones, since secure
data transferring is much harder to maintain in complex connections via the internet. In
addition, since results come from various distinct resources, they may require frequent
overhead to check its validity.
Apart from grid computing and volunteer computing, cloud computing [153, 155, 156]
also supplies computational capabilities for scientific calculations by connecting to remote
machines via internet. This is performed by powerful computers that companies dedicate
for this purpose (usually subject to economic fees). In cloud computing, a set of virtual
servers work together to satisfy user requests, enabling interactive feedback and taking
advantage of the available computing capabilities to maximize their use.

Chapter 4
A survey of the performance of classical
potential solvers for charge
distributions

4.1

Introduction

In the context of Quantum Mechanics, electrons are delocalized, and so is their electrical
charge. If Ψ(x1 , . . . , xN ) is the wavefunction of a system of N electrons (as defined in
chapter 2), then the electronic density of the system is given by (2.19d)
XZ
ρ(~r) := N
dx2 dx3 . . . dxN |Ψ(x1 , x2 , . . . , xN )|2 ,
(4.1)
s1

and the charge distribution of the system equals −eρ(~r), being e the electron charge. A
charge density ρ creates an electrostatic potential V in all points ~r of the space Ω, which
is given by [157]
Z
d~r 0 ρ(~r 0 )
,
(4.2)
V(~r) =
r − ~r 0 |
Ω 4π0 |~
where 0 is the electrical permitivity of the vacuum . If the medium is not the vacuum, 0
must be replaced by the permitivity of the medium, , which can be local.
In 3 dimensions, eq. (4.2) is equivalent to the differential Poisson equation [158, 159]
ρ(~r)
=0.
(4.3)
0
This equation can be derived from (4.2), which makes the Gauss’ Law to be satisfied
Z
Z
1
~
E(~r)d~s =
ρ(~r)d~r ,
(4.4)
0 V
Ω
∇2 V(~r) +

where Ω is the surface which covers volume V. The divergence theorem plus the fact that
~ r) = −∇V(~r)) lead to
the electric field can be expressed as the gradient of a potential (E(~
(4.3). In the case that  is local, eq. (4.3) becomes ∇((~r)∇V(~r)) + ρ(~r) = 0 [160]. If the
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volume V taken in (4.4) is all the infinite space, then the boundary conditions for (4.3) can
be taken as null. However, in more realistic cases where V is finite, some given boundary
conditions must be given in order to be able to solve (4.3). Having the two forms (4.2) and
(4.3) for the Hartree potential equation is useful because, while some methods are based
on the former, other rely on the latter.
The electrostatic Hartree potential appearing in (4.2) and (4.3) has a major importance,
since it can be found in nearly every field of Physics and Chemistry [161]. It is specially
important in Density Functional Theory and Time-Dependent Density Functional Theory,
because it appears in the Kohn-Sham (2.59) and Time-Dependent Kohn-Sham equations
(2.68) [54, 87, 88]. In a computational framework, the charge density ρ in (4.2) can be
modelled in several ways. Some programs [162, 163] use a set of functions as a basis,
and build the density as a function of them. Other ones [6] store the information of the
system in a grid of points. For example, the latter approach can also be used for atom’s
partial charges in the context of quantum Chemistry [164], and it is typical to find it in the
literature [161].
During the recent times, a wide variety of software has been developped to perform
calculations based on Quantum Mechanics [6, 117, 162, 163, 165–168]. These programs
are run in increasingly powerful computers, as explained in section 3.2. Modern supercomputers are a challenge for sofware developpers [129], since the computational task to
perform must parallelized [169, 170] so that the different computing units can share the
workload and the time for the simulation is therefore lowered. The methods for the calculation of the Hartree potential (also known as Poisson solvers) analysed in this chapter are
strongly parallelizable, but their relative performance is to be gauged. The elaboration of
this chapter required thorough implementation tasks.
Our goal in this chapter is to compare the relative parallel performance of several
popular solvers for the Hartree potential created by a charge distribution. We focus on the
typical representation of charge distributions modelled as values on a grid, and our tests
are run in the Octopus code [6, 171]. In the discretized 3D space, the continuous variables
become discrete, and therefore we will use:
• ~r → r j,k,l
• ρ(~r) → ρ(r j,k,l ) := ρ j,k,l
• V(~r) → V(r j,k,l ) := V j,k,l =

1
4π0

P

ρm,o,p
m,o,p |r j,k,l −rm,o,p |

=

1
4π0

ρm,o,p
m,o,p |r j−m,k−o,l−p |

P

This chapter is structured as follows. In section 4.2, we briefly explain the theoretical
basis of Poisson solvers; in section 4.3 we summarize the results of our test for comparing
the performance of these solvers; finally, in section 4.4, we present the conclusions of
this work. Our conclusions are expected to be useful to spot the relative advantages of
the various analysed methods, what can help to improve the accuracy and efficiency of
simulations of many quantum systems.

4.2

Methods

Since the limiting factor of many quantum simulations (specially those involving large
numbers of atoms) is the execution time, techniques have to be developped and implemented to reduce it. If the modelled charge distribution is represented as a set of values
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corresponding to a grid in real space, the direct evaluation of (4.2) in every point would
take O(N 2 ) operations, being N the number of poins of our grid, what is prohibitive for
many interesting systems (those exceeding a given size).
There exist a variety of methods to overcome this problem; among them, we have tried
to take some the most celebrated ones in order to perform a survey on Poisson solvers’
accuracy and performance. When, at the beginning of the 3rd millenium, the American
Society for Industry and Applied Mathematics (SIAM) published its list of the "Top-10
algorithms with the greatest influence on the development and practice of science and engineering in the 20th century" [172], three of them having a special usefulness to calculate
the electrostatic Hartree potential were chosen, what gives an idea of the importance of the
Hartree term both for Science and Technology issues. These three methods are the Krylov
subspace iteration method (with implications in the conjugate gradient method), the Fast
Multipole Method (FMM) and the Fast Fourier Transform (FFT). Apart from these, we
have also included in our tests the interpolating scaling functions (also based on FFT) and
the multigrid method.
Isaac Newton’s 1687 pairwise formulation for potentials, as well as the subsequent
differential form given by P. S. Laplace (1799), involved O(N 2 ) calculations. In 1921,
P. Ewald [173] was able to reduce this to O(N 3/2 ). The boost of computers spurred the
development of efficient potential calculation during the second half of the twentieth century. In 1952 the conjugate gradients methods were re-discovered [174] and, in 1965, so
was the Fast Fourier Transform [97] (which perhaps should be called the Heaviside transform [175]). Later, other efficient algorithms like multigrid solvers (1977), the Barnes-Hut
Tree-code (1986) and the Fast Multipole Method were proposed (1987, 1997). Algorithms
are, in any case, evolving systems, which are constantly being extended and improved.
In this section we briefly explain some of the most popular Poisson solvers, so that
the computational scientist can have an intuitive idea of how they work. Since there exist
many versions of the methods explained here, we focus on the implementations we have
employed for our tests, which are expected to be representative of the current trends in
computation.

4.2.1

Parallel Fast Fourier Transform

The Fast Fourier Transform46 was first introduced by C. F. Gauss in 1805 [177], and later
rediscovered [97]. Its current applications are huge, both for scientific and technological
purposes. The discrete Fourier transform (DFT 47 ) Xk of a set of N values xn is defined as
follows:
!
nX
0 −1
2π jm
for j = 0, . . . , n0 − 1 ,
(4.5)
X j :=
xm exp −i
n0
m=0
46

As a curiosity, we shall reproduce a remark of the scholar C. F. Van Loan, taken from his book [176]:
The Fast Fourier Transform is one of the truly great computational developments of this century. It has
changed the face of science and engineering so much so that it is not an exaggeration to say that life as we
know it would be very different without the FFT.
47
In this chapter, DFT stands for ’Discrete Fourier Transform’; please, do not confuse with the same
acronym which stands for ’Density Functional Theory’ in other chapters.
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being (i =

√
−1). The inverse discrete Fourier transform (DFT −1 ) is:
!
n0 −1
1 X
2π jm
x j :=
Xm exp +i
n0 m=0
n0

for j = 0, . . . , n0 − 1 ,

(4.6)

what enables to recover the original data (x j = DFT −1 (DFT (x j ))).
Evaluating all Xk of (4.7) by direct calculation requires O(n20 ) operations. FFT
 is a
,
method to calculate X j in only O(n0 log2 n0 ) operations. If we define ξk := exp −i 2πk
N
then eq. (4.7) can be decomposed into two sums
Xk :=

N−1
X

xn ξkn = (x0 + ξk2 x2 + ξk4 x4 + . . .) + ξk (x1 + ξk2 x3 + ξk4 x5 + . . .)

n=0

:= S even (ξk2 ) + ξk S odd (ξk2 ) .

(4.7)

We can continue to do subdivisions like this (dividing every S into further summations)
until all S ’s are formed by only two terms (xm + ξn0 /2 xm+n0 /2 for m = 0, . . . , n0 /2 − 1, if n0
is even). Due to the symmetry in the powers of ξk ((ξk ) p = (ξk+n0 /p ) p = (ξk+2n0 /p ) p = . . .,
being p a natural number) the terms appearing in the summation required for X j are the
same for different values of j, which enables computational savings.
If the dataset is a set in 3 dimensions (x j,k,l with j = 0, . . . , n0 − 1, k = 0, . . . , n1 − 1,
l = 0, . . . , n2 − 1), then the expression of its Discrete Fourier Transform is
X j,k,l :=

nX
0 −1 n
2 −1
1 −1 n
X
X
m=0 o=0 p=0

jm ko lp
+
+
xm,o,p exp −i2π
n0
n1 n2

!!

for j = 0, . . . , n0 − 1,
k = 0, . . . , n1 − 1,
l = 0, . . . , n2 − 1,

(4.8)

and its inverse transform is
for j = 0, . . . , n0 − 1,
k = 0, . . . , n1 − 1,
x j,k,l
l = 0, . . . , n2 − 1,
(4.9)
In these expressions it can be viewed that the DFT in 3D requires parallelepiped grids,
this is, it is necessary that the indices j, k, l of x j,k,l run from 0 to n0 , n1 and n2 , respectively. Consequently, if the original dataset is not parallelepiped it will have to be fulfilled
using zeroes so that it becomes parallelepiped. In these expressions we can also notice
that performing a DFT (or, equivalently, a FFT) in 3D consists of performing three onedimensional DFTs like (4.7) sequentially.
The mathematical definition of the Fourier transform (FT) makes the Fourier transform of the convolution of two functions to equal the product of their respective Fourier
transforms. The Fourier transform of a function is proportional to the DFT of the discretized function. This enables to solve (4.2) just by evaluating one DFT (that of ρ) and
one inverse DFT (that of DFT (ρ) FT (1/|~r|)) in three dimensions (see [159]). The use of
both FTs has the advantage that the term 1/|~r| is treated in as continuous (not discrete as ρ),
thus increasing the accuracy of the method. The Discrete Fourier Transforms involved in
the calculation of V can be evaluated efficiently by using the Fast Fourier Transform technique. As stated earlier in this chapter, hi-performance computing requires parallelization.
!!
n0 −1 nX
1 −1 n
2 −1
X
jm ko lp
1 X
Xm,o,p exp +i2π
+
+
:=
n0 n1 n2 m=0 o=0 p=0
n0
n1 n2

69

4.2. METHODS

Figure 4.1: Distribution of a three-dimensional dataset of size n0 × n1 × n2 = 8 × 4 × 4 on
a two-dimensional grid of processors of size P0 × P1 = 4 × 2.
The recent library pfft [178] parallelizes the calculation of DFTs in 3 dimensions in an efficient way. To this end, it creates a (virtual) grid in 2 dimensions with the available
processors, each of which performs a one-dimensional FFT (using the library FFTW48 ).
This action is repeated three times, what requires transposition of the data involved, and
feedback among processors. The scheme the 2D grid of processors deals with the 3D data
is presented in fig. 4.1. For example, if the FFT requires a summation in the index j of
x j,k,l , a given processor evaluates the one-dimensional FFT for a given value of k, l, then
for another value of k, l, and so on.

4.2.2

Interpolating Scaling Functions

If our charge density corresponds to a set of values corresponding to points in a grid
(ρi1 ,i2 ,i3 ), a way to do calculations with ρ in a physical accurate way is to express it in a
basis of interpolating scaling functions, being their coefficients calculated from ρi, j,k . Interpolating scaling functions (isf) arise in the context of wavelet theory [179]. There exist
many wavelet families, but all they are formed by translations and refinements (changes
of scale) of a given mother wavelet and a given interpolating scaling function (φ(x)). For
example, in 1D, in the equation below, i represents a translation and k represents a level
of the wavelet family [180, 181]
φki (x) ∝ φ(2k x − i) .

(4.10)

A representation of ρ from ρi1 ,i2 ,i3 can be efficiently built, and efficient iterative solvers
for the potential can be taylored from ordinary steepest descent or conjugate gradient
techniques [181]. A non-iterative and accurate way to do so [161] is to use the Fast
Fourier Transform (FFT) in addition to wavelets. If we represent
X
ρ(~r) =
ρi1 ,i2 ,i3 φ(x − i1 )φ(y − i2 )φ(z − i3 ) ,
(4.11)
i1 ,i2 ,i3

being φ interpolating scaling functions in one dimension, then (4.2) turns to
X
V j1 , j2 , j3 =
ρi1 ,i2 ,i3 K(i1 , j1 ; i2 , j2 ; i3 , j3 ) ,
i1 ,i2 ,i3
48

http://www.fftw.org

(4.12)
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where
K(i1 , j1 ; i2 , j2 ; i3 , j3 ) :=

Z
d~r 0
Ω

φi1 (x0 )φi2 (y0 )φi3 (z0 )
.
|~r − ~r 0 |

(4.13)

Due to the definition of the isf, the discrete kernel K satisfies K(i1 , j1 ; i2 , j2 ; i3 , j3 ) = K(i1 −
j1 ; i2 − j2 ; i3 − j3 ), and therefore (4.12) is a convolution, which can be efficiently treated
using FFT’s as explained in the previous section. The evaluation of (4.13) is approximated
P
expressing the inverse of r is a Gaussian basis (1/r ' k ωk exp(−pk r2 )), what also enables
efficient treatment. All this makes the order of this method be Nlog2 (N). Our parallel
implementation for it is based on the code presented in [161].

4.2.3

Fast Multipole Method

The Fast Multipole Method was first proposed in 1987 for 2D systems [95], and the extension to 3D was presented soon after [182]. The performance of this method was initially
rather low [94]; only O(N) operations were necessary, but first versions required very
high orders of multipole expansion, which in practice made the calculations prefactor so
big that it was only slightly cheaper than the direct O(N 2 ) evaluation of the potentials for
typical systems. This could only be avoided when the desired accuracy was low. After
thorough research that lasted years, it was possible to develop a competitive version of
FMM [183]. At present, there exist very accurate and efficient ones [184], and FMM is a
largely celebrated method [172].
Although the original FMM was devised to deal with pointlike particles, there exist
versions for charge distributions using basis functions [185–187]. In [187], the density is
expressed as a sum of Gaussians multiplied by a polynomial. Although this implementation is popular, it has been object of some criticism [161]. Our representation of ρ in a
discrete grid precludes the straightforward use of these techniques, what made us choose
a version of FMM devised for discrete point charges [184] and to modify it so that the
electrostatic potential is reliably reproduced. The implementation of FMM we used is
highly parallelizable.
The Fast Multipole Method allows to compute the pairwise interactions of N particles
with charge or mass qi with O(N) complexity. The Coulomb potential at position ~ri for
such a system with open boundary conditions can be written as
N
X
qj
.
V(~ri ) =
r
j=1 i j

(4.14)

Since we have to compute the potential at all N particle positions ~ri with i ∈ {1 . . . N} this
leads to O(N 2 ) operations. However, simulations involving such long-range interactions
can be reduced to an optimal complexity of O(N).
To obtain an improved complexity with the FMM one has to factorize the inverse
particle–particle distance 1/|~r − ~a|. The inverse distance can be factorized by a bipoloar
expansion into three individual parts (see figure 4.2). We use49 a chargeless multipole
expansion Olm (~ai ) around a first coordinate system’s center O1 , a multipole expansion
~ to
ω jk (~b) around a second coordinate system’s center O2 and an operator M2L j+l,m+k (R)
49

Our notation is that of [188].
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Figure 4.2: Equation (4.15) is only valid, if we use the corresponding coordinate systems
for the multipole expansions Olm (~a) and ωlm (~b).
translate the multipole expansions around O2 into Taylor coefficients µlm around O1 . The
Coulomb (far field) potential of the expanded coordinates up to order p then reads
ΦFF (~ai ) =

j
p X
p X
l X
X

~ jk (~b)
(−1) j Olm (~ai )M2L j+l,m+k (R)ω

l=0 m=−l j=0 k=− j

=

p X
l
X

~ + ~b) .
Olm (~ai )µlm (R

(4.15)

l=0 m=−l

This expansion has a complexity of O(p4 ) with respect to the order of poles p. The
spherical multipole expansion ωlm can be obtained from the particle coordinates ~a j = (a j , α j , β j )
with respect to coordinate system O1 or O2 by
ωlm (q j , ~a j ) = q j Olm (~a j ) = q j alj P̃lm (cos α j )e−imβ j .

(4.16)

The Taylor-like coefficients from remote particles r j = (r j , θ j , φ j ) are computed from
a multipole expansion ωlm . In comparison to a tree-code, where these coefficients are
directly computed from the particles via
µlm (q j ,~r j ) = q j

1
rl+1
j

P̃0lm (cos θ j )eimφ j .

(4.17)

We use the scaled associated Legendre polynomials P̃lm and P̃0lm to ensure numerical stability and to simplify the FMM operators. These polynomials are defined as follows:
P̃lm :=

1
Plm
(l + m)!

and

P̃0lm := (l − m)!Plm .

The expansion in spherical coordinates has several advantages for a general FMM implementation, especially since higher moments can be obtained by addition theorems easily
and the memory complexity only increases quadratically. Also, the convergence of these
moments for the minimum separation criterion ws = 1 is adequate; 25 poles are sufficient
for machine precision with 16 digits for most particle systems.
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All necessary interactions now can be performed with the help of this bipolar expan~ To avoid
sion. However, convergence conditions of equation 4.15 demand |~a| + |~b| < |R|.
convergence issues, the FMM tree can be subdivided until the condition is met, or interactions violating the convergence condition can be performed directly in the so called
near field. Thus, in general the computation is split up into a far field (FF) part where the
interactions take place via the expansion and a near field (NF) part, where the interaction
is computed classically
V = ΦNF + ΦFF .
(4.18)
However, the splitting of these to parts is not easily obtained, since the number of particles in the near field must be very small to avoid the computational overhead from the
quadratical complexity. The definition of “very small” depends on the costs of the O(N 2 )
operations in the near field and the costs of the O(N p3 ) operations in the far field.
In contrast to the original FMM, we used the implementation [184], which uses the
M2L, M2M and L2L operators in a rotation-based fashion [189]. Therewith, the theoretical complexity can be improved from O(p4 ) to O(p3 ), which is advantageous for larger
multipole orders in high precision calculations. There exist other schemes; e.g. additional
exponential expansions [183] with even better theoretical complexity of O(p2 ). Nevertheless, we decided against such a representation, since the arising integrals have to be
solved numerically building up additional errors and additional memory requirements.
We implemented an expansion order up to 50 to provide results for very high precision
calculations in quadruple precision.
The version of FMM summarized above is suitable to calculate the potential created
by pointlike charged particles. In our case, yet, we have a collection of points in a grid
in space, each with an associated value of the charge density, so we adapted the potential
calculated by this FMM (= VF MM ) in three ways
é Since in every point we have a density of charge ρ rather than a charge, we had to
multiply the density in each point by the volume of the associated grid cell Ωcell
(which is commonly a constant value).
é At every grid point, we had to calculate a potential created by the density within the
grid cell centered in that point (VS el f Int. ).
é In order to reduce the error without losing efficiency, we built a correction term for
the potential in every point (VCorr (~r0 ;~rneigh. )). It calculates the density in 6 points
neighbouring ~r0 , at a distance h/2 (being h the grid spacing) of ~r0 in all three cardinal directions using cubic interpolation, and thus the potential created in ~r0 by the
density in these six smaller cells. Including this correction term, the error in the
potential (measured as the error in the Hartree energy) is reduced about one order
of magnitude for representative test cases and, surprisingly, is more accurate than
other correction terms involving higher order interpolation polynomials.
Due to the referred corrections, the equation for the potential at point ~r0 is
V(~
r0 ) = VF MM (~
r0 )Ωcell + VS el f Int. (~
r0 ) + VCorr (~r0 ;~rneigh. ) ,

(4.19)

where ~rneigh. stands for the grid points neighbouring ~r0 . Further explanations and explicit
expressions for these terms can be found in the appendix A.
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4.2.4

Multigrid

Multigrid methods [190–194] are suitable to solve partial differential equations in an iterative fashion, so they can be used to solve (4.3). The idea behind multigrid methods
is simple. Variables are defined in a grid, and partial derivatives are converted into finite
differences, thus turning differential equations to finite diference equations. These are
solved iteratively, i.e., giving to some terms in the equations the value that was obtained
for them in a previous step of the iterative process. The grid is divided into a hierarchy of
grids of different spacing (multigrid levels), where the equations are solved. The solution
in broader grids (larger spacing, less points) is used to correct the iterative solution in the
finer grids. By operating in this way, accurate solutions for the Poisson equation can be
obtained in O(N) flops.

4.2.5

Conjugate gradients

Like multigrid methods, conjugate gradients [174] methods can be used to solve dis~ = ~ρ
cretized (4.3) in an iterative manner. They are efficient to solve linear systems LV
~ is the unknowns vector, ~ρ is the inhomogeneous term and L is a sparse coordinate
where V
matrix (which is the case if L is the discrete Laplacian operator, provided that its order is
much lower than the number of grid points). In the standard form of the conjugate gradients method, L must be symmetric and positive definite. The conjugate gradients method
~ as a linear combination of a set of orthogonal vectors p~k . In every iteration, a
builds V
new term is added
~ k+1 = V
~ k + αk+1 ~pk+1 ,
V
(4.20)
which attempts to minimize
~ T LV
~ −V
~ T ~ρ ,
~ := 1 V
f (V)
2

(4.21)

~ = ~ρ. The term added to the potential in
whose minimum equals the solution of LV
~ moves essentially in the direction of the gradient of f ( p~k ,
iteration k is built so that V
the direction of its maximum variation), but the added new term being orthogonal to the
~ satisfies
previous ones (i.e. pTk Lpi = 0 for i = 1, 2, . . . , k − 1). The gradient of f (V)
~ = ~ρ − LV
~ .
−∇ f (V)

(4.22)

~ k+1 equals V
~ k plus ∇ f (V
~ k ) minus the projection of ∇ f (V
~ k ) on ∇ f (V
~ i ) for i =
Therefore V
1, . . . , k − 1
~ k)

 X ~pTi L(~ρ − LV
~k −
~pk+1 = ~ρ − LV
~pi ,
(4.23)
~pTi L~pi
i≤k
~ k+1 ' ~ρ. If we multiply (4.20) by
We can fix αk+1 to be that of (4.24) by considering LV
T
the left by ~pk+1 L, we obtain
~ k+1 = ~pTk+1 LV
~ k + αk+1 ~pTk+1 L~pk+1
~pTk+1 LV

⇒

αk+1

 T

~ k ) 
 ~pk+1 (~ρ − LV
 .
=  T
~pk+1 L~pk+1 

(4.24)
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In our tests, we use a corrected version of the conjugate gradients method to solve
for the Hartree potential [195], which uses an analytically built auxiliary denstity ρaux (~r),
whose associated potential can also be calculated analytically. This auxiliary density is a
multipole expansion of the original density ρ(~r) (see [159] for explicit formulae). In this
context, the potential created by ρ is
V[ρ](~r) = Vcon j.grad. [ρ − ρaux ](~r) + Vanalyt. [ρaux ](~r) ,

(4.25)

where V[ρ0 ](~r 0 ) stands for the electrostatic potential created in the point ~r 0 by the charge
distribution ρ0 and the subscript of V means the method used to calculate it. Using ρ − ρaux
instead of ρ into conjugate gradients method is expected to reduce the error of the calculations keeping O(N) numerical complexity.

Apart from the methods to calculate the Hartree potential which are summarized in this
section, there exist other ones, among which we can stress the hierarchical tree methods
[196], the particle-mesh Ewald summation [96] and the particle-particle particle-mesh
[197], being all three O(NlogN) methods.

4.3

Results

We have implemented the Fast Multipole Method and the Parallel Fast Fourier Transform
in the Octopus code [159], which uses charge densities represented in equispaced points
in a real space grid. Our implementations are still in an improvement process, which is
expected to improve the accuracy of FMM and the efficiency of PFFT. We have compared
the efficiencies and accuracies of (the tentative versions of) PFFT and FMM with these
of other Poisson solvers already implemented in Octopus, which are the popular methods
of Multigrid (MG), Conjugate Gradients (CG) and Interpolating Scaling Functions (ISF).
The systems chosen for our tests are grids inside cubic boxes with variable edge (L) and
constant spacing between consecutive points (s = 0.2 Å). The charge density in these
points has a Gaussian shape, with the same expression for all cases. The classical potential
created by a Gaussian distribution of charge has the advantage that it can be calculated
analytically, and therefore the error made by any method can be accurately measured by
comparison numerical-analytical. We have used two different variables to measure the
accuracy of a Poisson solver: D and F. If ~ri jk are all the points of the analysed grid, Va is
the analytically calculated potential, Vn is the potential calculated by either FMM, PFFT,
MG, CG or ISF, and v is the volume of a cell of the grid (v = s3 ) then
X
D :=
|Va (~ri jk ) − Vn (~ri jk )| ,
(4.26a)
i jk

vX
ρ(~ri jk )Va (~ri jk ) ,
Ea =
2 i jk
vX
En =
ρ(~ri jk )Vn (~ri jk ) ,
2 i jk
F :=

Ea − En
,
Ea

(4.26b)
(4.26c)
(4.26d)
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where Ea and En are the expressions for the Hartree energies calculated using the potentials which were calculated analytically and numerically, respectively.
In order to gauge the efficiency of a Poisson solver, we have measured the total time
that the calculation of the classical potential took for each method as a function of the
number of cores involved in the resolution. In figures in this section, charts showing these
total times appear, as well as the corresponding speed-ups (see section 3.1 for a definition
of speed-up). Apart from these figures, tables displaying the accuracy can be viewed in
the following pages. Please, note that the values of D and F of FMM appearing in the
tables correspond to non-corrected versions of FMM; with our correction (see appendix
A), D and F are typically reduced in an order of magnitude.

4.4

Conclusions

By looking at the tables and figures which summarize the compared performance of Poisson solvers, we can conclude that methods based on reciprocal space techniques (ISF and
PFFT) are more accurate than the rest, but all methods present a good accuracy (for example, the error in the Hartree energy is of the order of its total value divided by 105 in
the worst cases).
The efficiency of the different methods seems to depend strongly on the used number
of cores (Nc ) and on the size of the analysed system. The scaling of FMM is linear for
high values of the number of cores, but since it is much slower than others, like ISF, for
low Nc , it competitive only when Nc increases much. However, this is an important advantage of FMM, because the efficiency of ISF collapses beyond a given Nc . The current
implementation of PFFT (which has a bottleneck in the part of the code corresponding
to the flux of the input data, which is currently being solved) seems to be efficient only
for the smallest system. Multigrid and Conjugate Gradients show a behaviour similar to
that of FMM. Yet, CG shows values of D comparatively low, and both CG and MG are
not accurate if amorphous boxes are used, what is often the case for Octopus. It is worth
remarking that neither Multigrid nor Conjugate Gradients can reach acceptable accuracy
if the dataset is not compact (spheric or parallelepiped space for ρ, or similar ones), by
reason of the accumulation of errors in the multipolar expansion they use.
As a general conclusion, we could state that ISF should be chosen is a low number of
cores is used, and FMM could be preferred if the number of cores is beyond a given number (depending on the size of the analysed system). PFFT is expected to be competitive
when fully implemented.
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Figure 4.3: Comparison of efficiencies of Poisson solvers in a cubic grid of edge L = 15.0, and
spacing 0.2. A) Total execution time B) Speed-up.

Method
ISF
FMM
PFFT
MG
CG

D
7.65949·10−7
0.00079145
0.000940834
1.66441·10−6
0.000917706

F
1.68101·10−8
9.09115·10−5
4.158·10−8
-7.01204·10−8
-1.83039·10−5

Table 4.1: Comparison of accuracies of Poisson solvers in a cubic grid of edge L = 15.0,
and spacing 0.2.
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Figure 4.4: Comparison of efficiencies of Poisson solvers in a cubic grid of edge L = 20.8, and
spacing 0.2. A) Total execution time B) Speed-up.

Method
ISF
FMM
PFFT
MG
CG

D
2.7185·10−9
0.000791303
0.00018344
1.06968·10−6
0.003960558

F
-1.67912·10−8
9.08779·10−5
-2.8457·10−8
3.78875·10−7
8.27857·10−6

Table 4.2: Comparison of accuracies of Poisson solvers in a cubic grid of edge L = 20.8,
and spacing 0.2.
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Figure 4.5: Comparison of efficiencies of Poisson solvers in a cubic grid of edge L = 22.1, and
spacing 0.2. A) Total execution time B) Speed-up.

Method
ISF
FMM
PFFT
MG
CG

D
3.6538·10−9
0.000791303
0.00180488
1.01595·10−5
0.008210422

F
-1.67912·10−8
9.08779·10−5
-2.84589·10−8
2.37786·10−7
0.000144291

Table 4.3: Comparison of accuracies of Poisson solvers in a cubic grid of edge L = 22.1,
and spacing 0.2.
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Figure 4.6: Comparison of efficiencies of Poisson solvers in a cubic grid of edge L = 25.9, and
spacing 0.2. A) Total execution time B) Speed-up.

Method
ISF
FMM
PFFT
MG
CG

D
7.9398·10−9
0.000791303
0.000201231
9.86096·10−5
0.124884674

F
-1.67912·10−8
9.08779·10−5
-5.1353·10−8
1.41009·10−6
-1.67987·10−8

Table 4.4: Comparison of accuracies of Poisson solvers in a cubic grid of edge L = 25.9,
and spacing 0.2.

Chapter 5
Excited States of the Green Fluorescent
Protein Chromophore: Performance of
Ab Initio and Semi-Empirical Methods
This chapter is based on the article:
Marius Wanko, Pablo García-Risueño and Ángel Rubio, Excited States of the Green Fluorescent Protein Chromophore: Performance of Ab Initio and Semi-Empirical Methods, Phys. Status
Solidi B, DOI 10.1002/pssb.201100536, (2011). [5]

5.1

Introduction

In this chapter we study some physical properties of a prominent biological molecule,
the Green Fluorescent Protein (GFP) [35]. The applications of this protein, specially in
biomedicine, are huge. It has made it possible to obtain accurate images of tiny systems,
which has deepen the understanding of many biochemical processes. Capital discoveries
on the GFP were awarded with the Nobel Prize in Chemistry 2008 [34]. The theory
levels used in the simulations summarized in this chapter were introduced in chapter 2.
Most of the calculations corresponding to these simulations (the most costly) were run in
supercomputing facilities, as those depicted in chap. 3.
Since the publication of the first xray crystal structures of the GFP in 1996 [198, 199],
many theoretical studies have been performed to determine the protonation states and
structural features of the chromophore and binding pocket that give rise to the fascinating
spectroscopic features of this protein. A challenge that appears to remain until now is to
accurately predict the absorption maximum of its chromophore, 4-hydroxybenzylidene2,3-dimethyl-imidazolinone (HBDI) in different protonation states and different environments. Early INDO/S calculations [200] assigned the two absorption peaks at 477 and
397 nm to the zwitterionic and cationic form, respectively. This was later revised by
OM2/MRCI calculations [201], which obtained 2.79 eV for the anionic and 3.71 eV for
the neutral HBDI in vacuo and suggested a realistic scheme of GFP photophysics based on
calculated excited-state reaction barriers for photoisomerization. Afterwards, the first experimental absorption energy for anionic HBDI in vacuo was published (2.59 eV) [202].
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A SAC-CI study [203] obtained considerably lower excitation energies on B3LYP geometries for anionic (2.22 eV) and neutral (3.33 eV) HBDI and also fluorescence energies based on the CIS/6-31G* geometry of the S1 minimum (2.14 and 2.82 eV for anionic and neutral forms). A following CASPT2(12,11) study [204] reported anionic state
excitation (emission) energies of the smaller HBI analog (CASSCF geometry) of 2.67
(2.44 eV), respectively, again closer to the OM2/MRCI results, but the corresponding
Stokes shift is much larger than the experimental one for GFP [205, 206]. A proceeding
CASSCF/CASPT2 study [207], however, emphasized the importance of solvent effects
on chromophore geometry and charge distribution, in particular for anionic form. They
observed an enhanced charge transfer (CT) which may increase the potential of the protein to tune the absorption energy and suggests a combination of electrostatic and steric
interactions responsible for the quenching of internal conversion in the protein.
Using a larger CAS(14,13) reference, Li et al. [208] reported MS-CASPT2 results
similar to those of [204] and SAC-CI excitation energies that are lower (anionic 2.55,
neutral 3.67 eV). Also TD-B3LYP (2.57 eV) and ZINDO/S (2.60 eV) calculations [209]
reproduced the experimental gas phase reference for anionic HBDI. Filippi et al. [210]
performed MS-CASPT2/cc-pVDZ calculation using a different zeroth-order Hamiltonian,
which changes the result by up to 0.45 eV. They obtained significantly higher absorption
energies for the anionic (2.92) and lower for the neutral HBDI (3.58 eV). They report a
multiconfigurational character of S1 in neutral HBDI and require a CAS(14,13) for converged CASPT2 results. They find a high anionic value also from EOM-CCSD, TDDFT,
and QMC (2.93–3.04 eV) and question the experimental value of 2.59 eV. Rajput et al.
[211] measured action spectra of neutral HBDI analogs (with a positive spectator charge).
They also presented CC2 and TD-B3LYP calculations that are in excellent agreement
with experiment for their most representative analog “E”, but these were not in agreement concerning the shift between the analogs with spectator charge and the true neutral
HBDI. The case of the neutral chromophore is interesting because most theoretical methods predict gas-phase absorption significantly blue-shifted compared to solution spectra
(3.30-3.40 eV) [212]. The absorption maximum in GFP (3.10 eV) is even further redshifted than in solution, whereas the anionic B form in GFP absorbs still around 2.60 eV,
similar to many gas-phase calculations.
In this chapter, we revisit the performance of theoretical methods for application to
HBDI in vacuo and to GFP in an QM/MM approach and discuss their dependence on basis
sets, geometry, and aspects of QM/MM models, in particular equilibration via MD simulation and the extend of the QM region. We report SORCI and semi-empirical OM2/MRCI
calculations, which are much less sensitive to the quality of the reference than CASPT2
calculations, and compare them with CC2 calculations to elucidate the role of static correlation. Further, we reinvestigate the shift between neutral HBDI and analog “E” of Rajput
et al. to alleviate the interpretation of the experimental benchmark data. Finally, we test a
real-space TDDFT code for its applicability to QM/MM problems.

5.2

Computational Details

For gas-phase calculations on HBDI, the geometry was optimized using HF, DFT (PBE
and B3LYP functionals), and the CC2 method, as implemented in turbomole [213]. For
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geometry optimization, the TZVP basis set was used. Excited-state calculations were
performed with TDDFT (PBE and B3LYP functionals) and CC2 (turbomole), and SORCI
[214] (orca [215]). For excitation energy calculations, the employed basis sets are 6311++G(d,p) (TDDFT) and Ahlrich’s SV(P) basis augmented with diffuse functions from
the aug-cc-pVDZ set (CC2 and SORCI). CC2 test calculations with larger basis sets (see
appendix B) indicate convergence of the aug-SV(P) results within 0.05 eV. In the SORCI
calculations, we use a CAS(2,2) reference in the preliminary MRDDCI2 calculations to
produce approximate natural orbitals (ANO). The final MRDDCI3+Q calculations are
carried out using a reference which covers 13 ANO’s of π character and configurations
selected (T pre = 10−3 ) from a RAS(14: 6 2 /2/ 5 2) space. The unselected configurations
(T sel = 10−6 ) are treated with perturbation theory.
Real space TDDFT calculations were performed with octopus [216] (revision 6194)
using pseudopotentials for core electrons and a grid spacing of 0.175 Å.
Semi-empirical OM2/MRCISD calculations [217] were performed with version 6.1 of
the MNDO99 program using active orbital windows of (26,24) and (28,28) for QM1 and
QM2 regions, respectively. The active orbitals are selected from a preliminary CI run. The
reference space comprised the HF and the HOMO-LUMO singly excited determinants.
GFP calculations employ the hybrid quantum mechanical molecular mechanical approach (QM/MM) using the CHARMM Force Field [218] for the MM region. For molecular dynamics (MD) simulations and geometry optimization, the SCC-DFTB method
[219] with 3rd-order correction [220] was used as the QM method. For excited-state
calculations, the point charges of the CHARMM Force Field are used in the external potential of the QM Hamiltonian (electronic embedding). The protein setup is based on the
1.85 Å xray crystallographic structure of Van Thor et al. [221] (PDB code 1W7S). Standard protonation states are assumed, except for the chromophore and Glu222 in the I and
B state. The screening effect of bulk solvent on the surface-exposed charged amino acids
was accounted for by the charge scaling scheme proposed by Dinner et al. [222] The
stability of the setup was tested by extended MD simulations (1 ns for each setup). In the
geometry optimizations and MD simulations, heavy atoms separated by more than 10 Å
from any chromophore atom where harmonically constrained to their crystallographic
positions with force constants based on their B-factors. In a range between 10 and 5 Å,
the force constants were scaled down to zero, i.e., within 5 Å from the chromophore no
constraints were applied.
Despite high resolution, the 1W7S structure does not resolve two additional water
molecules that are found in the 1EMA structure of the S65T mutant (W383 and W320).
These connect to the three water molecules above the chromophore that form a hydrogen
bonded network (HBN) connecting Glu222, Thr203, Gln69, Ser65, and the backbone of
Val68. During MD simulations, we find one of these water molecule repeatedly escaping
into the cavity that is occupied by W383 and W320. As suggested by Helms et al. [223],
we include these two water molecules in our setup, which yields a stable HBN and water
positions in good agreement with the xray structure. The same cavity provides space for
a third water molecule. When added, we obtain a very similar HBN that is also consistent
with the xray structure. These two alternative setups are referred to as “add2w” and
“add3w” below.
The structure of the B-form was build by manually transferring the proton from Tyr66
to Glu222 and re-orienting Thr203 to form a hydrogen bond with the phenolate group of
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Figure 5.1: QM regions and different protonation states of HBDI in the GFP setup. Top:
QM1, A form. Bottom: QM2, B form.

the anionic chromophore (see Figure 5.1). This structure is stable in our MD simulations.
We use two different QM regions. A minimal QM1 region (36 atoms) that contains the
three chromophore residues and backbone C and O of Phe64. A larger QM2 region (73
atoms) adds the hydrogen-bonded network (HBN) that connects the chromophore phenol
with the proton acceptor Glu222 (Thr203, water 223, Ser205) and waters 80, 220, and
245 (see Figure 5.1). The larger QM region allows for inter-residual charge exchange
that may affect the excitation energy. It also yields a more accurate structure from the
QM/MM optimization.

5.3
5.3.1

Results and Discussion
Proton Affinities

As Table 5.1 shows, the proton affinities of glutamic acid (side chain) and the HBDI chromophore are calculated in very good agreement by DFT and post-HF methods. OM2 underestimates the PA of both molecules and the resulting difference is too small by 0.55 eV,
using CC2 as a reference. Adding π correlation to the OM2 calculation of HBDI does not
alter the PA. It is interesting that the PBE functional exactly reproduces the CC2 PA. In

85

5.3. RESULTS AND DISCUSSION

DFTB
HBDI 14.49
Glu
15.40
∆
0.91

OM2
13.43
14.00
0.57

PBE B3LYP
14.44
14.62
15.44
15.51
1.00
0.89

MP2
14.65
15.58
0.93

CC2
14.47
15.49
1.02

Table 5.1: Proton Affinities (eV). The applied basis sets are TZVP (DFT) and def2-TZVP
(MP2, CC2).

anionic
neutral
neutral+ (E)a
∆anionic−neutral
∆anionic−E

TD-DFTB ZINDO/S
2.88
2.61
3.17
3.48
3.15
3.21
-0.29
-0.87
-0.28
-0.60

OM2/MRCI
2.61
3.80
3.52
-1.19
-0.96

TD-PBE
2.93
3.20
3.12
-0.27
-0.19

TD-B3LYP CC2
3.07
2.88
3.47
3.72
3.35
3.42
-0.40
-0.84
-0.28
-0.54

SORCI Exp
2.57
2.59
3.57
3.17
3.35
-1.00
-0.60 -0.76

Table 5.2: HBDI Gas phase Absorption Energy (eV): Method Dependency. The applied
basis sets are 6-311++G(d,p) (TD-DFT) and aug-SV(P) (CC2, SORCI). Geometries were
optimized using B3LYP and the def2-TZVP basis set. a “Model E” analog of neutral HBDI
from ref [211]. b Refs [202, 211].

systems with an excess charge that can delocalize within a conjugated π-system, GGA’s
tend to exaggerate this delocalization and the charged species is described too stable with
respect to the neutral one. In the case of a protonated Schiff base, this leads to an overestimation of the PA, as the charged species is the protonated cation [224]. A natural
population analysis shows that the negative excess charge of the anionic form is already
delocalized at the HF level. PBE therefore yields an almost even distribution between the
phenolate and the imidazole rings, similar to HF or CASSCF (see ref [207]). As shown
by Altoé et al., charge localization increases in solution. As we discuss below, this applies
also to the protein environment, where a larger variation of the predicted PA’s should be
expected.

5.3.2

Excitation Energies

As Table 5.2 shows, the absolute excitation energy of the HBDI chromophore in vacuo
is reasonably well reproduced by the applied semi-empirical and ab initio methods, with
errors in the usual range. Merely the overestimation of the anionic HBDI by TD-B3LYP
(0.48 eV) appears remarkable. More interesting is the prediction of the shift due to protonation of the chromophore. Here, we find quite some variation between the methods
ranging from 0.2 to 1.0 eV. No experimental data of neutral HBDI in vacuo is available,
as action spectroscopy requires charged species. The closest experimental benchmark
system is augmented with a “spectator charge” shielded by methyl groups (model E analog in Ref [211]). The shift between this analog and anionic HBDI is best reproduced
by SORCI and ZINDO/S, which slightly underestimate the shift, and OM2/MRCI, which
slightly overestimates it. The CC2 shift is smaller than the SORCI one (29% smaller
than experiment) while TDDFT underestimates it by a factor of 2.7 (4) using the PBE
(B3LYP) functional, respectively. The comparison between the true neutral and anionic
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geometry

GBLA

DFTB
PBE
CC2
B3LYP
HF

-0.820
-0.811
-0.822
-0.797
-0.767

DFTB
PBE
CC2
B3LYP
HF

-0.212
-0.209
-0.209
-0.190
-0.147

TD-PBE TD-B3LYP
anionic HBDI
2.83
2.96
2.89
3.02
2.88
3.02
2.93
3.07
3.00
3.16
neutral HBDI
3.06
3.32
3.13
3.38
3.15
3.41
3.20
3.47
3.37
3.67

CC2

SORCI

2.77
2.84
2.84
2.88
2.99

2.44
2.51
2.49
2.57
2.72

3.50
3.58
3.61
3.72
3.92

3.39
3.46
3.48
3.57
3.80

Table 5.3: HBDI Gas phase Absorption Energy (eV): Geometry Dependency. The applied
basis sets are 6-311++G(d,p) (TD-DFT), aug-SV(P) (CC2, SORCI). Geometries were
optimized with the specified method and the TZVP (DFT) and def2-TZVP (HF, CC2)
basis sets.

HBDI shows the same trend but more pronounced.
Our SORCI results for the neutral HBDI are consistent with recent CASPT2/cc-pVDZ
calculations using large CASSCF(13,14) references [210]. For anionic HBDI, they agree
better with the earlier CASPT2 [204] and with experiment than with the recent CASPT2
study, which reported a higher value (2.92 eV) using a new zero-order Hamiltonian. On
the other hand, the deviation from experiment in the latter work can also be accounted for
by the lack of diffuse basis functions in the CASPT2 calculations. We obtain a blueshift
of 0.33 eV (SORCI) for both protonation states when omitting the diffuse functions, the
effect is less drastic for CC2 (see appendix B). Note that also our CC2 results indicate
a rather high (-0.84 eV) shift between anionic and neutral protonation states and that we
reproduce exactly the CC2 result for model E of [211], but not that for the true neutral
HBDI, which appears to be a misprint in [211].
Further, we do not find any multi-reference character for the S1 state in neutral HBDI,
as indicated by the CASSCF calculations of ref [210]. The D1 diagnostic from the CC2
calculation is small (0.075), even smaller than that of the anionic HBDI S1 state (0.108).
The same applies to the norm of the T2 amplitude, also an empirical indicator for multireference character, which is 0.078 for neutral and 0.092 for anionic HBDI. In our SORCI
calculations, we obtain the same high coefficient for the HOMO–LUMO singly excited
configuration and the same reference weight for both protonation states. Also the S0 -S1 averaged natural orbital occupations from the MRDDCI2 wave functions are similar.
Table 5.3 shows how calculated excitation energies depend on the method used for geometry optimization. PBE geometries agree remarkably well with CC2 optimized ones,
whereas B3LYP geometries result in slightly higher excitation energies. HF is not recommended, resulting in significantly blue-shifted spectra. The same applies for CASSCF
(see Li et al. [208]).
Depending on the treatment of electron correlation, the resonance structures are dif-
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CC2 excitation energy [eV]

4.0
3.8
3.6
3.4
3.2

anionic HBDI
GFP (B)
neutral HBDI
GFP (A)

3.0
2.8
2.6
−0.06 −0.04 −0.02 0.00 0.02 0.04 0.06 0.08
GBLA

Figure 5.2: Correlation between GBLA and CC2 excitation energy. The plot contains the
data from Table 5.3 and GFP QM/MM calculations (QM1) without point charges.

ferently weighted, which is reflected in the bond lengths of conjugated systems. As these
weights are very different for the ground and excited state, this variation in geometry translates directly into a variation in excitation energy. In the case of linear polyenes, a simple
linear correlation between the bond length alternation (difference between the average single and double bond length) and the excitation energy is found. In the case of HBDI, the
situation is complicated by the partial aromaticity of the phenol ring. Nonetheless, a correlation between Raman C=O stretching modes and excitation energy was found [225].
Laino et al. [226] suggested a linear combination of bond lengths with fitted coefficients,
which correlates with the excitation energy. We use a more simple and less empirical
coordinate by projecting the cartesian gradient of the excitation energy onto bond lengths.
This generalized bond length alternation (GBLA) is defined in the appendix B. As shown
in Figure 5.2, a strong linear correlation is obtained for all gas-phase CC2 calculations.
The weight vector has been normalized to 1 for the plot, i.e., the GBLA has formally the
angstrom unit and the different slopes for anionic and neutral chromophore reflect the different sensitivity of the excitation energy to changes in the bond lengths. The same GBLA
coordinates are expected to correlate also with electrostatically induced shifts in different
protein environments, but we do not have enough data to investigate such correlation.
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SORCI
QM1

CC2
QM1

OM2
QM1

add2w (opt)
add2w (MD)
vacuo
∆ES
add3w (opt)
add3w (MD)
vacuo
∆ES
average
emissionb
Stokes shift

3.20
3.14
(3.35)
-0.21
3.15
3.19
(3.38)
-0.19
3.17
2.75
0.40

3.18
3.16
(3.30)
-0.14
3.13
3.19
(3.34)
-0.15
3.17
2.89
0.27

3.20
3.15
(3.44)
-0.29
3.13
3.19
(3.47)
-0.28
3.17
2.73
0.42

add2w (opt)
add2w (MD)
vacuo
∆ES
add3w (opt)
add3w (MD)
vacuo
∆ES
average
emissionb
Stokes shift
shift A→B

2.58
2.68
(2.44)
0.24
2.62
2.73
(2.42)
0.32
2.65
2.56
0.11
-0.52

2.76
2.55
2.78
2.66
(2.59) (2.45)
0.19
0.21
2.76
2.57
2.79
2.71
(2.58) (2.44)
0.22
0.27
2.77
2.62
2.65
2.54
0.13
0.12
-0.39 -0.54

B3LYP PBE SORCI
QM1
QM1
QM2
A (neutral cis) form
3.15
2.97
2.97
3.16
2.96
2.87
(3.16) (2.87) (3.04)
0.00
0.09
-0.17
3.14
2.97
2.94
3.16
2.97
2.98
(3.18) (2.89) (3.15)
-0.02
0.08
-0.16
3.15
2.97
2.94
2.87
2.74
0.29
0.22
B (anionic cis) form
2.97
2.83
2.40
2.98
2.81
2.55
(2.72) (2.66) (2.50)
0.26
0.15
0.05
2.96
2.80
2.48
2.98
2.80
2.59
(2.73) (2.74) (2.48)
0.25
0.06
0.11
2.97
2.81
2.51
2.86
2.70
0.12
0.11
-0.18
-0.16
-0.44

CC2
QM2

OM2
QM2

B3LYP
QM2

PBE
QM2

Expa

3.07
3.02
(3.15)
-0.13
3.06
3.11
(3.23)
-0.12
3.06

3.32
3.24
(3.38)
-0.14
3.29
3.35
(3.43)
-0.08
3.30

3.07
3.06
(3.06)
0.00
3.04
3.06
(3.09)
-0.03
3.06

2.75
—c
(2.75)
—c
2.74
2.75
(2.75)
0.00
2.75

3.10 - 3.14

2.64 - 2.95

2.70
2.71
(2.70)
0.01
2.71
2.72
(2.67)
0.05
2.71

2.64
2.74
(2.79)
-0.05
2.67
2.78
(2.77)
0.01
2.70

2.91
2.91
(2.86)
0.05
2.92
2.92
(2.85)
0.07
2.92

2.76
2.75
(2.60)
0.15
—c
—c
—c
—c
2.76

2.59 - 2.63

2.57
-0.35

-0.60

-0.14

0.01

0.52

Table 5.4: Vertical Transition Energies (eV) of GFP. a Refs [205, 206, 227, 228].
b
Geometry from QM/MM CC2/aug-SV(P) excited-state optimization starting from the
add2w (MD) setup. c The spectroscopic π − π∗ state is strongly mixed-up with CT states.

We calculated vertical excitation energies for eight different structures (Table 5.4):
QM1 or QM2 region, add2w or add3w setup, QM/MM optimization before (opt) or after
(MD) 1 ns of MD simulation and quenching. For the A form, structural variations between the setups cause only small shifts in absorption (QM1: ±0.03 eV, QM2: ±0.05 eV).
Interestingly, these shifts are not found in the TDDFT results. For the B form, the resulting shifts are predicted very large (±0.08–±0.10 eV) by multi-reference methods, whereas
they are not reproduced by CC2 and TDDFT. The extension of the QM region results in
a redshift. OM2/MRCI does not reproduce this because the active orbital window is insufficient for the QM2 region. Due to the many HF levels from the added QM fragments,
the active window contains fewer π orbitals than the QM1 calculation, which results in a
blueshift.
The averaged absolute excitation energies agree very well with experiment, except for
the B3LYP values for the B form. This is essentially due to the underestimation of the A–
B shift by TDDFT (local adiabatic functionals), which leads to the same error as for HBDI
in vacuo (compare Table 5.2). Using the QM1 region, SORCI and OM2/MRCI reproduce
the A–B shift within the experimental accuracy, whereas the CC2 shift is slightly too
small, like for HBDI in the gas phase.
For the add2w (MD) structure, we also report the “vacuo” value, which is obtained
by omitting the point charges. This yields the electrostatic shift ∆ES. Multireference
methods and CC2 describe a bathochromic shift for the A form and a hypsochromic shift
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TD-PBE
neutral HBDI (vacuo)
-1.2b
anionic HBDI (vacuo)
2.7
GFP A (neutral)a
-2.3b
GFP B (anionic)a
-0.6b

TD-B3LYP
0.4
1.7
1.0
0.5

CC2
0.8
1.6
5.0
3.8

SORCI
3.7
2.3
5.4
4.6

OM2/MRCI
1.8
1.5
5.8
5.1

Table 5.5: Difference Dipole Moments |µ(S1 ) − µ(S2 )| for the lowest π − π∗ Excitation
(debye). a add2w (MD) GFP setup with QM1 region. b The minus sign indicates transfer
of electron density from the imidazole to the phenolate moiety.

for the B form. The latter is partially preserved when omitting the point charges in the
QM2 calculation and hence partially caused by residues therein. Interestingly, the ∆ES
shift is strongly underestimated by TDDFT methods, TD-PBE even inverts the shift for
the A form.
An explanation for this behavior can be found by analyzing the difference dipole moments, i.e. the charge transfer associated with the excitation (Table 5.5). In vacuo, the
S1 ←S0 excitation carries very little charge transfer. SORCI, OM2/MRCI, and CC2
predict an increased CT character for this excitation in the protein, in agreement with
CASSCF calculations with polarizable continuum models [207]. The obtained difference
dipole moment for the B state agrees fairly well with the experimental estimate from
Stark spectroscopy at 77 K of 6 debye [206]. Compared with the retinal chromophore
in rhodopsins, this CT is still small and explains the moderate influence of the protein
electrostatic environment. The PBE functional, like other GGA’s strongly underestimates
the CT and even predicts an inverted direction from the imidazole to the phenolate moiety
in most cases. In cases where the π − π∗ state mixes with CT states (not shown), GGA’s
predict large unphysical difference dipole moments that are not along the molecular axis.
In Table 5.4, we report also emission energies. The geometries of the fluorescent
state were obtained from excited-state optimization at the CC2 level using a fixed MM
environment. Based on this structure, all applied methods predict a rather small Stokes
shift (0.1 eV) for the B form, in agreement with measurements at 77 K (0.06 eV) and RT
(0.14 eV) [229]. A previous CASPT2 study on CASSCF/CHARMM QM/MM geometries
obtained a larger value of 0.29 eV. For the A form, a much larger Stokes shift of 0.3–0.4 eV
is predicted. This is within the range of experimental estimates (2.64–2.95 eV) [205, 206],
but a reliable experimental reference is missing due to the short lifetime of the A∗ species.
A previo us SAC-CI study obtained a slightly larger value of 0.53 eV [230].

5.3.3

QM/MM on a Real-Space Grid

In this section, we test the octopus real space code for QM/MM applications. Instead of
the basis set, the numerical accuracy of real space calculations is limited by the size of the
simulation box and the grid spacing. The simulation box is defined as a superposition of
atom-centered spheres with a radius R. Octopus offers two ways to calculate an TDDFT
absorption spectrum. For the most common Casida formalism of linear density functional
response theory, the number of virtual states nvirt is not limited by the number of basis
functions and has to be specified as input parameter. Alternatively, the spectrum can be
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excitation energy error [eV]

0.6
linear response
time propagation

0.5
0.4
0.3
0.2
0.1
0.0
2.0

2.5

3.0

3.5 4.0 4.5
box radius [Å]

5.0

5.5

6.0

Figure 5.3: Convergence of the π − π∗ excitation energy in CNH+4 w.r.t. the simulation box
radius. The error refers to an LCAO basis set limit calculation. The SVWN functional
was used.

obtained from a time propagation of the density. The ground-state density is perturbed
by a potential of the form xi δ(t − t0 ), where xi defines the polarization direction of the
light. The absorption cross section is obtained from the Fourier transformation of the
time-dependent dipole moment. Figure 5.3 illustrates the effect of the two parameters R
and nvirt for a protonated Schiff base (CNH+4 ) in presence of a point charge (-1.2 e) located
2.5 Å from the nitrogen. The Casida-type calculation does not converge to the Linear
Combination of Atomic Orbitals (LCAO) limit because a constant nvirt is used. With
increasing box size, the shape and order of the virtual states changes and convergence
with nvirt can change to the worse. As excited states have in general a more extended
density than the ground state, the finite-box error always produces a blue shift, which
systematically reduces with the parameter R.
When point charges are introduced in a real space QM/MM calculation, the problem
arises that electrons can leave the QM region and be bound in regions of low electrostatic
potential. In LCAO, this is prevented by the exponential decay of the atom-centered
basis functions. In order to investigate this problem in a realistic QM/MM situation,
we compare LCAO with octopus results for GFP in the A and B forms using different
QM regions and box sizes. As Figure 5.4 shows, the problem does not occur for the
S1 excitation when increasing the box radius to 6 Å and the peak positions converge as
expected. An acceptable error is obtained for values between 2.4 and 3.0 Å, the latter is
used in the proceeding calculations.
Figure B.1 shows the time-propagation spectra of TD-PBE using either the QM1 or
QM2 region and the effect of the electrostatic embedding. In general, the LCAO results
(Table 5.4) are well reproduced. Like in the LCAO case, many CT states occur in the
region of the π − π∗ states and below. Where no mixing occurs, the peak positions agree,
reproducing the small blue shift due to the point charges and the underestimated A–B
shift. In many cases, the π − π∗ state couples to CT states, which strongly perturbs the
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Absorption (a.u.)
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B - R=0.24 nm
B - R=0.60 nm

2.0
1.5
1.0
0.5
0.0
2.7

2.8

2.9

3.0

3.1

3.2

Energy (eV)

Figure 5.4: Effect of the box radius R on the π − π∗ peak position of GFP in A and B form.

spectrum due to redistribution of oscillator strength. For the QM2 calculation of the B
form without point charges, e.g., the absorption band appears splitted. The coupling of
π − π∗ and CT states occurs in an unpredictable fashion and can drastically change due to
small structural fluctuations or use of different GGA functionals. In the appendix B, we
provide the spectra from BLYP and LDA functionals, which show the same trends.

5.4

Conclusions

For both gas phase and GFP environment, our SORCI, OM2/MRCI and CC2 calculations
agree closely with experiment for anionic and neutral protonation states. Our results for
the anionic HBDI in vacuo corroborate the gas-phase measurements of Nielsen et al. [202]
and we disagree with Filippi et al. that the vertical excitation energy should be in the range
2.92–3.04 eV. We rather see the CASPT2 results critical for the large influence of the
zeroth-order Hamiltonian (0.45 eV). Also the EOM-CCSD method, which yields 3.04 eV
in [210] tends to overestimate excitation energies of conjugated systems [231].
Our results suggest that neutral HBDI in vacuo is blueshifted by 0.3–0.4 eV compared
to the analog “E” investigated by Rajput et al. [211]. The neutral chromophore in GFP
on the other hand is more red-shifted than in any solvent [212] and absorbs 0.4–0.5 eV
lower in energy than HBDI in vacuo. On the other hand, the anionic form, which shows
much larger solvent shifts absorbs rather similar in vacuo and in the protein. Nonetheless,
the electrostatic influence of the protein matrix is rather limited in both cases, inline with
the SAC-CI study of Hasegawa et al. [230]. Although the protein environment enhances
the CT character of the π − π∗ excitation in both A and B forms to ca. 6 debye, the
electrostatic influence of the protein is significantly smaller than in rhodopsins. Larger
spectral changes are achieved rather by hydrogen bonds, structural changes and genetic
or chemical modification of the chromophore.
DFT (PBE) yields ground-state geometries in good agreement with CC2. TDDFT,
however, underestimates the shifts between neutral and anionic form, both in vacuo and
in GFP. Further, it underestimates the response to the external field of the protein matrix
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due to an underestimated CT upon excitation. TD-PBE even inverts the charge transfer in
some cases, leading to an increase of charge density on the phenol ring. Furthermore, a
plentitude of artificial CT states appears in the TDDFT spectrum of the neutral A form in
GFP, which can lead to perturbed unphysical spectra when these CT states mix with the
spectroscopically allowed state. Apart from the shortcomings of the density functionals,
the octopus real space code is applicable to QM/MM problems and reproduces the results
of the LCAO calculations.

Appendix B provides data regarding basis set convergence, parameters of the GBLA, and additional

TDDFT spectra.
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Figure 5.5: Assigned peaks in the time-propagation TD-PBE spectrum of A (upper) and
B (lower). Calculations with and without point charges are shown using the QM1 (35
atom) and QM2 (73 atom) regions.

Chapter 6
An Exact Expression to Calculate the
Derivatives of Position-Dependent
Observables in Molecular Simulations
with Flexible Constraints
This chapter is based on the article:
Pablo Echenique, Claudio N. Cavasotto, Monica De Marco, Pablo García-Risueño and
J. L. Alonso An Exact Expression to Calculate the Derivatives of Position-Dependent Observables in Molecular Simulations with Flexible Constraints, PloS One 6(9): (2011) e24563.

6.1

Introduction

In the theoretical and computational modeling of physical systems, including but not limited to condensed matter materials [232], fluids [107], and biological molecules [233], it
is very common to appeal to the concept of constraints. When a given quantity related to
the system under study is constrained, it is not allowed to depend explicitly on time (or
on any other parameter that describes the evolution of the system in the problem at hand).
Instead, a constrained quantity is either set to a constant value (hard or rigid constraints)
or to a function of the rest of degrees of freedom (flexible, elastic or soft constraints); in
such a way that, if it depends on time, it does so through the latter and not in an explicit
manner.
The imposition of constraints is useful in a wide variety of contexts in the fields of
computational Physics and Chemistry: For example, we can use constraints to maintain
an exact symmetry of the equations of motion; like in Car-Parrinello Molecular Dynamics (MD) [118], where the time-dependent Kohn-Sham orbitals need to be orthonormal
along the time evolution of the quantum-classical system, a requirement that can be fulfilled by imposing constraints over their scalar product [234]. In a different context, we
can use constraints, as in the Blue Moon Ensemble technique [235], to fix some macroscopic, representative degrees of freedom of molecular systems (normally called reaction
coordinates), in order to be able to compute free energy profiles along them that would
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take an unfeasibly long time if we used an unconstrained simulation. Probably the most
common application of the idea of constraints, and the one that will be mainly discussed
in this work, appears when we fix the fastest, hardest degrees of freedom of molecular
systems, such as bond lengths or bond angles, in order to allow for larger time steps in
MD simulations [236, 237].
In any of these cases (assuming that the dimensions of the spaces involved are all
finite) the imposition of constraints can be described in the following way: If the state of
N
the system is parameterized by a given set of coordinates q := (qµ )µ=1
, spanning the whole
N
space, W, and the associated momenta p := (pµ )µ=1 , a given constrained subspace, K,
of dimension K < N, can be defined by giving a set of L := N − K independent relations
among the coordinates50 :
hI (q) = 0 ,

I = K + 1, . . . , N .

(6.1)

The condition of these constraints being independent amounts to asking the set of L
vectors of N components
!N
∂hI
∂h (q) :=
(q)
,
∂qµ
µ=1
I

I = K + 1, . . . , N ,

(6.2)

to be linearly independent at the relevant points q satisfying (6.1), and it means that K is a
manifold of constant dimension in these points, which are called regular. Moreover, this
independence condition allows, in the vicinity of each point q and by virtue of the Implicit
Function Theorem [238, 239], to (formally) solve (6.1) for L of the coordinates, which we
K
arbitrarily place at the end of q, splitting the original set as q = (u, d), with u := (ur )r=1
I N
and d := (d )I=K+1 . Then, in the vicinity of each point q satisfying (6.1), we can express
the relations defining the constrained subspace, K, parametrically by
d I = f I (u) ,

I = K + 1, . . . , N .

(6.3)

N
where the functions f (u) := f I (u) I=K+1 are the ones whose existence the Implicit Function Theorem guarantees. The coordinates u are thus termed unconstrained and they
parameterize K, whereas the coordinates d are called constrained and their value is determined at each point of K according to (6.3). In general, the functions f I will depend on
u, and the constraints will be said to be flexible [4]. In the particular case in which all the
functions f I are constant along K, the constraints are called hard, and all the calculations
are considerably simplified. In this work, we tackle the general, more involved, flexible
case.
Of course, even if K is regular in all of its points, the particular coordinates d I that can
be solved need not be the same along the whole space51 . Nevertheless, we will assume
50

In this work, we will only deal with holonomic, scleronomous constraints, i.e., those that are independent both of the momenta and (explicitly) of time.
51
One of the simplest examples of this being the circle in R2 , which is given by f (x, y) := x2 +y2 −R2 = 0,
an implicit expression whose gradient is non-zero for all (x, y) ∈ K. However, if we try to solve, say, for y in
the whole space K, we will run into trouble at y = 0; if we try to solve for x, we will find it to be impossible
at x = 0. I.e., the Implicit Function Theorem does guarantee that we can solve for some of the original
coordinates at each regular point of K, but sometimes the solved coordinate has to be x and sometimes it
has to be y.
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this to be the case throughout this work, as is normally done in the literature [240–243],
and thus we will consider that K is parameterized by the same subset of coordinates u for
all of its points.
It is also worth mentioning at this point that, not only from the physical point of view
all the constraints dealt with in this work are just holonomic constraints, but also the
wording used to refer to the two flexible and hard sub-types is multiple in the literature.
The first sub-type is called flexible in refs. [241–244], elastic in [245], and soft in [243];
whereas the second sub-type is called hard in refs. [243, 244], just constrained in [241],
or holonomic in [245], rigid in [242, 243], and fully constrained in [243]. Some of these
terms are clearly misleading (elastic, holonomic or fully constrained), and, in any case, so
many names for such simple concepts is detrimental to understanding in the field.
The situation is further complicated by the fact that, when studying the Statistical
Mechanics of constrained systems, one can think about two different models for calculating the equilibrium probability density, whose names often collide with the ones used
for defining the type of constraints applied. On the one hand, one can implement the
constraints by the use of very steep potentials around the constrained subspace; a model
sometimes called flexible [246, 247], sometimes called stiff (see chapter 7) [240, 248].
On the other hand, one can assume the D’Alembert principle [249] and hypothesize that
the forces are just the ones needed for the system to never leave the constrained subspace
during its dynamical evolution; a model normally called rigid [240, 246, 247]. The two
Statistical Mechanics models have long been recognized to present different equilibrium
probability distributions [246–248, 250], and this is the major concern in the literature
when discussing them. In refs. [4, 240], the reader can find a very detailed discussion of
this issue, which we only touch here briefly for completeness.
It is worth remarking that the two types of constraints and the two types of Statistical
Mechanics models can be independently combined; one can have either the stiff or the
rigid model, with either flexible or hard constraints, hence making any interference between the two sets of words undesirable. The wording chosen is this work is, on the one
hand, fairly common, and on the other hand, non-misleading.
Now, if we take any physical observable X(q), depending only on the coordinates (not
on the momenta), and originally defined on the whole space, W, its restriction to K is
given by

Z(u) := X u, f (u) ,
(6.4)
where the symbol has been deliberately changed in order to indicate that Z and X are
different functions.
The derivatives of this observable along K are thus
 ∂X
∂ f I
∂X
∂Z
(u)
=
u,
f
(u)
+
u,
f
(u)
(u) ,
∂ur
∂ur
∂d I
∂ur

(6.5)

where we have assumed the convention that repeated indices (like I above) indicate a sum
over the relevant range, and we have omitted (as we will often do) the range of variation
of the index r.
In the case of hard constraints, i.e., when the functions f I are all constant numbers d0I ,
the above expression reduces to
∂Z
∂X
(u)
=
(u, d0 ) ,
∂ur
∂ur

(6.6)
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where X(q) must be a known function of q (in order to have a well-defined problem),
and its derivative is typically easy to compute. However, if the constraints are of the
more general, flexible form (the ones tackled in this work), the calculation of the partial
derivatives (∂ f I /∂ur )(u) cannot be avoided.
If the constraints are assumed to be flexible, it is common in the literature of molecular modeling to define these functions f I (u) as the values taken by the coordinates d if we
minimize either the total or the potential energy with respect to all d I at fixed u [4, 240–
243]. Since the energy functions used in molecular simulation are typically rather complicated, such as the ones in classical Force Fields, with a large number of distinct functional
terms [99, 115, 251–254], or the effective nuclear potential arising from the solution of
the electronic Schrödinger equation in the ground-state Born-Oppenheimer approximation [50, 240], the minimization of the energy with respect to the coordinates d has to be
performed numerically. Hence, the functions f I (u), which are the output of this process,
do not have a compact analytical expression that can be easily differentiated to include it
in eq. (6.5).
In this work, we present a parameter-free, exact algorithm (up to machine precision)
to calculate the derivatives (∂ f I /∂ur )(u) in such a case. Although several methods exist
in the literature [241–243] for performing MD simulations with flexible constraints, nobody has dealt, as far as we are aware, with the computation of these derivatives. Since
the general idea can be applied to any situation in which (1) we have flexible constraints,
(2) that are defined in terms of the minimization of some quantity with respect to the
constrained coordinates, we first introduce, the essential part of the algorithm based on
these two points. Then, we develop a more sophisticated application of this idea to the
calculation of the derivatives along the constrained subspace of the Euclidean coordinates
of molecular systems; a problem that we faced in our group when trying to calculate the
correcting terms associated to mass-metric tensor determinants that appear in the equilibrium probability density when constraints are imposed [4, 240, 255]. Finally, we perform
a comparison between the results obtained with our exact algorithm and the calculation
of the derivatives by finite differences; this serves the double purpose of numerically validating the algorithm and showing the limitations of the latter method, which needs the
tuning of a parameter for each particular problem.

6.2
6.2.1

Methods
General Algorithm

As we mentioned in the Introduction, we assume that we are dealing with a constrained
problem in which the functions f I (u) in eq. (6.3) are defined as taking the values of the
constrained coordinates d I that minimize52 a given function, V(q) = V(u, d), for each fixed
u, i.e.,


V u, f (u) ≤ V(u, d) , ∀d ∈ D f (u) ,
(6.7)
52

Depending on the particular application, one can ask the minimum that defines the functions f I (u) to
be global or just local. However, in the cases in which V is the total or the potential energy of a complex
molecular system, it may become very difficult to find its global minimum (resulting from the shear number
of dimensions of the search space), and the local choice is the only reasonable one [4].
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where D f (u) is a suitable open set in RL containing the point f (u).
In order to calculate the derivatives along K of any physical observable function of

the coordinates Z(u) := X u, f (u) , like the one defined in (6.4), we can always follow the
finite-differences approach. However, as we discuss in the Results and Discussion section,
finite differences presents intrinsic inaccuracies which are difficult to overcome, specially
as the system grows larger. Let us now introduce a different way to calculate (∂Z/∂ur )(u)
which does not suffer from this drawback.
The starting point is eq. (6.5) in the Introduction, which we copy here for the comfort
of the reader:
 ∂X
∂ f I
∂X
∂Z
(u)
=
u,
f
(u)
+
u,
f
(u)
(u) .
(6.8)
∂ur
∂ur
∂d I
∂ur
As we mentioned, the expression of X(q), as well as the functions f I (u), must be
known if we wish to have a well-defined constrained problem to begin with. Therefore,
the only objects that remain to be computed are the partial derivatives (∂ f I /∂ur )(u).
If we assume that we have available some method to check that the order of the stationary point is the appropriate one (i.e., that it is a minimum, and not a maximum or a
saddle point), we can write a set of equations which are equivalent to eq. (6.7), and which
(implicitly) define the functions f I (u):

∂V
u, f (u) = 0 ,
I = K + 1, . . . , N .
(6.9)
I
∂d
Now, we can take the derivative of this expression with respect to a given unconstrained coordinate ur :

 ∂fJ
∂2 V
∂2 V
u,
f
(u)
+
u,
f
(u)
(u) = 0 ,
(6.10)
I
r
∂ur ∂d I{z
∂d J ∂d{z
|
} |
} |∂u{z }
HrI (u)
H JI (u)
FrJ (u)

where Hµν (u), with µ, ν = 1, . . . , N, is the Hessian matrix of V evaluated at u, f (u) ∈ K,
and FrJ (u) is the matrix of unknowns that we want to solve for53 . It is worth mentioning
that similar equations to the ones above can be found in classical mechanics anytime that
local coordinates are used (the coordinates u in this work). For example, the force in
such a case is defined as ∂V/∂ur and the chain rule can be used in a similar way to what
we do here. Note, however, that eq. (6.9) does not contain derivatives with respect to
ur , but to the constrained coordinate d I . This makes the approach slightly different and,
indeed, eq. (6.10) would become trivial in the most common hard situation tackled in the
literature, where ∂ f J /∂ur = 0, ∀J, r.
Since we are, by hypothesis, in a minimum of V with respect to the constrained coordinates d, the constrained sub-block H JI (u) of the Hessian is a positive definite matrix, and
therefore invertible. Hence, if we multiply eq. (6.10) by its inverse, denoted by H I M (u),
sum over I, exploit the fact that Hµν (u) and H µν (u) are symmetric, and conveniently rename the indices, we arrive at:
∂fI
(u) =: FrI (u) = −H I J (u)H Jr (u) ,
r
∂u
53

(6.11)

In the whole document, we adhere to the practice of using different types of indices in order to indicate
different ranges of variation. Here, for example, µ, ν, ρ, . . . run from 1 to N; r, s, t, . . . run from 1 to K; and
I, J, M, . . . run from K + 1 to N. In the next section, we need to use more types of indices, but the idea is the
same.
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which, as promised, allows us to find the exact derivatives (∂ f I /∂ur )(u) with the only

knowledge of the Hessian of V at the point u, f (u) , and, upon introduction of the result in
eq. (6.8), also the derivatives along the constrained subspace K of any physical observable
X(q).
As mentioned, several methods exist in the literature [241–243] to perform MD simulations with flexible constraints, however, none of them has tackled the calculation of
these derivatives, which are very basic objects presumably to be needed in many future
applications (see, e.g., refs. [4, 240]). Of course, it is always possible to compute derivatives using the simple and straightforward method of finite differences. In this work, we
use finite differences as a way of validating the new, exact method and ensuring it is error
free.
The accuracy of the new algorithm is only limited by the accuracy with which we can

calculate the Hessian of V at u, f (u) and invert it; there is no tunable parameter that we
need to adjust for optimal accuracy, as in the case of finite differences (see below and also
Results and Discussion). This makes a difference because, in classical Force Fields [99]
and even in some quantum chemical methods (e.g., see chap. 10 of [51]), the Hessian can
be calculated analytically, without the need of finite differences.
Although no optimization of the numerical cost has been pursued in this work, some
remarks can be made about it, in comparison with the cost of the finite-differences approach. In order to calculate the partial derivatives ∂Z/∂u s with respect to the unconstrained coordinates u using finite differences, we need to:
é Minimize V(u, d) at fixed u to find f (u).

é Calculate Z(u) := X u, f (u) .
K
é Choose a displacement ∆ and minimize V(ũ, d) at the point ũ := (ũr )r=1
, where
r
r
r
r
ũ = u + ∆ if r = s and ũ = u if r , s. This yields f (ũ) at a nearby point in K with
u s displaced a quantity ∆ and the rest of unconstrained coordinates kept the same.

é Calculate Z(ũ) := X ũ, f (ũ) .

é Calculate

Z(ũ) − Z(u)
∆Z
(6.12)
:=
s
∆u
∆
as the finite-difference approximation to the sought derivative ∂Z/∂u s at the point u.

Note that the third point of this finite-differences approach is essentially a linear stability analysis. When strongly non-equilibrium points are present, such as in the examples
discussed in the last section, this approximation fails and the fact that the new algorithm
introduced in this work uses only quantities defined at the point u becomes even more
important.
Now, assuming that we have a good enough guess for the parameter ∆, the cost of this
procedure is dominated by the need to perform K minimizations of the function V, one
in each of the directions corresponding to the unconstrained coordinates ur . If we denote
by Nit the average number of iterations needed for these minimizations to converge, and
we define CV and CdV as the numerical costs (in computer time) of computing V and
its first derivatives with respect to the constrained coordinates d, respectively, we have
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that the average cost of calculating the sought derivatives ∂Z/∂ur using finite differences
will be KNit (CV + CdV ) for local optimization methods such as the steepest descent or the
conjugate gradient, or KNit0 CV for Monte Carlo-based methods in which the derivatives of
V are not needed, such as simulated annealing [256].
On the other hand, the new algorithm does not require the extra minimizations, but it
does require the calculation of the Hessian of V with respect to the internal coordinates
(whose cost we call C H ), and the computation of the inverse of its constrained sub-block,
H JI , applied to each one of the K L-vectors Fr in eqs. (6.10) and (6.11), of cost CiH ;
resulting in a total cost of C H + KCiH .
The comparison between the two costs is not trivial and some remarks about it must be
made: First, one must notice that the different individual costs involved, CV , CdV , C H and
CiH , are strongly dependent on the characteristics (1) of the coordinates q used and (2) of
the function V(q). For example, if the coordinates q are the Euclidean ones and the function V(q) is the potential energy of a molecular system as modeled by a typical Force Field
[99, 115, 251–254], the most direct algorithms for calculating V and its derivatives yield
costs CV , CdV and C H which are of order N 2 , NK and N 2 , respectively [233]. However,
if more advanced long-range techniques are used, such as the particle-particle particlemesh (P3M) method [257], the fast multipole method [258] or the particle-mesh Ewald
summation [96], these costs can be reduced to order N log N or even N (for large N and
forgetting prefactors). Also, as mentioned, if the coordinates used are not the Euclidean
ones but some internal coordinates such as the ones used in this work, these costs must
change in order to account for the transformation between the two. If force fields are not
used but, instead, V(q) is the ground-state Born-Oppenheimer energy as calculated using
Hartree-Fock [50], then the most naive implementations yield costs for CV , CdV and C H
which are of order N 4 [51]. The cost, CiH , of calculating the inverse of H JI applied to
a vector Fr can range from order N to order N 3 depending on the sparsity of the matrix
[256], which, in turn, depends again on the coordinates used and on the structure of V(q).
Finally, additional qualifications may complicate the comparison, such as the architecture
of the computers in which the algorithms are implemented, parallelization issues, or the
fact that, e.g., if we need the Hessian for a different purpose in our simulation, such as
the calculation of the corresponding correcting term that appears both in the constrained
stiff model and in the Fixman potential [240], then the “only” computational step we are
adding is the inversion of a matrix.
Despite the complexity and problem-dependence of the cost assessment, it must be
stressed that, even in the cases in which the new algorithm turns out to be more expensive
than the alternatives, the fact that it is exact and parameter-free might still make it the
preferred choice in problems where high accuracy is needed. Although a parameter-free
structure does not guarantee higher accuracy, in this case it does, since our method can
be identified as the proper limit of the finite-differences scheme when ∆ → 0. This is
illustrated in Results and Discussion.
It is also worth remarking that the new method, as mentioned, is not needed to perform
MD simulations, which can be run without calculating any of the derivatives tackled in
this work [241–243]. Our method is only needed when some observable in which these
derivatives are included (such as the aforementioned mass-metric tensor determinants)
needs to be computed. In such cases, the only two options to get to the final result are
either finite differences or our method, and the most convenient of the two has to be
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chosen; even if its cost is a burden.

6.2.2

Application to Euclidean coordinates of Molecules

In this section, we will apply the general algorithm introduced above to calculate the
derivatives along the constrained subspace of the Euclidean coordinates of molecular systems in a Frame of Reference (FoR) fixed in the molecule. This problem has been faced by
our group when trying to calculate the correcting terms associated with mass-metric tensor
determinants that appear in the equilibrium probability density when flexible constraints
are imposed [4, 240, 255]. More specifically, these derivatives are needed to calculate
the determinant of the induced mass-metric tensor g that appears in the constrained rigid
model, according to the formulae derived in ref. [255].
In such a case, the system of interest is a set of n mass points termed atoms. The
three Euclidean coordinates of atom α in a FoR fixed in the laboratory are denoted by ~xα ,
and its mass by mα , with α = 1, . . . , n. However, when no explicit mention to the atom
N
index needs to be made, we will use x := (xµ )µ=1
to denote the N-tuple of all the N := 3n
N
Euclidean coordinates of the system. The masses N-tuple, m := (mµ )µ=1
, in such a case,
is formed by consecutive groups of three identical masses, corresponding to each of the
atoms.
Apart from the Euclidean coordinates, one can also use a given set of curvilinear
N
coordinates (also called sometimes general or generalized), denoted by q := (qµ )µ=1
, to
describe the system. Both the coordinates x and q parameterize the whole space W, and
the transformation between the two sets and its inverse are respectively given by
xµ = X µ (q) ,
qµ = Qµ (x) ,

µ = 1, . . . , N ,
µ = 1, . . . , N .

(6.13a)
(6.13b)

We will additionally assume that, for the points of interest, this is a proper change of
coordinates, i.e., that the Jacobian matrix
Jνµ :=

∂X µ (q)
∂qν

(6.14)

has non-zero determinant.
Now, we define a particular FoR fixed in the system to perform some of the calculations. To this end, we select three atoms (denoted by 1, 2 and 3) in such a way that ~o,
the position in the FoR of the laboratory of the origin of the FoR fixed in the system, is
the Euclidean position of atom 1 (i.e., ~o := ~x1 ). The orientation of the FoR (x 0 , y 0 , z 0 )
fixed in the system is chosen such that atom 2 lies in the positive half of the z 0 -axis, and
atom 3 is contained in the (x 0 , z 0 )-plane, with projection on the positive half of the x 0 -axis
(see fig. 6.1). The position of any given atom α in the new FoR fixed in the system is
denoted by ~xα0 . Also, let E(φ, θ, ψ) be the Euler rotation matrix (in the ZYZ convention)
that takes a free 3-vector of primed components, ~a 0 , to the FoR fixed in the laboratory,
i.e., ~a = E(φ, θ, ψ) ~a 0 [249].
Although the aforementioned curvilinear coordinates q are a priori general, it is very
common to take into account the fact that the typical potential energy functions of molecular systems in absence of external fields do not depend on ~oT := (o x , oy , oz ) nor on the
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Figure 6.1: Definition of the frame of reference fixed in the system.
angles (φ, θ, ψ), and to consequently choose a set of curvilinear coordinates split into q =
(e, r), where the first six are these external coordinates, e := (eA )6A=1 = (o x , oy , oz , φ, θ, ψ).
As we mentioned before, ~o := (o x , oy , oz ) describes the overall position of the system with
respect to the FoR fixed in the laboratory, and its overall orientation is specified by the anN
gles (φ, θ, ψ). The remaining N − 6 coordinates r := (ra )a=7
are called internal coordinates
and determine the positions of the atoms in the FoR fixed in the system [92, 259]. They
parameterize what we shall call the internal subspace or conformational space, denoted
by I, and the coordinates e parameterize the external subspace, denoted by E; consequently splitting the whole space as W = E × I (denoting by × the Cartesian product of
sets).
The position, ~xα0 , of any given atom α in the axes fixed in the system is a function,
~ α0 (r), of only the internal coordinates, r, and the transformation from the Euclidean coX
ordinates x to the curvilinear coordinates q in (6.13a) may be written more explicitly as
follows:
~ α (q) = ~o + E(φ, θ, ψ) X
~ α0 (r) .
~xα = X
(6.15)
Although general constraints affecting all the coordinates q [like those in (6.1)] can
be imposed on the system, the already mentioned property of invariance of the potential
energy function under changes of the external coordinates, e, together with the fact that
the potential energy can be regarded as “producing” the constraints [240], make physically
frequent the use of constraints involving only the internal coordinates, r:
hI (r) = 0 ,

I = K + 1, . . . , N .

(6.16)

Under the common assumptions in the Introduction, these constraints allow us to split
the internal coordinates as r = (s, d), where the first M := K − 6 = N − L − 6 ones,
K
s := (si )i=6+1
, are called unconstrained internal coordinates and parameterize the internal
constrained subspace, denoted by Σ. The last L := N − K ones, d := (d I )NI=K+1 , correspond
to the constrained coordinates in the Introduction and are called. The external coordinates, e, together with the unconstrained internal coordinates, s, constitute the set of all
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unconstrained coordinates of the system, u = (e, s), which parameterize the constrained
subspace K, being K = E × Σ.
In this situation, the constraints in eq. (6.16) are equivalent to
d I = f I (s) ,

I = K + 1, . . . , N ,

(6.17)

and the functions f I (s) are defined as taking the values of the coordinates d I that minimize
the potential energy with respect to all d I at fixed s [4, 240, 243].
Finally, if these constraints are used, together with (6.15), the Euclidean position of
any atom in the constrained case may be parameterized with the set of all unconstrained
coordinates, u, as follows:
~xα

~ α e, s, f (s)
= Z~α (u) := X
~ α0 s, f (s)
= ~o + E(φ, θ, ψ)X
=: ~o + E(φ, θ, ψ)Z~α0 (s) ,

(6.18)

where the name of the transformation functions has been changed from X to Z, and from
X 0 to Z 0 , in order to emphasize that the dependence on the coordinates is different between
the two cases.
In order to calculate the derivatives along Σ of the primed atoms positions, Z~α0 , with
respect to the unconstrained internal coordinates s (needed, for example, in eq. (28) of
ref. [255] to compute the determinant of the induced mass-metric tensor g), we first dif~ α0 s, f (s), arriving to the analogue to eq. (6.8):
ferentiate with respect to si in Z~α0 (s) := X
~ α0
~ α0
∂X
∂Z~α0
 ∂X
∂ f I
(s)
=
s,
f
(s)
+
s,
f
(s)
(s) .
∂si
∂si
∂d I
∂si

(6.19)

Now, the derivatives (∂ f I /∂si )(s) can be calculated using the general algorithm introduced in the previous section simply noticing that, in this case, V is precisely the potential
energy of the system. Therefore, the only objects that remain to be computed are the
~ α0 /∂si and ∂X
~ α0 /∂d I , which can be known analytically (they are geometriderivatives ∂X
cal [or kinematical] objects, i.e., they do not depend of the potential energy). We now
turn to the derivation of an explicit algorithm for finding them and thus completing the
calculation that is the objective of this section.
In the supplementary material of ref. [255], we give a detailed and explicit way for
~ α0 as a function of all the internal coordinates, in the parexpressing any “primed” vector X
ticular coordination scheme known as SASMIC [92]. We could take the final expression
there [eq. (5)] and explicitly perform the partial derivatives, however, we shall follow a
different approach that is both more straightforward and applicable to a larger family of
Z-matrix-like schemes for defining internal coordinates.
In non-redundant internal coordinates schemes, whether they are defined as in ref. [92]
or not, each atom is commonly regarded as being incrementally added to the growing
molecule for its coordination. This means that the position of the (α > 3)-th atom in the
body-fixed axes is uniquely specified by the values of three internal coordinates that are
defined with respect to the positions of three other atoms with indices β(α), δ(α), γ(α) < α.
This is a very convenient practice, and we will assume that we are dealing with a scheme
that adheres to it.
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Normally, the first of the three internal coordinates used to position atom α is the
length of the vector joining α and β(α). Atom β(α) is commonly chosen to be covalently
attached to α and, then, the length of this vector is naturally termed bond length, and
denoted by bα . A given function β(α) embodies the protocol used for defining this atom,
β(α), to which each “new” atom α is (mathematically) attached; a superindex, as in β p (α),
indicates composition of functions, and the iteration of such compositions allows us to
trace a single-branched chain of atoms that takes from atom α to atom 1, at the origin
of the “primed” axes. If Nα is a number such that βNα (α) = 1, this chain is given by the
following set:
Bα := {α = β0 (α), β(α), β2 (α), . . . , βNα −3 (α), 3, 2, 1} .

(6.20)

It is clear that, if we now change a given bond length bε associated to atom ε, atom
α will move if ε ∈ Bα ; simply because atom ε will move and α has been positioned in
reference to atom ε’s position. Thus, if we define
~ αβ := X
~ β0 − X
~ α0 ,
R

(6.21)

for any α, β, and accordingly denote by R̂β(ε)ε the unitary vector in the “primed” FoR that
points from atom β(ε) to atom ε, a change in the bond length associated to ε from bε to
bε +db (while keeping the rest of the internal coordinates constant) will translate all atoms
α such that ε ∈ Bα a distance db along R̂β(ε)ε , having

and hence

~ α0 (bε + db) = X
~ α0 (bε ) + R̂β(ε)ε db ,
X

(6.22)

~ α0 (bε + db) − X
~ α0 (bε )
~ α0
X
∂X
:= lim
= R̂β(ε)ε .
db→0
∂bε
db

(6.23)

The second internal coordinate, after bα , that is typically defined to position atom α
with respect to the “already positioned” part of the molecule is a so-called bond angle
θα . To define this angle, we need an additional atom associated with α, which we could
denote by δ(α)54 . The angle θα is thus defined as 180o minus the angle formed between
~ δ(α)β(α) and R
~ β(α)α (see fig. 6.2).
the vectors R
Now, the reasoning is the same as in the case of the derivative with respect to bε : For
every atom ε > 2 that is the “tip” of the bond angle θε , the changes in this angle (keeping
the rest of internal coordinates constant) will move atom ε and therefore all atoms α that
contain atom ε in the chain Bα that links them to atom 1.
If we now look at fig. 6.2, we see that a change from θε to θε + dθ amounts to rotate
all atoms α that contain ε in their chain to the origin an angle dθ around the unitary vector
θ̂ε , which is defined by
~ β(ε)ε × R
~ δ(ε)β(ε)
R
.
(6.24)
θ̂ε :=
~ β(ε)ε × R
~ δ(ε)β(ε) |
|R
Although one can in principle think of the possibility of using different atoms βθ (α) and δθ (α) to define
the bond angle than the one used to define the bond length, the common practice in the literature is to use
the same three atoms β(α), δ(α) and γ(α), to define the three internal coordinates associated to α. This is
also the choice in the SASMIC scheme and the one in this work.
54
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Figure 6.2: Rotation associated to a change in a bond angle. Definition of the bond
angle θε , associated to atom ε, and the unitary vector θ̂ε corresponding to the direction
around which all atoms α with chains Bα containing ε rotate if θε is varied while the rest
of internal coordinates are kept constant.
The result, ~vrot , of rotating a vector ~v around the direction given by the unitary vector
θ̂ an amount θ is given by the well-known Rodrigues’ rotation formula [249, 260]:
~vrot = ~v cos θ + (θ̂ × ~v) sin θ + θ̂(θ̂ · ~v)(1 − cos θ) .

(6.25)

However, notice that, in order to define a rotation, it is not enough to specify the angle
θ and the rotation axis θ̂, but one additionally needs to specify a fixed point (which can
actually be any of the points in a fixed line in the direction of θ̂). Therefore, the above
expression is only correct for either “free” vectors ~v (i.e., those that are not associated to
a given point in space), or for vectors ~v whose starting point lies in the aforementioned
fixed line.
The fixed point for the rotation we are interested in can be chosen to be β(ε) and, using
eq. (6.25), we have that
~ β(ε)α (θε + dθ) = R
~ β(ε)α (θε ) cos dθ
R

~ β(ε)α (θε ) sin dθ
+ θ̂ε × R

~ β(ε)α (θε )(1 − cos dθ) .
+ θ̂ε θ̂ε · R

(6.26)

Then, keeping the terms up to first order in dθ, we can easily compute the derivative:
~ β(ε)α
∂R
~ β(ε)α ,
= θ̂ε × R
∂θε

(6.27)

~ 0 /∂θε = 0), allows us to
which, since a variation of θε does not move atom β(ε) (i.e. ∂X
β(ε)
conclude that
~ β(ε)α
 ∂R
~ α0
∂X
∂ ~ 0
~ β(ε)α =
~ β(ε)α ,
=
Xβ(ε) + R
= θ̂ε × R
(6.28)
∂θε
∂θε
∂θε
if ε ∈ Bα .
The third and last internal coordinate that is usually defined to position atom α is a
so-called dihedral angle ϕα . To define this angle, we need a third atom associated with α,
which we could denote by γ(α). The angle ϕα is thus defined as the oriented angle formed
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between the plane containing atoms β(α), δ(α) and γ(α) and the plane containing atoms α,
β(α) and δ(α). The positive direction of ϕα is the one indicated in fig. 6.3, and, although it
is common to find two different covalent arrangements of the four atoms α, β(α), δ(α) and
γ(α), termed principal and phase dihedral angles, respectively [92], this does not affect
the mathematical definition of ϕα given in this paragraph, nor the subsequent calculations.

Figure 6.3: Rotation associated to a change in a dihedral angle. Definition of the
dihedral angle ϕε , associated to atom ε. The positive direction of rotation is indicated in
the figure, and we can distinguish between two situations regarding covalent connectivity:
a) principal dihedral angle, and b) phase dihedral angle (see ref. [92]).
Regarding the derivative of the “primed” position of atom α with respect to a given
ϕε , the only difference with the bond angle case is that, now, the rotation is performed
around the direction given by the unitary vector R̂δ(ε)β(ε) (see fig. 6.3). The fixed point can
be again chosen as β(ε), and eq. (6.27) (changing θε by ϕε and θ̂ε by R̂δ(ε)β(ε) ), as well as
the fact that changes in ϕε do not move atom β(ε), still hold. Therefore,
~ α0
∂X
~ β(ε)α ,
= R̂δ(ε)β(ε) × R
∂ϕε

(6.29)

if ε ∈ Bα .
In order to decide whether or not atom α will move upon changes in internal coordinates associated to atoms ε that do not belong to Bα we must first finish the story about
internal coordinates definition. Since the argument above to show that α moved when
ε ∈ Bα was that ε itself moved and it was used to position α, we must ask
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é whether or not there can be atoms that are also used to position α but that do not
belong to Bα , and
é what happens when we change the internal coordinates associated to them.
The answers to these two questions depend on the particular scheme used to define
the internal coordinates, and we will tackle them referring to the SASMIC scheme [92],
which is the one used in this work: According to the SASMIC rules, there are only two
situations in which an atom ε < Bα can be used to position atom α, and they are depicted
in fig. 6.4.

Figure 6.4: Special cases. Special cases of atoms that do not belong to the chain Bα
connecting α to atom 1, but that are nevertheless used to position α.
The first case, in fig. 6.4a, attains only the first atoms of the molecule. Typically,
atom 1 is not a first-row atom, but a Hydrogen (such is the case of the three molecules
studied, for example, in Results and Discussion). Hence, after positioning atoms 2 and
3, which are typically first-row, it is more representative to choose atom 3 as δ(α) and
atom 1 as γ(α) when positioning the rest of the atoms α attached to atom 2. This makes
1 = β2 (α) , δ(α) and hence δ(α) qualifies as an atom that is used to position α but which
is not included in the chain Bα .
The second case, in fig. 6.4b, corresponds to the situation in which the molecule divides into two branches, and it can happen all along its chemical structure. If atom ε is the
atom that defines the only principal dihedral over the bond connecting δ(ε) and β(ε) (in
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the SASMIC scheme, only one principal dihedral can be defined on a given bond [92]),
and atom α belongs to a different branch than the one beginning in ε (the branches are
indicated with grey broad arrows), then the starting atom ε0 of the branch to which α belongs (ε0 can be α itself) must be positioned using a phase dihedral in which ε = γ(ε0 ).
Thus, ε is an atom that is used to position α, but which does not belong to the chain Bα
connecting α to atom 1.
In principle, any change in the internal coordinates of atom δ(α), in the first case,
or in those of atom ε, in the second case, may move atom α, however, because of the
geometrical characteristics of the internal coordinates, this is not the case.
For example, it is easy to see that, in the case depicted in fig. 6.4a, a variation of the
bond length bε (denoting ε := δ(α)) does not move atom α. Regarding the angles, the
dihedral ϕε is not defined because ε = 3, and a change in θε can be seen to rotate atom
α with fixed point β(ε) = β(α) and around the axis given exactly by θ̂ε as defined in
eq. (6.24)55 . Therefore, the derivative of the Euclidean position of atom α with respect to
θε is also given by eq. (6.28) in this special case.
In the situation shown in fig. 6.4b, one can see that neither a change in bε nor in θε
move atom ε0 nor α. However, if we change ϕε , we need to move atom ε0 if we want to
keep ϕε0 constant. Therefore, atom α moves in such a case and it does so by rotating with
the same fixed point β(ε) and the same axis R̂δ(ε)β(ε) as in the simpler cases depicted in
fig. 6.3. This means that, again, we can calculate the sought derivative using the already
justified eq. (6.29).
In summary, only changes in bond lengths associated to atoms ε ∈ Bα affect the
position of atom α:

~ α0 

∂X
R̂β(ε)ε if ε ∈ Bα
=
;
(6.30)
0
∂bε 
if ε < Bα
changes both in bond angles associated to atoms ε ∈ Bα and to δ(α) in fig. 6.4a affect the
position of atom α:


~ β(ε)α if ε ∈ Bα ,

θ̂ε × R
0

~α 

∂X



=
(6.31)
or β(α) = 2, δ(α) = 3) ;


∂θε 

0
otherwise
and changes both in dihedral angles associated to atoms ε ∈ Bα and to those that define
the principal dihedral at a branching point that leads to atom α (see fig. 6.4b) can affect
the position of atom α:


~ β(ε)α if ε ∈ Bα ,

R̂δ(ε)β(ε) × R

~ α0 

∂X



=
(6.32)
or ϕε ppal., β(ε) ∈ Bα .

∂ϕε 


0
otherwise
~ α0 s, f (s)/∂si
Finally, the outline of the algorithm for calculating the sought derivatives ∂X
along the constrained subspace Σ is:
55

It is not trivial to see that this motion keeps all the rest of internal coordinates constant, specially the
phase dihedral ϕα . The authors found it helpful to imagine that atoms 1, 2 and 3 lie in the plane of the paper,
with θ̂ε and α coming out of it towards the reader; the first orthogonally and the second not.
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é Calculate the chain Bα that connects atom α with atom 1 and identify the special
cases depicted in fig. 6.4.
é Calculate the derivatives ∂ f I /∂si by solving the system of linear equations in (6.11).
~ α0 (r)/∂si and ∂X
~ α0 (r)/∂d I , for I = K+1, . . . , N,
é Calculate the geometric derivatives ∂X
using eqs. (6.30), (6.31) and (6.32).
é Plug all the calculated quantities into eq. (6.19) et voilà.

6.3

Results and Discussion

In this section, we compare the finite-differences approach (see Methods) to the new algorithm introduced in this work with two objectives in mind: the validation of the new
scheme, and the identification of the most important pitfalls of the finite-differences technique, which are absent in the new method. It is worth stressing again that the method
presented here is the first of its kind, as far as we are aware, and the finite-differences
scheme is just a very natural and straightforward method that is always available when
derivatives need to be calculated. In fact, the pitfalls of finite differences which we highlight in this section are very well known, although they have been seldomly presented in
the context of molecular Force Fields. We hope that this section can be additionally useful
to revisit this classical topic from a new angle.
To these two ends, we have applied the more specific algorithm introduced in the previous section for the calculation of the derivatives of the Euclidean coordinates of molecular systems to the three biological species in fig. 6.5: methanol, N-methyl-acetamide
(NMA), and the tripeptide N-acetyl-glycyl-glycyl-glycyl-amide (GLY3). For each one of
these molecules, a number of dihedral angles describing rotations around single bonds
(and indicated with light-blue arrows in fig. 6.5) have been chosen as the unconstrained
internal coordinates, s, spanning the corresponding constrained internal subspace Σ. The
rest of internal coordinates d (bond lengths, bond angles, phase dihedrals, and principal dihedrals over non-single bonds) are flexibly constrained as described in the previous
sections. The numeration of the atoms and the definition of the internal coordinates follow the SASMIC scheme, which is specially adapted to deal with constrained molecular
systems [92].
For methanol and NMA, as a result of the small dimensionality of their constrained
subspaces, the working sets of conformations have been generated by systematically scanning their unconstrained internal coordinates at finite steps. For methanol, we produced
19 conformations, in which the central dihedral, ϕ6 , ranges from 0o to 180o in steps of
10o . Similarly, the systematic scanning of the unconstrained dihedrals in NMA produced
a set of 588 conformations in which the first and last angles, ϕ6 and ϕ10 , range from 0o
to 180o , and the central one, ϕ8 , ranges from 0o to 330o , all in steps of 30o . For GLY3,
and in view of the dimensionality of its constrained subspace, 1368 conformations were
generated through a Monte Carlo with minimization procedure.
At each one of these conformations, defined by the value of the unconstrained internal coordinates s, the constrained coordinates d were found by minimizing the potential
energy V(s, d) at fixed s, thus enforcing the constraints d = f (s) described in Methods.
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Figure 6.5: Molecules used in the numerical calculations in this section. (a)
Methanol, (b) N-methyl-acetamide (abbreviated NMA), and (c) the tripeptide N-acetylglycyl-glycyl-glycyl-amide (abbreviated GLY3). Hydrogens are conventionally white,
Carbons are grey, Nitrogens blue and Oxygens red. The unconstrained dihedral angles
that span the corresponding spaces K are indicated with light-blue arrows, and some internal coordinates and some atoms that appear in the discussion are specifically labeled.
The constrained dihedral angle ϕ22 is indicated by a red arrow in GLY3.
Let us remark that this fixing of the coordinates s is just an algorithmic way of sampling the constrained subspace defined by the relations d = f (s), and it does not imply
that the coordinates s are constrained; indeed, they could take any value in the set of
conformations, whereas the constrained coordinates d are fixed by the aforementioned relations. The potential energy and force-field parameters were taken from the AMBER 96
parameterization [18, 261], and local energy minimization with respect to the constrained
coordinates was performed with Gaussian 03 [262]. At the minimized points, the Eu~ α0 s, f (s), of all atoms in the system-fixed axes defined in
clidean coordinates, Z~α0 (s) := X
the Methods section were also computed.
In order to find the partial derivatives ∂Z~α0 /∂si at the generated points by finite differences, we produced, for each conformation in the working sets, M = K − 6 additional conformations, each one with a single coordinate si displaced to si + ∆. After the re-minimization of the constrained coordinates at the new points, we were in
possession of all the data needed to compute the estimate of the sought derivative in
eq. (6.12) for all unconstrained coordinates. In order to assess the behaviour and accuracy of the finite-differences approach, we performed these calculations for the values
∆ = 0.01o , 0.05o , 0.1o , 0.5o , 1.0o , 5.0o , 10.0o .
On the other hand, to calculate the derivatives ∂Z~α0 /∂si using the new scheme introduced in Methods, we do not need to perform any additional minimization, but we need
to know the Hessian matrix of the second derivatives of V(s, d) with respect to the internal coordinates. The Hessian in internal coordinates was calculated with the Gaussian 03
package [262].
In order to compare the two methods, we turn first to the smallest system: methanol.
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In fig. 6.6a, we can see the value of the derivative ∂x5 /∂ϕ6 of the x-coordinate (in the
“primed” axes, but we drop the prime from now on) of Hydrogen number 5 (see fig. 6.5)
with respect to the unconstrained dihedral angle ϕ6 that describes the rotation of the alcohol group with respect to the methyl one. We can see that the agreement between the
new algorithm and the finite-differences approach is good but not perfect, and that the
discrepancy between the two is larger for the smallest (0.01o ) and largest (10.0o ) values
of ∆ depicted in the graph.

Figure 6.6: Derivatives of some selected coordinates of methanol. Derivatives of (a)
the x coordinate of atom 5 in methanol, (b) the bond length b5 associated to it, (c) the
bond angle θ5 , and (d) the dihedral angle ϕ5 as a function of the unconstrained coordinate
ϕ6 . Both the results of the new algorithm and those obtained by finite differences (FD) are
depicted. The key for the different types of line is the same in the four graphs.
To track the source of this difference, we can take a look at eq. (6.8), which gives the
~ α0 /∂si and ∂X
~ α0 /∂d I ,
derivative ∂Z~α0 /∂si as a function of simple, “geometrical” terms, ∂X
and the numerical derivatives ∂ f I /∂si . Of course, the choice of one method or another
does not affect the former, but only the latter. In the particular case of ∂x5 /∂ϕ6 in fig. 6.6a,
if we remove the terms that are zero according to the rules in eqs. (6.30), (6.31) and (6.32),
eq. (6.8) becomes
∂x5
∂x5 ∂b2 ∂x5 ∂b3 ∂x5 ∂θ3
=
+
+
∂ϕ6
∂b2 ∂ϕ6 ∂b3 ∂ϕ6 ∂θ3 ∂ϕ6
∂x5 ∂b5 ∂x5 ∂θ5 ∂x5 ∂ϕ5
+
+
+
.
∂b5 ∂ϕ6 ∂θ5 ∂ϕ6 ∂ϕ5 ∂ϕ6

(6.33)

6.3. RESULTS AND DISCUSSION

113

The numerical derivatives appearing in this expression that are related to the three
constrained coordinates associated to atom 5 are shown in figs. 6.6b, 6.6c and 6.6d, respectively, where we can see that the discrepancy between the new algorithm and the
finite-differences approach is more significant. For the bond angle b5 in fig. 6.6b, we see
that the derivative predicted by finite differences is close to zero for all values of ϕ6 and
for all the tested ∆s, while the behaviour given by the new algorithm is more rich and
substantially different. This large discrepancy is produced by the fact that bond lengths
are very stiff coordinates in the energy function that we have used here, together with
the default precision of the floating point numbers provided by Gaussian 03 outputs. In
table 6.1, we can see indeed that the last significant figure of bond length b5 only starts
to change for ∆ = 5.0o , which makes any algorithm based on finite differences very unreliable for this particular quantity if small values of ∆ are used. The bond angles and
dihedral angles, on the other hand, are somewhat less stiff than bond lengths, as it can
also be seen in tab. 6.1. This makes their derivatives by finite differences more reliable,
as one can observe in figs. 6.6c and 6.6d, where the discrepancy with the new method is
apparent for small ∆, but becomes gradually smaller as we increase it. Of course, since, in
the new method presented in this work, all quantities are computed at the non-displaced
point ∆ = 0o , the problem regarding the number of significant figures does not appear. It
is also worth remarking that, in the case of finite differences, the point in which this issue
will appear depends on the number of bits used to represent coordinates, but it will always
appear for some small enough value of ∆.
As we noticed in fig. 6.6a, also in the case of the constrained internal coordinates the
difference between the two methods starts to grow again when ∆ reaches 5.0o or 10.0o .
This is easily understood if we think that only in the ∆ → 0 limit the estimate in eq. (6.12)
converges to the actual value of the partial derivative. In fact, as the complexity of the
system increases, the error introduced at large ∆ may come not only from continuous
changes in the location of the constrained minima, but also, as fig. 6.7 suggests, it may
occur that, at a certain value of ∆, the very identity of the minima is altered, thus introducing potentially larger errors. In fig. 6.7a, we can see that the derivative ∂ϕ22 /∂ϕ17 in GLY3
presents an unusually large error at the conformation 1044. In fig. 6.7b, we see that the
minimum-energy value of ϕ22 , which is the dihedral angle associated to Carbon 22, describing the rotation around a given peptide bond (see fig. 6.5c), presents an abrupt change
when ∆ reaches 10o . If we think that the energy landscape of GLY3 is indeed a complex
and multidimensional one, it is not difficult to imagine that, as we change ϕ17 , i.e., as we
increase ∆, the energy landscape is so altered that some minima disappear, some other
appear, and the energy ordering among them is changed. In such a case, the structures
found by the minimization procedure will be rather different between, say, ∆ = 0o and
∆ = 10o , thus producing a large error in the derivatives calculated by finite differences.
Again, the new algorithm, which only uses quantities calculated at ∆ = 0o , does not suffer
from this drawback.
To sum up, the finite-differences method contains two sources of error which the new
method does not present: one at small values of ∆, related to the finite precision of the
floating point numbers representing the internal coordinates, and the other at larger values
of ∆, stemming from the very definition of the partial derivative by finite differences, and
aggravated by the complexity of the energy landscapes of large systems. If the derivatives
are to be calculated using finite differences, an optimal value of ∆ must be chosen in each
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a

b

Figure 6.7: Metastability of the local minima in GLY4. (a) Derivative ∂ϕ22 /∂ϕ17 of the
constrained dihedral angle ϕ22 , describing a peptide bond rotation in GLY3, with respect
to the unconstrained coordinate ϕ17 for a selected set of conformations in the working
set. (b) Minimum-energy value of the constrained dihedral angle ϕ22 in the conformation
1044 of GLY3 for different values of the displacement ∆ in the unconstrained coordinate
ϕ17 .

case so that the possible error is minimized. However, already in the simple example
of methanol, we saw that the derivatives of different observables, in the same system,
may behave differently as we change ∆ (compare the bond length derivative in fig. 6.6b
with that of the angles in figs. 6.6c and 6.6d). In fig. 6.8, we additionally see that the
search for the optimal ∆ may be further complicated by the fact that the behaviour found
also depends (strongly) on the system studied, and, in the case of the derivatives of the
Euclidean coordinates, on the position of the atom in the molecule.
In fig. 6.8a, we have plotted the normalized average of the absolute value of the error
in the derivatives of the Euclidean coordinates, h|eZ |i, as a function of ∆ for the three
molecular systems studied. This quantity is defined, for a given unconstrained coordinate
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b

Figure 6.8: Dependence of the error as a function of ∆. Average normalized error
in the derivatives by finite differences as a function of ∆ (see the text for a more precise
definition). (a) Error averaged to all conformations and all atoms of the three molecular
systems studied. (b) Error averaged to all conformations of the z-coordinate of three
particular 1st -row atoms in NMA.
si , as
N

3n

c X
X
1
100
h|eZ |i(∆) :=
Nc (3n − 6) m=1 µ=1 δµi

∂Z µ
∂si

∂Z µ
(∆) −
∂si
FD

!m

!m
,
NA

where the index m indicates the conformation in the working set, running from 1 to Nc , FD
stands for “finite differences”, NA for “new algorithm”, and δµi is a normalizing quantity
for each coordinate xµ chosen as
!m
!m
∂Z µ
∂Z µ
µ
− min
.
(6.34)
δi := max
m
m
∂si NA
∂si NA
The graphics in fig. 6.8a of this quantity correspond to the unconstrained dihedral
angles ϕ6 , ϕ8 and ϕ17 of methanol, NMA and GLY3, respectively (see fig. 6.5). We
observe that the average error as a function of ∆ presents significantly different behaviours
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in the three molecules, never being smaller than a 2%. Additionally, in fig. 6.8b, we show
the same error but this time individualized to the z-coordinate of three different 1st -row
atoms of NMA: C3, N6 and C8. Although the overall behaviour of the error is similar for
the three atoms, its size is not.
All in all, we see that the need to tune for the optimal ∆ in the finite-differences
approach not only produces unavoidable errors, but also it must be done in a per-system,
per-observable basis, clearly complicating and limiting the use of this technique. The new
algorithm, on the other hand, is only affected by the source of error related to the accuracy
with which the Hessian matrix of the potential energy can be calculated and inverted;
apart from this, which is a general drawback of any method implemented in a computer,
its mathematical definition is “exact”, in the sense that it does not contain any tunable
parameter, like ∆, that must be adjusted for optimal accuracy in each particular problem.
Also, and more importantly (since the failure of finite differences was indeed predictable) the good coincidence between the newly introduced, somewhat more involved
method and the straightforward finite-differences scheme for the smallest system and in
some intermediate range of values of ∆ allows us to regard the new scheme as validated
and error-free.
It is also worth repeating what we discussed in the Methods section, namely, that we
have not pursued here the numerical optimization of the algorithm introduced. Our main
interest has been to present the general theoretical concepts and to show that the new
method is exact and reliable. The examples tackled in this last section are just a particular
example, but the technique can be used in different systems and with different potential
energy functions. This point of view has lead us not to present computer costs in this
section, as we believe they will be not significant (attributable to the lack of optimization)
and not relevant (attributable to the choice of small systems and a given potential energy
function). Of course, if any production runs using the new algorithm are attempted, a
thorough numerical optimization and assessment should be performed, which we deem to
be a very important next step of our work.
In summary, in this work, we have introduced a new, exact, parameter-free method
for computing the derivatives of physical observables in systems with flexible constraints.
The new algorithm has been numerically validated in small molecules against its most
natural alternative, finite differences. In doing so, numerous pitfalls of the latter method
have been demonstrated, all arising from the fact that it contains a tunable parameter that
has to be optimally adjusted in each particular problem at hand. In a number of numerical
experiments, we have shown that the finite-differences approach contains two unavoidable sources of error that are not present in the new method: On the one hand, the finite
number of significant figures used to represent, in computers, the values of the optimized
coordinates, together with the fact that these constrained coordinates are typically very
stiff, make the changes in this quantities often unobservable or at least badly resolved,
thus rendering the finite-differences derivatives unreliable for small values of the displacement parameter ∆. On the other hand, the very fact that finite-differences derivatives only
converge to the true ones for ∆ → 0, complicated with the possibility that the energy
landscapes of complex molecular systems may significantly change their structure when
the unconstrained coordinates are displaced, introduce new errors as ∆ increases. These
two sources of errors combined make it compulsory the search of an optimal value of ∆
in each particular case, and also establish a minimum error below which is not possible to
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go, as it can be seen in fig. 6.8. The new method introduced here, and it is already being
successfully used in a number of works in progress in our group to compute the correcting terms appearing in the equilibrium probability distribution when flexible constraints
are imposed on the system [4]. Moreover, given the almost ubiquitous occurrence of the
concept of constraints all throughout the fields of computational Physics and Chemistry, it
is expected that the method described in this work will find many applications in present
and future problems. Some examples have been already mentioned in the introduction,
notably the case of ground-state Born-Oppenheimer MD [119, 263] (using, e.g., HartreeFock [50]), which can be regarded as a flexibly constrained problem in which the soft
coordinates are the nuclear positions R, the hard ones are the electronic orbitals ψ, and the
function to be minimized is the expected value hΨ|Ĥe (R)|Ψi of the R-dependent electronic
Hamiltonian in the N-electron Slater determinant Ψ.

∆ (o )
0.0
0.01
0.05
0.1
0.5
1.0
5.0
10.0

b5 (Å)
1.090694
1.090694
1.090694
1.090694
1.090694
1.090694
1.090693
1.090692

θ5 (o )
109.403
109.404
109.404
109.405
109.409
109.415
109.462
109.525

ϕ5 (o )
119.296
119.296
119.297
119.299
119.312
119.329
119.474
119.671

Table 6.1: Stiffness of the constrained coordinates in methanol Values of the constrained coordinates associated to atom 5 of methanol for different displacements ∆ in the
unconstrained coordinate ϕ6 . The values correspond to the conformation with ϕ6 = 110o ,
and the number of significant figures presented is the default one provided by Gaussian
03.

Chapter 7
The canonical equilibrium of
constrained molecular models
This chapter is based on the article:
Pablo Echenique, Claudio N. Cavasotto and Pablo García-Risueño, The canonical equilibrium
of constrained molecular models, European Physics Journal (special issue) (2011).

7.1

Introduction

Since its first practical applications in the 1950’s (see [263] and references therein for a
detailed historical account), Molecular Dynamics (MD) has become a powerful and wellestablished tool for the study of a wide range of systems, including but not limited to
condensed matter materials [232], fluids [107, 264], polymers and biological molecules
[233].
Among the latter, one of the most important families of systems is that of proteins. Together with nucleic acids, proteins are one of the main responsible of the enormous complexity and versatility that living beings exhibit. Although they are mostly constructed as
linear chains of only twenty different monomers (the twenty proteinogenic amino acids),
and these monomers, in turn, are made of only five types of atoms (H, C, N, O and S),
the finely tuned combination of these elements is capable of producing remarkable ‘nanomachines’ that perform almost every task that is complex in biological organisms [259].
Thus, it is not surprising that a great effort has been invested in the last years in devising new theoretical and computational methods to describe and simulate these important
biomolecules. In particular, many groups are pushing forward very ambitious scientific
and technological agendas to be able to perform longer and more accurate MD simulations
of increasingly larger proteins by different approaches [16, 265, 266]. In this work, we
have in mind the long-term goal of producing more efficient methods for simulating proteins, however, the formalism we introduce and the calculations we perform are directly
applicable to any molecular system, as long as it size makes it manageable in present day
computers.
The overall accuracy can be divided into that related to the physical model used to
describe the system and the accuracy of the method used for implementing the dynamics.
The computational cost, on the other hand, can be split into that associated with increasing the size of the system and the cost related to the time-propagation of the dynamics
[267]. The fact that all these issues are intricately coupled is easily seen if we consider
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examples such as the comparison between ab initio MD based on the ground-state BornOppenheimer approximation [119, 263, 268–270] and MD simulations using as energy
functions the ones known as classical force fields [99, 115, 251–254]. On the one hand, it
is clear that the accuracy of the two physical models is not the same; on the other hand, the
size of the systems that can be practically tackled is also different, since quantum chemical methods present a cost that scales typically faster with the number of atoms than that
of Force Fields [50, 51]. Another example of this interplay between accuracy and cost
is the use of coarse-grained descriptions, which, by selecting as interaction centers larger
entities than individual atoms, and thus changing the physical model, allow to reach larger
systems and longer time-scales than atomistic simulations using either Force Fields or ab
initio methods [271–275].
Yet another technique which can also be used to try to reduce the computational cost
of MD simulations by modifying the physical model, and which is the object of this work
(and of this special issue of The European Physical Journal), is the imposition of constraints on some of the degrees of freedom of the system. The concept of constraints
itself is very general, and it can be used in many ways in the context of molecular modeling and simulation: For example, in Car-Parrinello molecular dynamics [118], which
is a type of ab initio MD devised to mimic ground-state Born-Oppenheimer MD, the
time-dependent Kohn-Sham orbitals need to be orthonormal; a requirement that can be
fulfilled imposing constraints on their scalar product [234]. Also, we can use constraints
to fix some slow, representative degrees of freedom of our molecular system, also called
reaction coordinates, in order to produce free energy profiles along them that would have
taken an unfeasibly long time to be calculated should we have used an unconstrained simulation (see the Blue Moon Ensemble technique in ref. [235] and also a number of related
works in this special issue [276, 277]). In this review, however, we are only concerned
with the use of constraints in order to fix the fastest, hardest degrees of freedom of molecular systems (like, e.g., bond lengths or bond angles), with the objective of both reducing
the effective size of the conformational space, and allowing for larger time-steps in MD
simulations.
The first objective is worth pursuing if we acknowledge that one of the characteristics
of large, flexible molecules like proteins (and many others) is that they have an astronomically large conformational space; an issue that may hinder both our understanding
of the problem and the possibility of designing algorithms that could efficiently sample
this space [278–280]. These systems additionally exhibit movements with typical times
that span a very wide time-scale, ranging from very fast bond vibrations in the range of
tenths of femtoseconds, to the more interesting conformational changes related to biological function (like allosteric transitions or protein folding) which can take times of the
order of the millisecond, or even the second [236, 281, 282]. Since the time-step in MD
simulations has to be chosen at least one order of magnitude smaller than the smallest
typical time associated to the motion of the system if we want the results to be accurate
[236, 283–286], this means that we need to calculate 1013 -1015 MD steps if we want to
capture the mentioned biological phenomena in our simulation.
The imposition of constraints that fix the fastest degrees of freedom holds the promise
of alleviating both these two problems, however, as any modification of the physical model
that describes our system, it may also carry with it a loss of accuracy that renders the simulation useless. In this work, we introduce the rigid and stiff constrained models in order to
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be able to quantify this loss of accuracy at the level of equilibrium Statistical Mechanics.
In doing that, we benefit from the occasion to thoroughly review the relevant literature,
and to try to unify the different, sometimes conflicting, vocabulary and mathematical definitions used to get a handle on the physical concepts. This endeavour is facilitated by the
fact that the formalism used in this review is, as far as we are aware, the most general one
in the literature, therefore allowing to obtain all previously discussed models as particular
cases in which the (often implicit) approximations can be clearly identified.
In sec. 7.2, we introduce the theoretical framework, beginning by the notation in
sec. 7.2.1, and the Hamiltonian dynamics and Statistical Mechanics of unconstrained systems in sec. 7.2.2. Then, we describe and physically justify in sec. 7.2.3 what types of
constraints can be applied, both in terms of the set of coordinates chosen to be constrained,
and in terms of whether or not their equilibrium values are considered to depend on the
conformation of the molecule; we term the constraints flexible if this dependence exists,
and hard if the constrained coordinates are assumed to take constant values. In sec. 7.2.4,
we introduce the four possible combinations of constrained Statistical Mechanics models
used in this work and in the literature: the stiff and the rigid model, with either flexible
or hard constraints. In sec. 7.2.5, we comment on the mechanism for comparing the different models and introduce the so-called Fixman potential to do so; also, we collect the
different approximations made in the literature with respect to the most general cases discussed in this work, and we establish the relevant relationships among them. In sec. 7.3,
we provide a numerical example in the simple methanol molecule in order to illustrate the
concepts, and we benefit from the occasion to also review the previous numerical analyses
in the literature. Finally, in sec. 7.4, we outline the main conclusions of the work, and we
mention possible lines of future research.

7.2

Theoretical framework and relation to previous works

In this section, our objective, which is in fact one of the main objectives of this review,
is to lay down the needed mathematical formalism to analyze the equilibrium Statistical Mechanics of constrained molecular models, and to do so in the most general terms
possible.
Of course, we are not the first ones discussing constraints in molecular modeling. As
with any other scientific topic, there is a significant degree of arbitrariness in any attempt
to fix its historical beginning, but we can talk about a discussion that has been going on at
least for three or four decades at the moment of the writing of this manuscript.
Therefore, what is the interest of a new account?
We are confident to be able to convince the reader in the next subsections that, despite the many great works that have dealt with the problem so far, no article defines the
problem with the same generality that we display here. This general formalism, which
contains all previous descriptions as particular cases, allows us to clearly identify the different approximations that have been assumed in the literature, to relate the many models
with one another, and to propose a consistent wording and notation which could facilitate
the clarity of future developments.
As we move along, we will indicate at each step which other choices have been made
in previous works and how they relate to the general setting.
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Notation

The system of interest (which we could call the molecule) is a set of n mass points termed
atoms. The of atom α in a frame of reference fixed in the laboratory are denoted by
~rα (Vectors of 3 components in the Euclidean 3-dimensional space are denoted by bold
symbols.), and its mass by mα , with α = 1, . . . , n. However, when no explicit mention to
N
to denote the (row) N-tuple of
the atom index needs to be made, we will use rT := (rµ )µ=1
all the N := 3n of the system. By r, we shall mean the corresponding column N-tuple,
N
or just the ordered set (rµ )µ=1
when matrix operations are not involved. These coordinates
N
parameterize the whole space, denoted by W, and the masses N-tuple, mT := (mµ )µ=1
, in
such a case, is formed by consecutive groups of three identical masses, corresponding to
each of the atoms56 .
Apart from the Euclidean coordinates, we shall also use a given set of curvilinear coN
, to
ordinates (also called sometimes general or generalized), denoted by qT := (qµ )µ=1
describe the system. The transformation between the two sets and its inverse are respectively denoted by
rµ = Rµ (q) ,
qµ = Qµ (r) ,

µ = 1, . . . , N ,
µ = 1, . . . , N ,

(7.1a)
(7.1b)

and we will assume that, for the points of interest, this is a proper change of coordinates,
i.e., that the Jacobian matrix
∂Rµ (q)
Jνµ :=
(7.2)
∂qν
has non-zero determinant, being its inverse
(J −1 )µν =

∂Qµ (r)
.
∂rν

(7.3)

Although the curvilinear coordinates q are a priori general, it is very common to take
profit from the fact that the typical potential energy functions of molecular systems in absence of external fields do not depend on the overall position or orientation, i.e., they are
invariant under overall translations and rotations, in order to choose a set of curvilinear
coordinates split into qT = (eT , wT ), where the first six, eT := (eA )6A=1 are any external
coordinates that parameterize the aforementioned global position and orientation of the
N
system57 . The remaining N − 6 coordinates wT := (wa )a=7
are called internal coordinates
and determine the positions of the atoms in some frame of reference fixed in the system.
Some of the quantities appearing in the formalism, such as the velocities ṙ µ , the displacements δr µ ,
or the mass-metric tensor Gµν (see the following sections), change like tensors of some type under a general
change of coordinates; in such cases, the position of the indices is dictated by the tensor type (1-time contravariant tensors in the case of ṙµ or δr µ , 2-times covariant in the case of Gµν ). Some other quantities, such
as r̈ µ , Fµ , mµ or r µ , do not change like any type of tensorial object under a general change of coordinates;
in such cases, the position of the indices is chosen according to notational convenience, or to the way in
which they transform under some particular family of changes (e.g., linear ones).
57
The practice adopted in this section of using different groups of indices, as well as different symbols,
for the individual coordinates in each one of the sets r, q, e, etc., allows us to grasp at a first glimpse the
range of values in which each of the indices vary. See table 7.1 for a summary of the indices used, the
symbols denoting the sets of coordinates, their meaning and the spaces parameterized by them.
56
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They parameterize what we shall call the internal subspace, denoted by I, and the coordinates e parameterize the external subspace, denoted by E; hence, we can split the whole
space as W = E × I (denoting by × the Cartesian product of sets).
The reader is probably familiar with the use of frames of reference fixed in the system
based on the center of mass and the principal axes of inertia, but, although this is well
adapted to the parameterization of the dynamics of rigid bodies [249], it is less so to
flexible entities like molecular systems, where the relative distances of their constituents
are not constant in time. Following ref. [92], we define a more suitable frame of reference
fixed in the system to perform some of the calculations, although it is worth stressing that
most of the mathematical formalism introduced in this work should not depend on this
choice as long as the external and internal subspaces are well separated.
To define this frame of reference, we select three atoms (denoted by 1, 2 and 3 in
Fig. 6.1) in such a way that ~o, the position in the laboratory frame of reference of the
origin of the frame of reference fixed in the system, is the Euclidean position of atom 1
(i.e., ~o := ~r1 ). The orientation of the frame of reference (x0 , y0 , z0 ) fixed in the system is
chosen such that atom 2 lies in the positive half of the z0 -axis, and atom 3 is contained
in the (x0 , z0 )-plane, with projection on the positive half of the x0 -axis (see Fig. 6.1). The
position of any given atom α in the new frame of reference fixed in the system is denoted
by ~rα0 , and we have that the previously unspecified external coordinates are now eT :=
(eA )6A=1 = (o x , oy , oz , φ, θ, ψ), where (φ, θ, ψ) are three ‘Euler angles’ that parameterize the
orientation of the ‘primed’ axes with respect to the ‘unprimed’ ones.
More explicitly, if E(φ, θ, ψ) is the Euler rotation matrix (in the ZYZ convention) that
takes a free 3-vector of primed components, ~a 0 , to the frame of reference fixed in the
laboratory, i.e., ~a = E(φ, θ, ψ) ~a 0 , its explicit expression is the following [249]:
 cos φ − sin φ 0  
  cos ψ − sin ψ 0 
− cos θ 0 sin θ
0
1
0
sin ψ cos ψ 0 .
E(φ, θ, ψ) = sin φ cos φ 0
(7.4)
0 − cos θ
| 0 {z0 1} |− sin θ{z
} | 0 {z0 1}
Φ(φ)
Θ(θ)
Ψ(ψ)
The position, ~rα0 , of any given atom α in the axes fixed in the system is by construction
~ α0 (w), of only the internal coordinates w, and the transformation from the r
a function, R
to the curvilinear coordinates q in (7.1a) may be written as follows:
~ α (q) = ~o + E(φ, θ, ψ) R
~ α0 (w) .
~rα = R

(7.5)

An additional definition of subsets of the coordinates q is motivated by the imposition of constraints. Assume that we impose L = N − K independent, holonomic and
scleronomous constraints to the system:
σI (q) = 0 ,

I = K + 1, . . . , N .

(7.6)

The usual definition [249] is that the constraints are called holonomic if they can
be written in the form σI (q, t) = 0, and scleronomous when the functions σT (q) :=
N
σI (q) I=K+1 do not depend explicitly on time t. They are independent if their gradiN
ents (∂σI /∂qµ )(q) µ=1 , I = K + 1, . . . , N, constitute L linearly independent vectors of N
components for every point q satisfying the constraints [i.e., for every point q such that
σI (q) = 0, I = K + 1, . . . , N]; or, otherwise stated, the constraints are independent if the
matrix with entries (∂σI /∂qµ )(q) has range L. In such a case, the constraints uniquely
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Table 7.1: Symbols and indices used for the different sets of coordinates, as well as the
names of the spaces parameterized by them.
Symbol Indices
Range
Number
Name
Space
~r
r, q
e
w
s
d
u

α, β, γ, . . . 1, . . . , n
µ, ν, ρ, . . . 1, . . . , N
A, B, C, . . . 1, . . . , 6
a, b, c, . . . 6 + 1, . . . , N
i, j, k, . . .
6 + 1, . . . , K
I, J, K, . . . K + 1, . . . , N
r, s, t, . . .
1, . . . , K

n
N = 3n
6
N−6
M
L=N−K
K

Atoms
Whole space
External
Internal
Unconstrained internal
Constrained internal
Unconstrained

—
W
E
I
Σ
—
K

define (at least locally) a subspace of W of constant dimension N − L = K, called the
constrained subspace and denoted by K.
Moreover, this independence condition allows, in the vicinity of each point q and by
virtue of the Implicit Function Theorem [238, 239], to (formally) solve eq. (7.6) for L
of the coordinates q, which we arbitrarily place at the end of q, splitting the original set
K
as qT = (uT , dT ), with uT := (ur )r=1
and dT := (d I )NI=K+1 . Then, in the vicinity of each
point q satisfying (7.6), we can express the relations defining the constrained subspace,
K, parametrically by
d I = f I (u) , I = K + 1, . . . , N ,
(7.7)
N
where the functions f T (u) := f I (u) I=K+1 are the ones whose existence the Implicit Function Theorem guarantees. The coordinates u are thus termed unconstrained and they
parameterize K, whereas the coordinates d are called constrained and their value is determined at each point of K according to (7.7). As we will see later, in the most general
case, the functions f will depend on u, and the constraints will be said to be flexible. In
the particular case in which all the functions f are constant along K, the constraints are
called hard, and all the calculations are considerably simplified.
Of course, even if K is regular in all of its points, the particular coordinates d that can
be solved need not to be the same along the whole space58 . Nevertheless, we will assume
this to be the case throughout this work, as it is normally implicitly done in the literature
[240, 242, 243], and thus we will consider that K is parameterized by the same subset of
unconstrained coordinates u in all of its points59 .
Although in general the functions σ(q) in (7.6) may involve all the coordinates q, the
already mentioned property of invariance of the potential energy function [or the potential
energy plus a term related to the determinant of the whole-space mass-metric tensor (see
sec. 7.2.4)] under changes of the external coordinates, e, together with the fact (which
One of the simplest examples of this being the circle in R2 , which is given by f (x, y) := x2 +y2 −R2 = 0,
an implicit expression whose gradient is non-zero for all (x, y) ∈ K. However, if we try to solve, say, for y in
the whole space K, we will run into trouble at y = 0; if we try to solve for x, we will find it to be impossible
at x = 0. I.e., the Implicit Function Theorem does guarantee that we can solve for some of the original
coordinates at each regular point of K, but sometimes the solved coordinate has to be x and sometimes it
has to be y.
59
Note that this qualification is unnecessary in the hard case introduced in sec. 7.2.4, where the uncoupled
nature of the functions σ(q) makes it possible to solve for the same coordinates at every point.
58
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we shall discuss later) that the potential energy (or the aforementioned object) can be
regarded as ‘producing’ the constraints, make physically frequent the definition of constraints affecting only the internal coordinates, w:
σI (w) = 0 .

(7.8)

In such a situation, which will be the one treated in this work, the constrained coordinates, d, are contained into the internal ones, w, so that the latter can be split as
wT = (sT , dT ), where the first M := K − 6 = N − L − 6 ones, sT := (si )KI=6+1 , are called
constrained internal coordinates and parameterize the constrained internal subspace, denoted by Σ. Hence, the constrained subspace can be split as K = E × Σ, and the analogue
to (7.7) can be written for this case as
d I = f I (s) .

(7.9)

Finally, if the constraints in (7.9) are used, together with (7.5), the Euclidean position
of any atom may be parameterized with the set of all unconstrained coordinates, u, as
follows:
~rα

~ α e, s, f (s) = ~o + E(φ, θ, ψ)R
~ α0 s, f (s) =
= Rα (u) := R
=: ~o + E(φ, θ, ψ)Rα0 (s) ,

(7.10)

where the name of the transformation functions has been changed from R to R, and from
R 0 to R 0 , in order to emphasize that the dependence on the coordinates is different between the two cases.

7.2.2

Hamiltonian dynamics and Statistical Mechanics without constraints

Let us now briefly introduce the formalism needed to tackle the dynamics and Statistical
Mechanics of any molecular system such as the one described in the previous section.
We do this only to fix the notation and to write some expressions that will be used later;
the interested reader might want to check any of the classical texts in the subject, such as
[249, 287, 288].
The central object that determines the behaviour of a classical system is the Hamiltonian function. If one starts by writing the Lagrangian function in terms of the Euclidean
coordinates r and velocities ṙ (with the over-dot denoting the time derivative),
1
LEuc (r, ṙ) := mµ (ṙµ )2 − U(r) ,
2

(7.11)

where U(r) is the potential energy of the system and the convention prescribing summation on repeated indices has been used, then the Euclidean Hamiltonian can be easily
obtained through the usual Legendre transform:
HEuc (r, π) :=

1
(πµ )2 + U(r) ,
2mµ

(7.12)
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where π are the Euclidean momenta defined as
πµ :=

∂LEuc
= m(µ) ṙ(µ) ,
∂ṙµ

µ = 1, . . . , N ,

(7.13)

with the parentheses around the indices indicating that the convention that prescribes summation when indices are repeated is not to be followed.
The dynamics of the system, once the Hamiltonian in eq. (7.12) is known, is given by
the solutions of a set of coupled, first-order differential equations known as Hamilton’s
equations:
∂HEuc (r, π)
,
∂πµ
∂HEuc (r, π)
π̇µ = −
.
∂rµ
ṙµ =

(7.14a)
(7.14b)

If we now want to describe this dynamics in terms of the curvilinear coordinates q
introduced in sec. 7.2.1, which are better adapted to the covalent connectivity of molecular systems, we can start by taking the time derivative of the change of coordinates in
eq. (7.1a),
∂Rµ (q) ν
ṙµ =
q̇ ,
(7.15)
∂qν
and also noticing that, for any given potential energy U(r) expressed as a function of r, we
can perform the same change of coordinates and define the potential energy as a function
of q by

V(q) := U R(q) ,
(7.16)
which, as we mentioned, typically only depends on the internal ones, i.e., V(q) = V(w).
If we take these last two expressions to eq. (7.11), we arrive to the Lagrangian in
curvilinear coordinates, or unconstrained Lagrangian, as we will call it in the rest of the
manuscript:
1
L(q, q̇) := q̇νGνρ (q)q̇ρ − V(w) ,
(7.17)
2
where the whole-space mass-metric tensor (MMT) Gνρ (q) is defined as
Gνρ (q) :=

∂Rµ (q) ∂Rµ (q)
mµ
.
∂qν
∂qρ

(7.18)

Following again the usual process of the Legendre transform, we can derive from
eq. (7.17) the unconstrained Hamiltonian,
H(q, p) :=

1
pνGνρ (q)pρ + V(w) ,
2

(7.19)

where Gνρ (q) is the inverse of the whole-space MMT in eq. (7.18) and the canonical
conjugate momenta are defined as
pµ :=

∂L
= Gµν (q)q̇ν .
∂q̇µ

(7.20)
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Finally, the Hamilton equations in terms of the curvilinear coordinates and momenta
are formally identical to those in eqs. (7.14):
∂H(q, p)
,
∂pµ
∂H(q, p)
,
ṗµ = −
∂qµ
q̇µ =

(7.21a)
(7.21b)

Under the usual assumptions of ergodicity and equal a priori probabilities [288], it can
be shown that the partition function characterizing the Statistical Mechanics equilibrium
of such a dynamics in the canonical ensemble (i.e., at constant volume V, number of
particles n, and temperature T ) is given by
Z
αQM
Z= N
e−βH(q,p) dqdp ,
(7.22)
h
where h is Planck’s constant, we denote β := 1/RT (per mole energy units are used
throughout the present document, so RT is preferred over kB T ) and αQM is a combinatorial number that accounts for quantum indistinguishability and that must be specified in
each
particular case (e.g., for a gas of n indistinguishable particles, αQM = 1/n!). With
R
dqdp, we denote integration over all positions qµ and their respective momenta pµ , for
µ = 1, . . . , N, being the range of integration usually from −∞ to ∞ for the momenta, and
the appropriate one for each position. For example, if a typical scheme for defining the internal coordinates, such as the SASMIC one [92], is used, bond lengths must be integrated
from 0 to ∞, bond angles from 0 to π, and dihedral angles from −π to π.
The corresponding equilibrium probability density function (PDF) is thus given by
P(q, p) = R

e−βH(q,p)
e−βH(q 0 ,p 0 ) dq 0 dp 0

,

(7.23)

being P(q, p)∆q∆p interpreted as the probability of finding the system with positions in
(q, q + ∆q), and momenta in (p, p + ∆p), for sufficiently small ∆q, ∆p.
In the same sense, the equilibrium average of any observable O(q, p) is
Z
hOi =
O(q, p)P(q, p)dqdp .
(7.24)
It is also common in the literature to study observables, or properties, which depend
only on the positions q and not on the momenta p; the native conformation of a protein
being a notable example of this [259]. In such a case, we can appeal to the well-known
formula for the N-dimensional Gaussian integral [289],
r
Z ∞ Z ∞
(2π)N 21 vµ Mµν vν
1 µ
ν
µ
e
,
(7.25)
···
e− 2 x Mµν x +vµ x dx =
det M
−∞
−∞
where M is an N × N matrix (that must be positive definite in order for the integral to be
finite), M µν denotes the entries of M −1 , and v is a (possibly null) N-tuple, to ‘integrate out’
the momenta in the partition function in eq. (7.22), yielding:
Z
R
Z = χ(T ) e−β[V(w)−T 2 ln det G(q)] dq ,
(7.26)
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where
2π
χ(T ) :=
β

!N/2

αQM
.
hN

(7.27)

If we perform the same integration in the joint PDF in eq. (7.23), the factor χ(T )
cancels out and we arrive to the marginal equilibrium PDF in the space of the positions
q:
R
e−βF(q)
e−β[V(w)−T 2 ln det G(q)]
R
R
=:
,
(7.28)
P(q) =
R
0
0
e−βF(q 0 ) dq 0
e−β[V(w )−T 2 ln det G(q )] dq 0
where the normal abuse of notation in probability theory has been committed, using the
same symbol, P, for the two different functions in eqs. (7.23) and (7.28), and where we
have defined
F(q) := V(w) − T S k (q) ,
R
S k (q) := ln det G(q) .
2

(7.29a)
(7.29b)

The notation in the equations above is intentional, in the sense that F(q) can be interpreted as a free or effective energy, since it is obtained via the elimination of some degrees
of freedom (the momenta p), and it therefore describes the energetics (at least the equilibrium one) of the remaining degrees of freedom (the positions q) in a sort of mean-field of
the ones that have been eliminated. This free or effective character is also emphasized by
the fact that F(q) depends on the temperature T , even if in a simple way, and the analogy
can be taken one step further if we regard V(q) as an internal energy and the correcting
term as a kinetic entropy [290]; something which is compatible with its being linear in
RT .
Again, the meaning of this last marginal PDF in eq. (7.28) is made explicit if we
note that P(q)∆q is the probability of finding the system with positions in (q, q + ∆q), for
sufficiently small ∆q (irrespective of the value of the momenta), and that the equilibrium
average of any momenta-independent observable O(q) is given by
Z
hOi =
O(q)P(q)dq .
(7.30)
Now, as we mentioned in sec. 7.2.1, the potential energy of molecular systems in
absence of external fields is typically independent of the external coordinates e, and this is
why we have written V(w) and not V(q) in all the previous expressions. The whole-space
MMT G(q) in eq. (7.18) on the other hand, and in particular its determinant in eqs. (7.26)
and (7.28), does depend on the external coordinates e. It is thus convenient, in the case
that we are also dealing with observables O(w) which are independent of the external
coordinates, to try to eliminate them from the expressions if possible. One can indeed
formally always integrate over the external coordinates (or any other variables spanning
the probability space) in order to get to the corresponding marginal PDF in the internal
space I, i.e., depending only on the internal coordinates w. However, until recently, it was
not clear if this process could be performed analytically (specially for the more involved,
constrained case in sec. 7.2.4), thus yielding manageable final expressions. In a previous
work by some of us [255], we settled the issue proving that this is in fact possible and
providing the exact analytical expressions to be used for the marginal PDF in I.
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To integrate out the external coordinates analytically from det G(q), we only need
to realize that, since the unconstrained case can be trivially assimilated to a constrained
situation with the number of constraints, L = 0, all the results regarding the factorization
of the induced MMT determinant that we will introduce later in sec. 7.2.4 apply, and we
have the unconstrained analogue of eq. (7.64):
det G(q) = sin2 θ det G 0 (w) ,

(7.31)

with G 0 (w) the N × N matrix obtained from eq. (7.65) if the unconstrained internal coordinates s are substituted by all the internal coordinates w, and θ being one of the Euler
angles introduced in sec. 7.2.1.
Now, the external angle θ can be integrated both in the numerator and in the denominator of eq. (7.28), yielding the marginal PDF in the internal space:
P(w) = R

e−βF(w)
e−βF(w 0 ) dw 0

,

(7.32)

where we have defined, analogously to eq. (7.29),
F(w) := V(w) − T S k (w) ,
R
S k (w) := ln det G 0 (w) .
2

(7.33a)
(7.33b)

Finally, let us remark that every step taken in this section, from the original Hamiltonian in eq. (7.19) to the marginal PDF in eq. (7.32), is exact. The approximations will
arrive when we introduce the constrained models in the following sections.

7.2.3

Types of constraints

If we assume that the constraints we shall impose on our physical system can be expressed
as in (7.9), where w := (s, d) are typical internal coordinates, such as the ones defined in
ref. [92], then the different types of constraints that can be imposed may be classified
according to two independent criteria, which, together, constitute a definition of the internal constrained subspace Σ, namely, (a) What coordinates are constrained? I.e., what
coordinates comprise the set d? and (b) Do the values of the constrained coordinates in Σ
depend on the point s, or not?
What coordinates are constrained
Regarding (a), it is typical in the literature to constrain whole groups of coordinates of
the same type, classifying them both according to whether they are bond lengths, bond
angles, etc., and also in terms of the atoms involved in their definition. For example, in
ref. [266], bond-lengths involving Hydrogen atoms are constrained in a 20 µs MD of the
Villin Headpiece; in ref. [265], all bond-lengths are constrained to study the folding of
a modified version of the same protein; in ref. [291] all bond-lengths as well as bond
angles of the form H–O–X or H–X–H, being X any atom, are constrained to simulate
an 80-residue protein; the same scheme of constraints is applied in ref. [292]; and we

130

CHAPTER 7. EQUILIBRIUM OF CONSTRAINED MOLECULAR MODELS

have the constraining of everything but torsion angles in the so-called torsion-angle MD
[293–297].
If the system is close to a local minimum of the potential energy V(w), this way of
proceeding is based on the intuition that we can associate similar vibrational frequencies to internal coordinates of the same type, with little influence of the local environment surrounding the atoms that define them. In this way, if we start by constraining the
highest-frequency coordinates, we remove their vibrations from the dynamics, and, as we
mentioned in sec. 9.1, we can use a larger time-step to integrate the equations of motion.
This is only intuitive and not rigorous because (i) the idea is also used away from minima,
where ‘vibrational frequencies’ are not properly defined, (ii) even close to a minimum, the
vibrational modes of molecules cannot be directly associated to individual internal coordinates, but to linear combinations of them, and (iii) even if a vibrational mode is almost
purely associated to a given internal coordinate, its vibrational frequency does depend on
the environment of the atoms defining it; the question is how much.
It is therefore probably a more accurate way of proceeding to define the constrained
coordinates in an adaptive manner, depending on the conformation of the system; but
such schemes either do not exist or they are not very popular in the literature as far as we
are aware. Therefore, although we remark that any choice of constrained coordinates is in
principle possible as long as the resulting model is physically accurate, we will be thinking
here in the simpler case of constraining whole groups of internal coordinates of the same
type (defining type in the common and chemically intuitive way specified above).
Regarding this point, it is also worth remarking that, although we argued in sec. 7.2.1
that, by virtue of the Implicit Function Theorem, it is locally equivalent to express the
constraints implicitly, as in eq. (7.8), or parametrically, as in eq. (7.9), the developments
that can be performed, the final expressions, and the practical algorithms derived from
them are different in the two cases. We will base all the discussion on the formalism in
which the coordinates to be constrained, d, can be identified and the constraints written
as in eq. (7.9), using the unconstrained coordinates, u, to parameterize the constrained
subspace. In such a case, it is most natural to assume that these coordinates, q := (u, d),
are the typical ones used in molecular simulation [92], however, the possibility also exists
to use the implicit constraints in eq. (7.8) and work in Euclidean coordinates. In fact this
is the version that is needed for the Lagrange multipliers formulation in the whole space
and for the implementation of the vast majority of practical algorithms, both in the flexible
and hard cases discussed later [242, 298]. Related to this, one can also choose a set of
modified curvilinear coordinates q̃ in which the constrained ones are given exactly by the
σ functions in eq. (7.8), and therefore the constraints are expressed just as d̃ = d̃˙ = 0. We
will make frequent references to these other choices as we advance in the discussion.
Flexible vs. hard constraints
Once the constrained coordinates d have been selected, we can ask question (b): Do their
values in Σ depend on the point or not? I.e., do they depend on the unconstrained internal
coordinates s? We shall call the constraints flexible if the answer is ‘yes’ and hard if it is
‘no’.
It is worth mentioning at this point that the wording used to refer to constrained systems in the literature is multiple and often misleading. One of the aims of this work is to
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clarify the mathematical definitions behind the words and to provide a consistent vocabulary to refer to the different types of models. What we have called flexible constraints, for
example, are also called flexible in refs. [241–244, 284, 299], elastic in [245], adiabatic
in [300], and soft in [243, 284, 300–302]; whereas the hard case is also called hard in
refs. [243, 244, 284, 300, 301], just constrained in [241], holonomic in [245, 300], rigid
in [242, 243], and fully constrained in [243]. In the light of the more formal discussion
in what follows, the reader will appreciate that some of these terms are clearly misleading (elastic, holonomic or fully constrained), and, in any case, so many names for such
simple concepts is detrimental for the understanding in the field. Even if the reader does
not like the choice advocated in this work, she should recognize that a unification of the
vocabulary is desirable.
The situation is further complicated by the fact that, when studying the Statistical Mechanics of constrained systems, as we will also see later in great detail, one can think
about two different models for calculating the equilibrium PDF. The names of these models often collide with the ones used for defining the type of constraints applied. On the
one hand, one can implement the constraints by the use of very steep potentials around the
constrained subspace; a model often called flexible [246, 247, 250, 303–306] (the worst
option because of vocabulary clashes), sometimes called soft [233, 307], and sometimes
stiff [233, 240, 248, 308–311] (as we advocate in this work). On the other hand, one
can assume D’Alembert’s principle [249, 312] and hypothesize that the forces are just the
ones needed for the system to never leave the constrained subspace during its dynamical
evolution; a model normally called rigid [240, 246, 247, 250, 303–306, 308–311, 313],
as we do here, but sometimes also hard [233, 241, 307], which is a bad choice in terms
of clashes. This interference between the two families of wording is entirely unjustified,
since, as we will see later, the two types of constraints and the two types of Statistical
Mechanics models can be independently combined; one can have either the stiff or the
rigid model, with either flexible or hard constraints.
As we briefly mentioned in sec. 7.2.1, the most general case from the mathematical
point of view is indeed that of flexible constraints, where the functions f in (7.9) are
not constant numbers, and it is also the case that arises more naturally from physical
considerations.
Indeed, one way of justifying a given constrained model is by comparing it to the
original, unconstrained one. This choice of the reference is not the only possible one; it
is also legitimate to compare the constrained models introduced in this work directly to
experimental results, or to more fundamental theoretical descriptions such as those based
on Quantum Mechanics. However, we (and many others [243–245, 284, 293, 294, 301,
301, 303, 305, 306, 313–319]) have preferred to use the classical unconstrained model
as a reference to be able to assess the influence of the imposition of constraints in an
incremental way consisting of a series of controlled steps. Although some works have advocated the point of view that the proper justification of constrained models should come
from a quantum mechanical treatment [242, 250, 286, 290, 291, 308, 311, 320–322], and
the comparison to experiment [322] or to Quantum Mechanics is indeed more relevant in
terms of the absolute accuracy of the constrained models, the approximations connecting
the former to the latter are many, thus obscuring the influence of each individual step.
In particular, it is worth mentioning refs. [246, 250, 308, 323] for a clear exposition of
the many arguments that appear when the comparison is of this second, more convoluted
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class. This is much so that we can find works in the literature that, based on quantum
mechanical arguments, favour the classical stiff model against the rigid one [250], or vice
versa [242]. Before these discrepancies can be solved and a reference classical model can
be rigorously derived from Quantum Mechanics (see refs. [246, 248, 324–331] and also
the review by Álvarez-Estrada and Calvo in this special issue [332] for the most advanced
attempts to do so), we will consider the unconstrained dynamics as a more or less ‘safe
harbor’, and as the reference to which assess the classical constrained models discussed
in this work. It is also worth remarking that, in doing so, we are also sidestepping the
question about the accuracy of the potential energy itself (since we compare to the unconstrained dynamics given by the same potential). Although this is an important issue
affecting the absolute accuracy of the results, and it is very likely that classical Force
Fields are not enough to describe some phenomena, e.g., those involving charge transfer
[270], we can consider the two sources of error separately and analyze each one of them
at a time.
In this spirit, we may think that the fact that allows us to treat some coordinates as
constrained and some others as unconstrained is that the former need more energy to be
separated from their minimum-energy values than the latter, and thus this separation is
more unlikely to occur. In principle, these minimum-energy values as well as the energy
cost needed to separate the system from them can be defined both including the momenta
or excluding them, and this can be done either at the dynamical or at the Statistical Mechanics level.
In this work, we are mainly concerned with the equilibrium properties of constrained
models and we point the reader interested in dynamical considerations to [245, 246, 283,
284, 301, 303, 306, 310, 324, 333–335], as well to refs. [275, 336–338] in this same
special issue. In brief, we want to remark that the approach followed in this work is in
general simpler and it is subject to less uncertainties than dynamical analyses, but, on
the other hand, its application must be circumscribed to the computation of equilibrium
averages.
In equilibrium Statistical Mechanics, all the information is contained in the different
partition functions [such as (7.22)] and PDFs [such as (7.23)], and all observable quantities are calculated through integrals, such as (7.24). Therefore, it is most natural to look
for the regions in which the quantity under the integral sign is non-negligible, and define
our constrained subspace exactly as those regions. Assuming that the observables O(q, p),
O(q) are smooth enough functions of their arguments, the constrained subspace so defined
corresponds to the values of the constrained coordinates that maximize the corresponding
PDFs for every value of the rest of variables. Once this information is used to define
the constrained subspace [i.e., to answer question (b)], the issue about how to sample the
conformations of the system to produce the appropriate equilibrium PDF becomes an algorithmic one (we can use Monte Carlo techniques, MD, etc.). If the algorithm used to
do the sampling is, as it is often the case, a dynamical one, then nothing in the discussed
approach guarantees that the trajectories obtained are similar in any way to those of the
unconstrained system. The only thing that we can be sure of is that the equilibrium averages will be indeed consistent with the approximations involved in the definition of the
constrained subspace as that of maximum probability.
In this framework, we have several options to define the most probable values of the
constrained coordinates d, i.e., the functions f in eq. (7.7) or (7.9): The most immediate
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one is to look at the equilibrium PDF of the unconstrained system in eq. (7.23), before
having eliminated the momenta from the description. The values that maximize this PDF
are those that minimize the unconstrained Hamiltonian for each value of the rest of the
coordinates, u, and all the momenta, p. This can be formally accounted for by stating that
the functions f take the values that make H(u, d, p) a local minimum for each fixed u and
p, i.e.,
H(u, f, p) ≤ H(u, d, p) , ∀d ∈ D( f ) ,
(7.34)
where D( f ) is a suitable open set in RL containing the point f , and therefore the functions
f must satisfy
∂H
(u, f, p) = 0 , I = K + 1, . . . , N ,
(7.35)
∂d I
with the corresponding Hessian,
∂2 H
(u, f, p) ,
∂d I ∂d J

(7.36)

being a positive definite L × L matrix.
Now, since the left-hand side of eq. (7.35) is precisely minus the right-hand side of the
Hamilton equation in eq. (7.21b) for the time derivative ṗI of the canonical momentum
associated to d I , we have that this kind of constraint is equivalent to asking that
ṗI = 0

⇒

pI (t) = pI (t0 ) ,

∀t .

(7.37)

Using the definition of the momenta in eq. (7.20), this condition can be seen to define
the following non-holonomic constraint involving the velocities:
G Iµ (q)q̇µ = C I ,

(7.38)

being C I a constant number dependent on the initial conditions. In fact, if we look at
the implicit definition of the functions f in eq. (7.34) or (7.35), we see that they must
depend on the momenta, i.e., they are f (u, p) and not f (u), which already clashes with the
holonomic scheme introduced in sec. 7.2.1.
Although some interpretation problems are associated to non-holonomic constraints
[339], and they are known to not accept in general a closed Hamiltonian formalism [340–
342], they are perfectly valid in the algorithmic sense discussed before (i.e., as a tool to
define the integration region in which the integrated quantity is non-negligible in equilibrium Statistical Mechanics). In fact, when their form is linear in the velocities, as it is
the case of eq. (7.38), the corresponding equations of motion obtained from D’Alembert’s
principle are very simple [340–342], and, even if they cannot be expressed as the Hamilton equations of a given Hamiltonian function, it has been shown that their equilibrium
distribution can be nevertheless computed [343]. In [242], for example, this type of flexible constraints are used to build a practical algorithm that is shown to be time-reversible
and to present good energy conservation properties, whereas it is not symplectic; as expected from the non-Hamiltonian character of the dynamics. However, it remains to be
proved, maybe using the techniques in [343], what is the equilibrium PDF produced by
this dynamics. Since in this work we are interested in the Statistical Mechanics of constrained models, we prefer not to deal with this case related to the minimization of H(q, p)
until these fundamental problems are solved.
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A different option to define the constrained subspace appears if we consider the frequent case of momenta-independent observables O(q). In this situation, as we discussed
before, the momenta can be ‘integrated out’ from the description, and equilibrium averages are computed as in eq. (7.30), using the marginal PDF defined in eq. (7.28). Following the same ideas that we applied in the momenta-dependent case, we see that the
region of position space in which the integrated object in eq. (7.30) will be non-negligible
is the one in which the equilibrium PDF is maximal; or, equivalently, that in which the
quantity F(u, d) := V(s, d) − T S k (u, d) defined in eq. (7.29) is made a local minimum for
each value of the unconstrained coordinates u, i.e., we ask the functions f that define the
constrained subspace to satisfy


F u, f (u) ≤ F(u, d) , ∀d ∈ D f (u) ,
(7.39)

where D f (u) is again a suitable open set in RL containing the point f (u), and therefore
we have that



∂V
∂S k
∂F
u,
f
(u)
:=
s,
f
(u)
−
T
u, f (u) = 0 ,
I
I
I
∂d
∂d
∂d
with the corresponding Hessian,

I = K + 1, . . . , N ,

(7.40)


∂2 F
u,
f
(u)
,
(7.41)
∂d I ∂d J
being a positive definite L × L matrix.
In contrast with the previous definition, this one (which has never been used in the literature as far as we are aware) does produce constraints that are holonomic, i.e., the functions f that are now implicitly defined by the equations above depend only on positionlike degrees of freedom (the unconstrained coordinates u), and the constrained subspace
is now defined by the holonomic relations in eq. (7.7). Assuming D’Alembert’s principle,
these constraints produce a dynamics which is Hamiltonian, which is therefore amenable
to symplectic integration methods, and whose equilibrium PDF can be easily computed
using the same standard ideas that we develop in sec. 7.2.4.
In this work, however, for the sake of simplicity, we choose to define the flexible
constrained subspace in a third, different way which is nevertheless related to both of the
definitions just discussed. Simply stated, the function of the positions whose minimum
we use to implicitly define the value f of the constrained coordinates d is neither the
Hamiltonian H(q, p) nor the free energy F(q), but the potential energy V(w), i.e., we ask
that, for each fixed value s of the unconstrained coordinates,


V s, f (s) ≤ V(s, d) , ∀d ∈ D f (s) ,
(7.42)

where D f (s) is a suitable open set in RL containing the point f (s), and we have that

∂V
s, f (s) = 0 ,
I
∂d
with the corresponding Hessian,
HIΣJ (s) :=

I = K + 1, . . . , N ,


∂2 V
s, f (s) ,
I
J
∂d ∂d

being a positive definite L × L matrix.
Some points about this last definition are worth remarking before we move on:

(7.43)

(7.44)
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é This choice, which is also used in refs. [243, 245, 246, 284, 290, 301, 308, 310, 311,
316, 317] and in all of the previous works by our group in this topic [3, 240, 255],
can immediately be seen to come from either of the two previous definitions if
some terms are neglected. In the momenta-dependent case, we need to neglect the
derivative of the kinetic energy with respect to the constrained coordinates d in
eq. (7.35) to arrive to eq. (7.43); in the case in which the constraints are defined by
minimizing the free energy F(q), the derivative of S k (q) in eq. (7.40) needs to be
neglected to obtain the condition in eq. (7.43). Using that, for any N × N matrix
A(x) dependent on a parameter x [289],
!
∂ det A
−1 ∂A
= det A · tr A
,
(7.45)
∂x
∂x
and also that, trivially,
A A=I
−1

⇒





tr A A = N
−1

⇒

!
!
∂A−1
−1 ∂A
tr
A + tr A
=0,
∂x
∂x

(7.46)

the reader can check that the mentioned condition on the kinetic energy implies the
one on S k (q) (as expected), but the reverse does not hold in general.
é As we will show in the following sections, if suitable internal coordinates are used
[92], the expression of det G(q) as a function of the coordinates is actually very
simple. Therefore, not only all the basic ideas in this work are applicable both to
the definition of constraints using F(q) and the one using V(w), but it is also rather
straightforward, technically speaking, to add the term associated to the minimization of S k (q) to the mix. We plan to do this in future works.
é Since, as we mentioned, the potential energy function of molecular systems in the
absence of external fields does not depend on the external coordinates, the constrained values f defined in this last case do not depend on the whole set of unconstrained coordinates u, but only on the internal ones s; and the relevant constrained
subspace is not K but Σ (see sec. 7.2.1).
é For this last case, but also for the previous two, there are at least two reasons why
the definition based on a local minima is more convenient that a possible definition
based on a global one (such as the one we erroneously advocated in a previous work
by some of us [240]): First, the problem of global minimization is a difficult one;
for general functions it is known to be NP complete [344, 345], and therefore, even
if we wished for some reason to define the constrained subspace as the place where
some function attains its global minimum, there is no guarantee that we will find
the practical means to compute it. Secondly, such a definition would very likely
cause unphysical effects: Imagine for the sake of simplicity that we have a system
with two position-like degrees of freedom, denoted by (x, y), and their respective
momenta. If we identify the coordinate y as ‘stiff’ and want to constraint it to its
global minimum-energy value for each value of the unconstrained coordinate x,
we could face the situation schematically depicted in fig. 7.1. In such a case, as
we smoothly progress along the coordinate x, we can see that the global minimum
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Figure 7.1: Schematic depiction of an unphysical flip resulting from the use of the global
minimum criterium for defining the constrained subspace. Three sections of the potential
energy surface are shown at three different values of x. At xA , the minimum 1 is the global
one, whereas, at xC , it is 2. At xB , the potential energy of 1 and 2 are the same, and the
global minimum criterium becomes ambiguous.

definition might become ambiguous at some value x = xB and then the system can
instantaneously change the value of its coordinate y to one which is close in energy
to the previous one but far away in conformational space. The flip is unphysical
simply because, if the barrier separating the minima is high enough (something we
shall need in order to consider y stiff), then it will be a very unlikely event that an
unconstrained trajectory actually performs the flip, and even if it does, it will not
do it instantly (and with a discontinuity in the constrained coordinates) as in the
flawed constrained approximation based on global minimization. This situation is
not academic but actually very common when we have different molecular isomers,
such as the cis and trans forms of the peptide bond in proteins [259].
Using the definition based on the minimization of V(w) from now on, we can now
relate the possible answers to question (a) in sec. 7.2.3 to the ideas introduced in this
section: Following the reasoning that has led us to this point and which is behind the
definition of the constrained subspace, a selected set of constrained coordinates, d, will
be a priori a good choice [i.e., a good answer to (a)] if, for ‘small’ variations ∆d in d, it


happens that V s, f (s) + ∆d − V s, f (s)  RT . If this is so, the statistical weight, which

is proportional to exp −V(s, d)/RT , will become negligibly small as soon as we separate
from the constrained subspace Σ by any relevant amount. Albeit intuitively appealing (so
much that we ourselves argued in this line in a previous work [240]), we will leave this
argument at this point remarking that the scary quotes around ‘small’ actually hide real
definition problems, as anyone can easily see if she considers that, to begin with, some
internal coordinates have length units and some others are angles. We are at the moment
pursuing a more mathematically involved and more rigorous definition of the properties
that a proper ‘stiff’ constrained coordinate must have, but notice that this only affects
the quantitative details pertaining what do we mean when we write ‘small’; the basic,
intuitive idea that the constrained coordinates are difficult to change because of energetic
reasons is still valid.
Of course, the answer to question (b) discussed in this section, i.e., whether or not (or
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how much) the equilibrium values f (s) of the constrained coordinates depend on the point
in Σ given by s, is also determined (by definition) by the nature of the potential energy
used to model the system. Using Quantum Mechanics-based potentials, it has already
been proved in small peptides that, for a given choice of constrained coordinates, their
equilibrium values do depend on the conformation s significantly [240, 346–348]. In this
work, we will show en passant, as some previous works have already done [242, 243,
284, 293, 349], that the functions f (s) also depend on s in the case of the much simpler
classical Force Fields [99, 115, 251–254] typically used for MD of proteins and nucleic
acids. This is hardly surprising if we think that the Force Fields potential energy function
typically has the following form:
N

N

θ
l
1X
1X
0 2
t
lr
Klα (lα − lα ) +
Kθα (θα − θα0 )2 + VFF
(φα ) + VFF
(w) ,
VFF (w) :=
2 α=1
2 α=1

(7.47)

where lα are bond lengths, θα are bond angles, and φα are dihedral angles. The integer Nl
is the number of bond lengths, Nθ the number of bond angles, and the quantities Klα , Kθα ,
t
lα0 and θα0 are constant numbers. The term denoted by VFF
(φα ) is a commonly included
lr
torsional potential that depends only on the dihedral angles φα 60 . On the other hand, VFF
normally comprises long-range interactions such as Coulomb or van der Waals, which
involve O(n2 ) terms related to all possible atom pairs, each one of them depending on the
difference of the atomic positions ~rα − ~rβ .
It is precisely this last dependence the one that couples all internal coordinates with
one another, the one that makes Force Fields non-trivial, and the one that makes the
minimum-energy values of, say, bond lengths and bond angles, not the constant numbers
lα0 and θα0 in the Force Field but some s-dependent quantities.
Although it becomes clear that the most natural way of thinking about the physical origin of constraints presented in this section suggests that they must be (at least in
some degree) flexible, i.e., that the functions f (s) in eq. (7.9) must indeed depend on the
unconstrained internal coordinates s, the most common approach (by far) in the computational Chemistry literature [233, 237, 250, 293, 294, 296–298, 303–307, 309, 313–
315, 318, 319, 350–360] has been to consider them as constants, or hard; existing a few
works, most of them recent, dealing with the flexible case [241–244, 284, 299, 301, 361],
including some previous works by us [3, 240, 255] (although it is worth remarking that
the basic idea and the fact that it comes more naturally from physical considerations had
been mentioned as early as 1969 by Gō and Scheraga [290]). This is partly attributable
to numerical convenience but it also might be related to the great influence that classical
Force Fields have had in the area. Indeed, if we take a look at the generic expression in
eq. (7.47) of such an energy function, we see that the quantities, say, lα0 and θα0 , appearing in the harmonic energy terms associated to bond lengths and bond angles, are readily
available to be elected as the candidate constant numbers to which equate this coordinates should we want to consider them as ‘stiff’ and constrain them; even if they are not,
as mentioned, the actual minimum-energy values of the bond lengths and bond angles in
any given conformation of the molecule. If, instead of a Force Field, we consider a less
60

t
The terms in VFF
(φα ) associated to ‘soft’ dihedrals, such as the Ramachandran angles in proteins, are
typically trigonometric functions; whereas those associated to ‘stiff’ dihedrals, such as the peptide-bond
dihedral angle ω, are typically harmonic.
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explicit energy function, such as the one produced by the ground-state Born-Oppenheimer
approximation for the electrons in quantum Chemistry [50, 362], then no candidate number appears before our eyes as the constants to be used in the constrained model, and the
flexible way of proceeding is even more natural.
A different but related misconception, probably also stemming from the prevalence of
Force Fields in the literature about constraints, is the idea that the steeper the potential
energy function is when the system leaves the constrained subspace, the better approximation the hard one becomes [246, 250]. This is indeed true if the potential has a form
such as the one in eq. (7.47), because, as the ‘spring-constants’ Klα and Kθα get larger
and larger, the associated harmonic terms overcome the long-range interactions, which
were, as we argued, the ones responsible for the minimum-energy values of bond lengths
and bond angles not being the constant numbers lα0 and θα0 but conformation-dependent
quantities. However, this particular form of the potential energy function is not the only
possible choice, and one could perfectly argue that harmonic terms such as the following
ones, which contradict the previously stated argument,
N

N

θ
l
2 1 X
2
1X
Klα lα − lα0 (s) +
Kθα θα − θα0 (s)
2 α=1
2 α=1

(7.48)

may model the actual Physics of the system more accurately in some cases. Indeed, using
this kind of functional form, we can have infinitely steep potentials around the constrained
subspace at the same time that the minimum-energy values of the constrained coordinates
do depend on s.
In sec. 7.2.5 more information is provided about the use of particular energy functions
in the literature and its influence on the flexible vs. hard issue, as well as on other approximations. We also point the reader to the discussion about the choice of coordinates
in sec. 7.2.4, which is very much related to the issue of the form of the potential energy
function in the vicinity of the constrained subspace. Finally, in sec. 7.3, we analyze the
difference between flexible and hard constraints in a simple methanol molecule, and some
works are mentioned in which this same comparison has been performed in other practical
cases.

7.2.4

Statistical Mechanics models

Rigid model with flexible constraints
The reasoning based on energetic considerations in the previous section justifies to substitute the fact that the system is more likely to evolve close to a given region of its internal
space, namely, the internal constrained subspace Σ, by the approximation that it evolves
only in that region.
When imposing constraints on a physical system to enforce this approximation, it is
very common (specially in the theoretical Physics literature [249, 287] but also in computational Chemistry works [107, 233]) to assume not only that the constraints are exactly
fulfilled at any given time, but also that D’Alembert’s principle holds, i.e., that the force
of constraint does no work (it is entirely orthogonal to the constrained subspace Σ). It can
be shown that, assuming these hypotheses, the dynamics of the system, described now in
terms of the unconstrained coordinates u (i.e., the external ones, e, plus the unconstrained
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internal ones, s) is the solution of the Hamilton equations associated to the following rigid
Hamiltonian [312]:
1
(7.49)
Hr (u, η) := ηr grs (u)η s + VΣ (s) ,
2
where the restriction VΣ (s) of the potential energy V(w) to the constrained subspace Σ is
defined as

VΣ (s) := V s, f (s) ,
(7.50)
being the functions f (s) the ones that define the constraints in eq. (7.9) and whose origin
has been discussed in the previous section. Of course, in the most general case, these
functions do depend on s and we are therefore working in the flexible setting.
Inserting these constraints into the kinetic energy in the unconstrained Lagrangian in
eq. (7.17), as well as their time derivatives,
ḋ I =

∂ f I (s) i
ṡ ,
∂si

(7.51)

we obtain the rigid kinetic energy:
1
Kr (u, u̇) := u̇r grs (u)u̇ s ,
2

(7.52)

where grs (u) is the induced mass-metric tensor (or pull-back), given by
grs (u) := GK
rs (u) +

∂ f J (u) ∂ f I (u) K ∂ f J (u)
∂ f I (u) K
K
G
(u)
+
G
(u)
+
G I J (u)
,
Is
rJ
∂ur
∂u s
∂ur
∂u s

(7.53)

being GK
µν (u) simply the restriction of the whole-space MMT in eq. (7.18) to the constrained subspace K = E × Σ, i.e.,

GK
µν (u) := G µν e, s, f (s) .

(7.54)

Now eqs. (7.50) and (7.52) allows us to construct the rigid Lagrangian,
1
Lr (u, u̇) := u̇r grs (u)u̇ s − VΣ (s) ,
2

(7.55)

which finally produces the rigid Hamiltonian in eq. (7.49) via the usual Legendre transform, defining the canonical conjugate momenta as
ηr :=

∂Lr
= grs (u)u̇ s .
r
∂u̇

(7.56)

The constant-energy dynamics produced by the rigid Hamiltonian in eq. (7.49) (via the
corresponding Hamilton equations) can be implemented in a computer using, for example,
the algorithms described in refs. [241–243]. If constant-temperature dynamics needs to
be performed in this setting, one can use any of the methods available for hard rigid
simulations [237, 298, 307, 363], probably after some small adaptation to the flexible
case [242, 364]. See also refs. [337, 338, 365] in this special issue for more information
about constrained simulations in ensembles other than the microcanonical one.
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With regard to the associated equilibrium Statistical Mechanics, and making the same
considerations we made for the unconstrained case in sec. 7.2.2, we can write the corresponding rigid partition function in the canonical ensemble as
Z
αQM
e−βHr (u,η) dudη .
(7.57)
Zr = K
h
Hence, the equilibrium PDF is given by
Pr (u, η) = R

e−βHr (u,η)
e−βHr (u 0 ,η 0 ) du 0 dη 0

,

(7.58)

which has the analogous meaning as the one attributed to eq. (7.23) in sec. 7.2.2, being
the equilibrium average of any observable O(u, η):
Z
hOir =
O(u, η)Pr (u, η)dudη .
(7.59)
Again, if we are interested in observables that are dependent only on the positions u,
we can use eq. (7.25) to integrate out the momenta in eq. (7.57), yielding
Z
R
Zr = χr (T ) e−β[VΣ (s)−T 2 ln det g(u)] du ,
(7.60)
where
2π
χr (T ) :=
β

!K/2

αQM
.
hK

(7.61)

If we perform the same integration in the joint PDF in eq. (7.58), the factor χr (T )
cancels out and we arrive to the marginal equilibrium PDF in the space of the positions
u:
R
e−β[VΣ (s)−T 2 ln det g(u)]
,
(7.62)
Pr (u) = R
R
0
0
e−β[VΣ (s )−T 2 ln det g(u )] du 0
being the equilibrium average of any momenta-independent observable O(u)
Z
hOir =
O(u)Pr (u)du .

(7.63)

The same invariance of the potential energy of molecular systems with respect to the
external coordinates, e, that we used in sec. 7.2.2 to integrate these degrees of freedom
out is here applicable as well, and this is why we have written VΣ (s) and not VK (u) in all
the previous expressions. The induced MMT g(u) in eq. (7.53) on the other hand, and in
particular its determinant in eqs. (7.60) and (7.62), does depend on the external coordinates. As in sec. 7.2.2, one can always formally integrate over the external coordinates
in order to get to the corresponding marginal PDF in Σ, i.e., depending only on the unconstrained internal coordinates s. However, until recent, it was not clear if this process
could be performed analytically for general flexible constraints, thus yielding manageable
final expressions. In a previous work [255], we settled the issue proving that this is in fact
possible and providing the exact analytical expressions to be used for the marginal PDF
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in Σ (this case with constraints is much more involved that the unconstrained one mentioned in sec. 7.2.2, which had been proved long ago by Gō and Scheraga using a different
development [250]).
We showed that the determinant of the reduced MMT g(u) can be written as follows:
det g(u) = sin2 θ det g 0 (s) ,

(7.64)

where θ is one of the external Euler angles and the externals-independent matrix g 0 (s) is
given by


(3)
 I


 vT (R 0 )
α

X 
g 0 (s) =
mα 
..

.
α

 ∂R0αT

 ∂si

..
.

v(Rα0 )
J(Rα0 )
..
.
∂Rα0
× Rα0
∂si
..
.

!T


∂Rα0

···
· · · 
j

∂s

0
∂Rα

0
···
×
R
·
·
·
α

∂s j

 ,
..

.


0T
0
∂Rα ∂Rα
···
· · · 
∂si ∂s j


..
.

(7.65)

where I(3) is the 3 × 3 identity matrix, and the matrices v and J are defined as


 0
−Zα0 Yα0 


0
−Xα0  ,
v(Rα0 ) :=  Zα0


−Yα0 Xα0
0
and

 02
 Yα + Z0α2 −Xα0 Yα0
−Xα0 Zα0

0
0
0
02
02
−Yα0 Zα0
J(Rα ) :=  −Xα Yα Xα + Zα

−Xα0 Zα0
−Yα0 Zα0 X0α2 + Yα0 2

(7.66)




 ,

(7.67)

respectively, being Xα0 , Yα0 and Zα0 the three Euclidean components of Rα0 (see sec. 7.2.1
for a precise definition of these quantities).
This result allows to factorize the exponential in eqs. (7.60) and (7.62), and to perform
a second integration to get rid of the uninteresting external coordinates e, thus arriving to
the marginal equilibrium PDF in the space parameterized by the unconstrained internal
coordinates s, i.e., Σ:
e−βFr (s)
,
(7.68)
Pr (s) = R
e−βFr (s 0 ) ds 0
where we have defined
Fr (s) := VΣ (s) − T S rk (s) ,
R
S rk (s) := ln det g 0 (s) .
2

(7.69a)
(7.69b)

Again, the notation in the equations above is intentional, and we regard Fr (s) as a free
or effective energy, and S rk (s) as a sort of a kinetic entropy.
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Using Pr (s) above, the equilibrium average of any observable O(s) that depends only
on s can be calculated as
Z
hOir =
O(s)Pr (s)ds .
(7.70)
Finally, let us remark that the derivation in this section is equivalent to the ones in
refs. [235, 298, 301, 308, 310, 311, 316, 317, 355, 357], being the only difference that,
in those works, different generalized coordinates q̃ are chosen in such a way that the
constraint functions in eq. (7.8),
σI (w) := d I − f I (s) ,

I = K + 1, . . . , N ,

(7.71)

are among them. Therefore, in these new coordinates q̃, the constraints and their time
derivatives are not expressed as in eqs. (7.9) and (7.51), but simply as
d̃ I = 0 ,
d̃˙I = 0 ,

I = K + 1, . . . , N ,

(7.72a)

I = K + 1, . . . , N .

(7.72b)

Despite the earned simplifications that this choice brings, we have preferred to use
coordinates which do not include the functions σ among them because typical internal
coordinates used in molecular simulations in fact do not include these functions [92], and
therefore we can more easily relate to the chemically intuitive quantities represented by
them (bond lengths, bond angles, etc.) in the formalism. However, since many works use
the modified coordinates q̃, we will make a stop now and then to mention how this choice
affects the final expressions and conclusions in this work.
The transformation to the new coordinates is actually very simple:
ũr = Ũ r (q) := ur ,

r = 1, . . . , K ,

d̃ = D̃ (q) := d − f (s) ,
I

I

I

I

I = K + 1, . . . , N ,

(7.73a)
(7.73b)

and so it is its inverse:
ur = U r (q̃) := ũr ,

r = 1, . . . , K ,

d = D (q̃) := d̃ + f ( s̃) ,
I

I

I

I

I = K + 1, . . . , N .

(7.74a)
(7.74b)

We will see in what follows that the fact that this transformation affects only the definition of the constrained coordinates, d, produces remarkable properties and very simple
rules for most of the transformed objects.
This can already be seen in the structure of the Jacobian matrix:


0
 1



.
.


.
0


!  0

1
µ

∂Q (q̃)


µ
.
..
= 
(Jν ) :=
 ,
1
0
ν
∂q̃


I


∂ f ( s̃)
..
.
 · · ·

·
·
·


∂ s̃i


..
.
0
1

(7.75)
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and its inverse:

0
 1

.
..

0

!
 0
1
∂Q̃µ (q)

−1 µ 
.
..
(J )ν :=
= 
1
0
∂qν

∂ f I (s)
..

.
···
 · · · −
∂si

..
.
0
1








 ,






(7.76)

both of which have unit determinant: det J = det J −1 = 1.
It is also worth mentioning that, if the constraints are defined as hard (see the next
section), then the σ functions in eq. (7.71) become
σI (w) := d I − d0I ,

I = K + 1, . . . , N ,

(7.77)

being d0I constant numbers, and in such a case the simplicity of the change of coordinates
is even higher, being the Jacobian and its inverse in the expressions above both exactly
equal to the identity matrix.
In any case, either if the generalized velocities are related as in eq. (7.51) or if they
are zero as in eq. (7.72b) and in refs. [235, 298, 301, 308, 310, 311, 316, 317, 355, 357],
it is convenient to bear in mind that momenta and velocities are only proportional when
the matrix in the kinetic energy is diagonal (e.g., in Euclidean coordinates ), and the
statement sometimes found in the literature [246, 302, 305, 313, 355, 359, 360] about the
cancelation of the momenta associated to the constrained coordinates is wrong in general.
Regarding the calculations in this section, the use of the modified coordinates q̃ leads
to a simpler expression for the induced MMT in eq. (7.53):
g̃rs (ũ) = G̃K
rs (ũ) ,

(7.78)

i.e., it is simply the unconstrained-unconstrained block of the whole-space MMT G̃ evaluated in the constrained subspace (see sec. 7.2.5 for the implications of this in the calculation of Fixman’s potential).
Moreover, if we use eq. (7.109) for the transformation of the whole-space MMT G̃
together with the change of coordinates in eq. (7.74), we can prove that
g̃rs (ũ) = G̃K
rs (ũ) := G̃ rs (ũ, 0)

∂ f J (ũ)
 ∂ f I (ũ)
G
Q(ũ,
0)
+
G
Q(ũ,
0)
= Grs Q(ũ, 0) +
I
s
rJ
∂ũr
∂ũ s
I
J
∂ f (ũ)
∂ f (ũ)
+
G
Q(ũ,
0)
I
J
∂ũr
∂ũ s
I

∂ f J (ũ)
 ∂ f (ũ)
= Grs ũ, f (ũ) +
G
ũ,
f
(ũ)
+
G
ũ,
f
(ũ)
I
s
rJ
∂ũr
∂ũ s
I
J
∂ f (ũ)
∂ f (ũ)
+
G
ũ,
f
(ũ)
= grs (ũ) ,
I
J
∂ũr
∂ũ s

(7.79)

i.e., the induced MMT is not modified upon the change of coordinates from q to q̃; it is
the same as the original one component-wise.
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This directly implies that the calculations associated to the factorization and elimination of the external coordinates in ref. [255], which led us to expressions (7.64), (7.65),
and related quantities, still apply in the new modified coordinates. The only change to be
done is to place a ‘tilde’ over the appropriate symbols.
Rigid model with hard constraints
As already mentioned, the most common constrained dynamics considered in the literature is not the rigid one with flexible constraints described in the previous section, but the
one with hard constraints. This option, which is numerically simpler, and which can be
accurate enough for certain applications, is described in the following paragraphs.
The key difference between the two models is that, in the hard case, the constrained
coordinates d are not equal to some functions f (s) of the unconstrained internal coordinates, as expressed in eq. (7.9), but to some constant numbers d0 :
d I = d0I ,

I = K + 1, . . . , N .

(7.80)

This makes all partial derivatives in eqs. (7.51) and (7.53) zero, and converts the induced MMT g(u) simply in the unconstrained-unconstrained sub-block of the restriction
to K of the whole-space MMT, i.e.,
ḡrs (u) = ḠK
rs (u) := G rs (e, s, d0 ) ,

(7.81)

where we have used an over-bar to denote hard objects. This fact has important implications regarding the Fixman’s compensating potential, introduced in sec. 7.2.5. Also
notice, that, contrarily to eq. (7.78), which only held in the flexible case if the modified
coordinates q̃ were used, we now have this property in the original molecular coordinates
q.
Another, more subtle consequence of the use of hard constraints affects the calculations of the partial derivatives ∂Rα0 /∂si , which are a key ingredient of the matrix g 0 (s) in
eq. (7.65). If we realize that the functions Rα0 (s) are implicitly defined in eq. (7.10) as
~ α0 s, f (s) ,
Rα0 (s) := R

(7.82)

the sought derivatives can be computed using
~ α0
~ α0
∂R
∂Rα0
 ∂R
∂ f I
(s)
=
s,
f
(s)
+
s,
f
(s)
(s) .
∂si
∂si
∂d I
∂si

(7.83)

In the flexible case, all terms in the sum are in principle non-zero, and the fact that the
derivatives ∂ f I /∂si must be typically found numerically requires the use of complicated
algorithms to obtain this quantities (see sec. 7.3 and chapter 6). In the hard case, on the
other hand, all these derivatives are zero and eq. (7.83) reduces to
~ α0
∂Rα0
∂R
(s)
=
(s, d0 ) ,
∂si
∂si

(7.84)

which contains only explicit derivatives which can typically be computed analytically.
The efficient calculation of the MMT, MMT determinants, and related quantities in refs. [303,
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306, 314, 315, 351, 354, 355], where they consider only hard constraints, is implicitly
based on this fact.
Apart from these (important) differences, the dynamics of the rigid model with hard
constraints is derived following the same steps we took in the previous section, and the
rigid Hamiltonian in eq. (7.49) is still applicable to this case as long as we compute the
induced MMT as indicated in eq. (7.81). This dynamics can be implemented in a computer
using many different algorithms (see refs. [237, 298, 307], and references therein; and
also [366] in this special issue), and, again, under the usual assumptions of ergodicity and
equal a priori probabilities, its Statistical Mechanics equilibrium can be described in a
formally identical way to the flexible case, via eqs. (7.68), (7.69a) and (7.69b).
Despite this formal identity, however, it has been shown that the flexible and hard dynamics produce different physical results (see refs. [242–244, 301, 367] and also sec. 7.3),
and indeed in sec. 7.2.3 we built a strong case for considering the latter as an approximation of the former. In sec. 7.3, we will additionally illustrate how this difference in the
dynamics produce measurable discrepancies at the level of equilibrium Statistical Mechanics in a methanol molecule.
Stiff model with flexible constraints
In the previous two sections, we discussed the dynamics as well as the canonical equilibrium of the so-called rigid model, in which not only the constraints are assumed to hold
exactly but also D’Alembert’s principle, which hypothesizes that the components of the
forces of constraint tangent to the constrained subspace Σ are zero [249, 312].
Nevertheless, if we accept the unconstrained dynamics as the reference against which
to assess the accuracy of any approximate model (see the discussion supporting this choice
in sec. 7.2.3), we must realize that, if the system is in contact with a thermal bath at
temperature T , even if there exist strong forces that drive it to the constrained subspace
Σ, there also exist random fluctuations that will inevitably take the system away from this
region. Moreover, even in the case in which we can assume that the potential energy
outside Σ tends to infinity (a case in which the constraints hold exactly by simple energy
conservation arguments [368]), it can be proved that the force on Σ resulting from this
limit procedure not only consists of the orthogonal component needed to keep the system
in the constrained subspace, but also of a non-zero tangent component that must be added
to the expected gradient of VΣ (s), i.e., D’Alembert’s principle, even in the infinitely steep
confining potential case, is not satisfied in general [248, 283, 312, 324, 334, 369].
These two in general violated assumptions confirm what we already suspected: that
the rigid dynamics and Statistical Mechanics equilibrium are just an approximation of the
real, unconstrained ones (even if we use the more physically sound flexible constraints).
Therefore, if the rigid dynamics is to be used in practical simulations in order to gain the
advantages discussed in sec. 9.1, it becomes necessary to assess how much error these
approximations introduce.
Of course, in order to compare the rigid Statistical Mechanics equilibrium PDF Pr (s)
in eq. (7.68) to the unconstrained one in P(w) in eq. (7.32) (or the free energies in their
respective exponents), we should arrive to some objects that are defined on the same
space, being the most natural candidates Pr (s) itself and the marginal unconstrained PDF
in the space, Σ, spanned by the unconstrained internal coordinates s. This last function is
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obtained through the integration of the constrained coordinates d as usual:
Z
P(s) :=
P(w)dd .

(7.85)

However, in the general case this is only formal, i.e., for a general potential V(w) and
general curvilinear coordinates q, this integral cannot be calculated analytically. One of
the available options is to compute it numerically, with the help of methods for calculating
free energy differences [235, 276, 277, 370, 371]. In this work, on the other hand, we have
chosen to develop a statistical mechanics model, termed stiff, whose effective free energy
in Σ can be analytically obtained and compared to the rigid one in a more direct and
insightful way than the result of numerically performing the integral in eq. (7.85), at the
same time that it could be considered an approximation to the unconstrained equilibrium
containing weaker assumptions than the rigid one. Contrarily to the rigid model, the stiff
one does account for the statistical weights of the conformations close to (but out of) Σ,
at the same time that it allows for the existence of velocities that are orthogonal to the
constrained subspace. Also, in the derivation of the stiff model, D’Alembert’s principle
is never invoked. These arguments, together with the knowledge of the controlled steps
that take us from the unconstrained case to the stiff model, suggest that one could expect
the stiff equilibrium to be closer to the unconstrained one than the rigid equilibrium not
only conceptually but also in quantitative terms. Although in this chapter we will assume
this to be true and the stiff model will be used as the reference against which to assess
the accuracy of any constrained model, numerical confirmation will be pursued in future
works.
The first step in the derivation of the stiff model consists of Taylor expanding the
potential energy V(s, d) at a fixed point s, in terms of the constrained coordinates d, around
the point d = f (s):
#
"
 I


∂V
I
s,
f
(s)
d
−
f
(s)
(7.86)
V(s, d) = V s, f (s) +
∂d I
"
#
 I


3 
1 ∂2 V
+
s, f (s) d − f I (s) d J − f J (s) + O d − f (s) ,
I
J
2 ∂d ∂d

or, realizing that to evaluate in s, f (s) is to evaluate in the internal constrained subspace
Σ,

V(s, d) = VΣ (s) + ∂I VΣ (s) d I − f I (s)


3 
1 Σ
+
HI J (s) d I − f I (s) d J − f J (s) + O d − f (s) ,
2

(7.87)

where we have used the notation for the constrained Hessian in eq. (7.44), and we have
introduced the notation ∂I VΣ (s) for the gradient of V(w) restricted to Σ.
The same expansion can be performed on S k (w), yielding

S k (s, d) = S Σk (s) + ∂I S Σk (s) d I − f I (s)


3 
1 2 k
+
∂I J S Σ (s) d I − f I (s) d J − f J (s) + O d − f (s) ,
2

(7.88)
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and both of them can be introduced into the integral that appear in the definition of the
marginal PDF in eq. (7.85):
R
k
Z
e−β[V(w)−T S (w)] dd
P(s) :=
P(w)dd = R
.
(7.89)
0
k
0
e−β[V(w )−T S (w )] ds 0 dd 0
Note that expanding the term associated to the determinant of the whole-space MMT
det G in the marginal PDF in positions space is in principle more accurate that the procedure followed in refs. [233, 298, 308, 310, 311, 316–318, 355, 356, 372] or in our
own work in ref. [240], where the dependence of det G on the constrained coordinates
d is simply neglected, evaluating this determinant directly in d = f (s) and thus effectively truncating the expansion in eq. (7.88) at zero order (often implicitly). In fact, this
point and the inclusion of flexible constraints in the mix are the only issues that make the
formalism in this work more general than the ones in refs. [240, 308, 310, 311, 316, 317].
Now, if we assume that the constrained coordinates are indeed “stiff”, i.e., that, as


mentioned in sec. 7.2.3, for “small” variations ∆d in d, we have V s, f (s)+∆d −V s, f (s) 
RT , then the quantities under the integral signs, which are proportional to e−V(s,d)/RT , will
become negligibly small as soon as we separate from the constrained subspace Σ by any
relevant amount. Moreover, we also know that, close to Σ, the Taylor expansions in
eqs. (7.87) and (7.88) can be truncated at low order. Therefore, for each fixed value of
the unconstrained coordinates s, we can substitute the potential energy and the kinetic
entropy terms by their respective low-order Taylor expansions. Also note that this very
same argument can be used if we had chosen to define Σ through the minimization of F(q)
instead of V(w).
In principle, there is no reason to truncate at different orders the potential energy
V(s, d) and the kinetic entropy S k (s, d).
If we truncate both expansions at order zero, we simply have
R that the exponential
does not depend on the constrained coordinates, and the integral 1dd cancels out in the
numerator and the denominator of eq. (7.32), yielding the (0,0)-stiff PDF in Σ:
(0,0)

e−βFs

(s)

,

(7.90)

Fs(0,0) (s) := VΣ (s) − T S Σk (s) ,
R
S Σk (s) := ln det GΣ0 (s) ,
2

(7.91a)

Ps(0,0) (s)

=R

(0,0)

e−βFs

(s 0 ) ds 0

where we have defined

(7.91b)

being GΣ0 (s) the restriction to Σ of the matrix G 0 (w).
Although this Statistical Mechanics model is well-defined and may be certainly considered for some applications (in sec. 7.2.5 we mention a number of works in which it has
been implicitly used), two issues lead to try to improve it: On the one hand, the truncation
of the Taylor expansions at order zero means that we are only looking at points exactly on
Σ, and not “close” to it, which was one of the weaknesses, we argued, of the rigid model.
On the other hand, the function we are substituting V(s, d) with, i.e., VΣ (s), does not have
the important property of becoming very large when the constrained coordinates get away
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from Σ (because it does not depend on them!). The fact that we could
R obtain a finite PDF,
61
P(0,0)
(s),
is
attributable
to
the
cancellation
of
an
infinite
quantity
,
1dd, in the numerator
s
and the denominator. However, ifR we consider the partition function of the system after
k
performing the substitution, Z = e−β(VΣ (s)−T S Σ (s)) dsdd, we see that it is infinite, which is
certainly a warning and probably a problem.
If we truncate both expansions at the first order, and we assume that we are dealing
with flexible constraints defined by the functions f (s) taking the values of the constrained
coordinates that minimize the potential energy at point s, then the first derivatives ∂I VΣ (s)
are zero, and the leading order in the expansion of V(s, d) is again VΣ (s). Therefore,
for the (1,1)-stiff model, the exponent in the integral is proportional to VΣ (s) − T S Σk (s) −

T ∂I S Σk (s) d I − f I (s) , and, since the sign of the terms ∂I S Σk (s) can be anyone, there is no
reason for the integral on the constrained coordinates to be convergent. If we considered
the definition of Σ involving the minimization not of V(w) but of F(q), the situation is
slightly different but simple, since in this case ∂I VΣ (s) − T ∂I S Σk (s) = 0, and the (1,1)-stiff
model would be equivalent to the (0,0) one.
It becomes then clear that the second order terms must be included in the model if
we want to work with finite quantities. Truncating both expansions at second order, and
using eq. (7.25), we find the most general expression for the integral over the constrained
coordinates that will be considered in this work:
Z
h

exp − β VΣ − T S Σk + (∂I VΣ − T ∂I S Σk )(d I − f I )
i
1
+ (d I − f I )AI J (d J − f J ) dd
2
!L
i
hβ
1
2π 2
=
det− 2 A exp (∂I VΣ − T ∂I S Σk )AI J (∂ J VΣ − T ∂ J S Σk ) ,
β
2

(7.92)

where we have omitted the dependence on s, and we have defined
AI J := HIΣJ − T ∂2I J S Σk ,

(7.93)

in order to lighten the notation. We have also approximated the different ranges of integration of the constrained coordinates all by the (−∞, ∞) range (notice that bond lengths
range from 0 to ∞, bond angles from 0 to π, etc.). The reason why this is expected to be a
good approximation is the same that supports the rest of the calculations, namely, that the
integrated quantity is only non-negligible close to the constrained subspace Σ, where the
constrained coordinates are typically far away from the true integration limits.
Despite this formal result, one needs to notice that, for the above integral to exist, the
matrix A has to be positive definite. If we had chosen the definition of the constrained
subspace based on the minimization of F(q), this property would be satisfied, since A is
precisely the Hessian of F(q) at a minimum. In the case treated here, however, the positive
definiteness of A is not guaranteed. If we are in a minimum of the potential energy, the
constrained Hessian HIΣJ in eq. (7.44) is indeed positive definite, but the presence of the
term −T ∂2I J S Σk spoils this property, in general, for the matrix A. If such a thing happens,
or even if it is “close” to happening (for example, if the smallest eigenvalue of A becomes
61

At least if any bond length is included among the constrained coordinates, which is always the case in
practical applications.
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too close to zero), we must consider the possibility of moving to the model based on the
minimization of F(q).
Another issue that may cause the eigenvalues of the matrix A to be small and thus
render the stiff approximation questionable is that the coordinates we have selected as
constrained may actually be a bad choice. Indeed, if the statistical weights of the conformations do not become significantly small as we move away from Σ at second order in the
unconstrained free energy F(w) := V(w) − T S k (w), then we have little reasons to believe
that the situation might change if we include higher orders. Hence, although the (2,2)-stiff
model might not be a very good approximation at every point s, we should see the positive
definiteness of the matrix A in eq. (7.93) and the size of its eigenvalues as a consistency
check, and regard those points at which these conditions fail as points in which the (2,2)stiff model is a bad approximation of the unconstrained equilibrium, and the constrained
coordinates are probably not “stiff” enough. Although we have not found conformations
in which A (or H; see below) contains negative eigenvalues in the practical example in
sec. 7.3, this is probably so because of the small size of the molecule studied. For larger
systems, we have already seen some preliminary indications that these matrices might in
fact become not positive definite depending on the chosen constrained coordinates.
Now, using eq. (7.92) and recalling that the first derivatives of the potential energy
restricted to Σ are zero in the chosen model, we have that the (2,2)-stiff PDF in Σ is given
by
(2,2)
e−βFs (s)
(2,2)
,
(7.94)
Ps (s) = R
(2,2)
e−βFs (s 0 ) ds 0
with
Fs(2,2) (s) := VΣ (s) − T S Σk (s) − T S cA (s) −

T2
∂I S Σk (s)AI J (s)∂ J S Σk (s) ,
2

(7.95)

being AI J the entries of A−1 and
R
S cA (s) := − ln det A(s) ,
2

(7.96)

where the letter “c” in the new entropy stands for conformational, in reference to the fact
that it appears as the result of eliminating some positions, and not momenta, being reminiscent of the conformational or configurational entropies appearing in quasi-harmonic
analysis [318, 319, 373]. The only difference that we would find if we chose the definition
based on the minimization of F(q) is that the last term in eq. (7.95) would not appear. As
we mentioned, the (2,2)-stiff model is the most general stiff model in this work and it has
never been used before in the literature as far as we know.
The calculation of HΣ (s), which appears in A(s), can be performed in many different
ways depending on the potential energy we are dealing with (the computation of the other
part of A is described later). The calculation of det GΣ0 (s), on the other hand, is entirely
“geometric”, depending only on the scheme of internal coordinates chosen to describe the
system (assuming that the functions f (s) have already been calculated). The way to compute det G 0 (w) analytically has been described before, using the analogue of eq. (7.65)
but without constraints. However, if a specific set of internal coordinates is chosen, one
can arrive to a much simpler and more explicit expression. In our work in ref. [255], we
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showed that, if the SASMIC internal coordinates [92] for general branched molecules are
used (a similar result will hold for any well-designed scheme of internal coordinates), we
have that
 n
 n  n

Y  Y
Y







det G 0 (w) = 
m3α  
lα4  
sin2 θα  ,
(7.97)
α=1

α=2

α=3

where lα are the bond lengths, and θα the bond angles associated to atom α. The masses
can be eliminated, since they come out of the logarithm as an additive term, which represents a constant change of reference in the free energy, and has no effect whatsoever
in the equilibrium PDF. Gō and Scheraga also proved this result long ago using different
mathematics [250].
This expression, together with the additivity of the logarithm, not only helps to easily
calculate S k (w) [and therefore its restriction S Σk (s)], but also its derivatives with respect to
any internal coordinate depending on its type:
2R
∂S k
(w) =
,
∂lα
lα
∂S k
(w) = R cotg θα ,
∂θα
∂S k
(w) = 0 ,
∂φα

(7.98a)
(7.98b)
(7.98c)

where φα denotes the dihedral angle associated to atom α.
Using these results, we can rewrite eq. (7.95) as
Fs(2,2) (s) := VΣ (s) − T S Σk (s) − T S cA (s) + Us(2) (s) ,
with
Us(2) (s) := −



1
D f I (s) AI J (s)D f J (s) ,
2
2β

being D(d I ) the function defined as



2/d I




D(d I ) := 
cotg d I




0

if d I is a bond length
.
if d I is a bond angle
if d I is a dihedral angle

(7.99)

(7.100)

(7.101)

The entries, ∂2I J S k (w), of the matrix whose restriction to Σ appears in the definition of
A in eq. (7.93) can also be easily computed, yielding
1
T ∂2I J S k (w) = − δI J D2 (d I ) ,
β
where δI J is the Kronecker’s delta, and D2 (d I ) is the function defined as



2/(d I )2
if d I is a bond length




D2 (d I ) := 
,
1/ sin2 d I if d I is a bond angle




I
0
if d is a dihedral angle

(7.102)

(7.103)
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allowing to rewrite eq. (7.93) as

1
AI J (s) := HIΣJ (s) + δI J D2 f I (s) .
β

(7.104)

Note that both D(d I ) and D2 (d I ) are singular only in points that have little physical
meaning and that will be never reached in a practical simulation: lα = 0 or θα = 0, π.
Not only the energy will be very large (even infinite) at these points, but also the change
of coordinates in eq. (7.1) from the Euclidean to the curvilinear coordinates becomes
singular.
Apart from the (2,2)-stiff model, we can also define two other models which yield
convergent integrals for any point s. However, they are derived truncating the potential
energy and the kinetic entropy at different orders; something which is, in principle, not
justified.
Particularizing eq. (7.92), we have that the (2,0)-stiff effective free energy is given by
c
Fs(2,0) (s) := VΣ (s) − T S Σk (s) − T S H
(s) ,

(7.105)

with

R
c
(7.106)
SH
(s) := − ln det H Σ (s) .
2
As we discuss in sec. 7.2.5, this model has been implicitly used in some works, including one by some us [240].
The (2,1)-stiff free energy, in turn, includes an additional term:
c
Fs(2,1) (s) := VΣ (s) − T S Σk (s) − T S H
(s) + Us(1) (s) ,

(7.107)

defined as



1
D d I (s) HΣI J (s)D d J (s) ,
(7.108)
2
2β
where we have used again that the first derivatives of the potential energy are zero in Σ,
and HΣI J (s) are the entries of the inverse matrix of the constrained Hessian, as usual. If
the definition of the constrained subspace based on the minimization of F(q) is used, then
the (2,0)- and (2,1)-stiff models become identical.
Now, if the modified coordinates q̃ defined in sec. 7.2.4 are used in the calculations
in this section, several points need to be re-examined. First of all, we have the following relationship between the whole-space MMT in the coordinates q and the one in the
coordinates q̃ (indeed, we have it for any 2-times covariant tensor [238]):
Us(1) (s) := −

G̃µν (q̃) =

∂Qσ (q̃)
∂Qρ (q̃)
G
Q(
q̃)
.
ρσ
∂q̃µ
∂q̃ν

(7.109)

Hence, if we use the fact that the determinant of a product of square matrices is the
product of the determinants, and also the property mentioned in sec. 7.2.4 about the Jacobian determinant of the change of coordinates being 1, we have that

det G̃(q̃) = det G Q(q̃) .
(7.110)
Note that this not only guarantees the factorization of the external coordinates in
eq. (7.31), but it also allows us to use the explicit expression (7.97) in terms of the molecular coordinates q to compute det G̃(q̃) as long as we insert the transformation functions
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Q(q̃) into the appropriate functional places corresponding to bond lengths and bond angles.
Also using the structure of the Jacobian in eq. (7.75), it is easy to prove that the
transformed potential energy,

Ṽ(q̃) := V Q(q̃) ,
(7.111)
and indeed any scalar function (such as det G above, and hence S k ), satisfies

∂V
∂Ṽ
(q̃) = I Q(q̃) ,
I
∂d
∂d̃

(7.112)

as well as


∂2 Ṽ
∂2 V
(q̃) = I J Q(q̃) .
(7.113)
∂d ∂d
∂d̃ I ∂d̃ J
These transformation rules guarantee that all the final expressions in this section are
identical in the case that we wished to use the modified coordinates q̃, as long as we
“place tildes” over all relevant objects, such as H̃(q̃), Ã(q̃) or S˜k (q̃). But not only that,
they also allow us to compute the objects in the original coordinates q and then simply
perform the substitution Q(q̃) to find the transformed quantities. This is very convenient,
since the coordinates q̃ are defined in terms of the functions f (s), which are typically
impossible to express analytically, while the coordinates q are simple functions of the
Euclidean coordinates, thus admitting compact algorithms for computing quantities such
as the Hessian of the potential energy, or the functions D(d) and D2 (d) in eqs. (7.101)
and (7.103), respectively.
It is also worth remarking that, in the derivation of the stiff models in the coordinates
q̃, the Taylor expansion of the potential energy in eq. (7.86) would be performed at d̃ = 0
and take the simpler form
#
" 2
#
"

∂ Ṽ
∂Ṽ
I
( s̃, 0) d̃ +
( s̃, 0) d̃ I d̃ J + O d̃3 ,
(7.114)
Ṽ( s̃, d̃) = Ṽ( s̃, 0) +
∂d̃ I
∂d̃ I ∂d̃ J
which allows to make contact with some of the potential energy functions in previous
works [245, 301, 308, 311, 316, 317], realizing that the intention of the authors may not
be to restrict themselves to a particular case of the completely general potential considered
here, but just that they are using the modified coordinates q̃, instead of the molecular coordinates q used in this work. See however the discussion in sec. 7.2.5, about the neglection
of the dependence of the Hessian on s̃, which is not a general feature of eq. (7.114),
irrespective of the coordinates used.
Finally, to close this section, let us raise an important and subtle point related to the
stiff model and the dynamics of the system: As we have emphasized in previous sections,
the analysis presented in this work is completely at the equilibrium Statistical Mechanics
level; all approximations are performed in equilibrium PDFs and all constrained models are defined in these terms too. In the previous rigid sections, we briefly commented
that the rigid equilibrium can be sampled using available dynamical algorithms such as
SHAKE [237, 298, 366] or any of its more modern descendants (see ref. [307] and references therein) for the hard case; and the algorithms in refs. [241–243] if the constraints are
flexible. That this sampling can be achieved by such algorithms is easily understandable
if we recall that the rigid model is obtained from a Hamiltonian [the one in eq. (7.49)]
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and thus the corresponding discretized Hamilton equations (properly thermostated [337])
will do the trick. Moreover, the fact that the fastest vibrations are absent from this dynamics makes the integration algorithms potentially more efficient than the unconstrained
dynamics, and the whole scheme is thus useful.
In the case of the stiff model introduced in this section, the situation is entirely different. We may of course ask the theoretical question of which would be a dynamics that
directly samples the stiff Statistical Mechanics equilibrium, and we may even find some
dynamics that do the job. However, any naive version of such a dynamics will in principle
contain the fast vibrations that we sought to eliminate with the use of constraints, and
therefore any algorithm that implements it would probably be as numerically costly as
the whole unconstrained dynamics (at least). Since the only rationale behind the development of the stiff model was to provide a good approximation to the unconstrained system
in order to be able to assess the accuracy of the rigid equilibrium, using a new “stiff”
dynamics instead of the unconstrained one itself seems a rather unprofitable (and convoluted) enterprise. In principle, the stiff model should be regarded as an approximation to
the unconstrained equilibrium at the level of Statistical Mechanics, not at the level of the
dynamics. However, as we will discuss in sec. 7.2.5, there is a way of sampling the stiff
equilibrium using a rigid dynamics with an additional correcting term (see fig. 7.2 for a
schematic summary of these ideas). Whether or not the calculation of this correcting term
can be performed fast enough so that we end with a dynamics which has the accuracy of
the stiff model while retaining the efficiency of the rigid one is, however, a topic that we
will not analyze in depth in this work.
Stiff model with hard constraints
In principle, we can also consider the stiff model defined using the hard constraints in
eq. (7.80). The main difference with the flexible case appears in the Taylor expansions in
eq. (7.87) and (7.88), which become
V(s, d) = V̄Σ (s) + ∂I V̄Σ (s)(d I − d0I )

1 Σ
H̄I J (s)(d I − d0I )(d J − d0J ) + O (d − d0 )3 ,
+
2

(7.115)

and
(7.116)
S k (s, d) = S̄ Σk (s) + ∂I S̄ Σk (s)(d I − d0I )

1 2 k
+
∂I J S̄ Σ (s)(d I − d0I )(d J − d0J ) + O (d − d0 )3 ,
2
where we have used again an over-bar to distinguish objects associated to the hard constraints from their flexible counterparts (meaning they are evaluated at d = d0 instead of
d = f (s)).
Also, since the values d = d0 do not need to minimize the potential energy at the point
s [nor the free energy F(q)], the derivatives ∂I V̄Σ (s), ∂I S̄ Σk (s) and ∂I V̄Σ (s) − T ∂I S̄ Σk (s) are
all non-zero in general, and neither the Hessian H̄ Σ (s) nor the associated matrix Ā(s) are
guaranteed to be positive definite in the hard case.
All calculations for the hard stiff models are formally identical to the ones in the
previous section as long as we include the terms ∂I V̄Σ (s) and ∂I S̄ Σk (s), and substitute the
functions f (s) by the constant values d0 .
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In particular, the hard (2,2)-stiff model has free energy
F̄s(2,2) (s) := V̄Σ (s) − T S̄ Σk (s) − T S̄ cA (s) + Ūs(2) (s) ,

(7.117)

with
R
ln det ḠΣ0 (s) ,
2
R
S̄ sc (s) := − ln det Ā(s) ,
2

S̄ Σk (s) :=

and
Ūs(2) (s)

(7.118a)
(7.118b)

!
!
D(d0J )
D(d0I ) I J
1
Ā (s) ∂ J V̄Σ (s) −
,
:= − ∂I V̄Σ (s) −
2
β
β

being
1
ĀI J (s) := H̄IΣJ (s) + δI J D2 (d0I ) .
β

(7.119)

As in the flexible case, the substitution of the second order expansion of the free energy
into the integral in eq. (7.89) is only justified if Ā is positive definite and has large enough
eigenvalues. In the case of the hard (2,2)-stiff model, the failure of such a property can be
caused not only by the fact that the chosen constrained coordinates are actually not very
“stiff” or because we have decided to minimize V(w) instead of F(q) (as it happened for
the flexible case in the previous section), but also because of having expanded around a
value, d0 , which is not a minimum of the potential energy [or of F(q)], thereby possibly
distorting the observed curvature encoded in H̄ Σ and Ā.
The only hard stiff model that presents an equilibrium PDF that is convergent for all
points s (but a partition function that is infinite) is the (0,0)-stiff model, whose free energy
is given by
F̄s(0,0) (s) := V̄Σ (s) − T S̄ Σk (s) .
(7.120)
As in the flexible case, the first order truncation produces models that are, in general,
non-convergent, while we can still define two models that may be well-behaved depending
on the properties of the hard constrained Hessian H̄ Σ : the (2,0)- and (2,1)-stiff models.
Notice, on the one hand, that these two models were convergent at all points s in the
flexible case, because the flexible constrained Hessian is, by construction, positive definite. On the other hand, the same caution applies in the hard case regarding the a priori
justification of truncating the potential energy V(s, d) and the kinetic entropy S k (s, d) at
different orders.
The hard (2,0)-stiff model has free energy

with

and

c
F̄s(2,0) (s) := V̄Σ (s) − T S̄ Σk (s) − T S̄ H
(s) + Ūs(0) (s) ,

(7.121)

1
Ūs(0) (s) := − ∂I V̄Σ (s)H̄ΣI J (s)∂ J V̄Σ (s) ,
2

(7.122)

R
c
S̄ H
(s) := − ln det H̄ Σ (s) ,
2

(7.123)
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Figure 7.2: Summary and relationships among the models discussed in this work. For
a precise definition of the different mathematical objects and the meaning of the models,
see the main body of the chapter.

whereas the free energy of the hard (2,1)-stiff model is given by
c
F̄s(2,0) (s) := V̄Σ (s) − T S̄ Σk (s) − T S̄ H
(s) + Ūs(1) (s) ,

(7.124)

!
!
D(d0J )
D(d0I )
1
IJ
H̄Σ (s) ∂ J V̄Σ (s) −
.
:= − ∂I V̄Σ (s) −
2
β
β

(7.125)

being
Ūs(1) (s)

It is also worth noting here that, in the hard case treated in this section, there is no
difference between minimizing V(w) or F(q), because the constrained subspace is not
defined through any minimization, but it is postulated to simply be d = d0 .
Some of these models have been implicitly used in the literature before, as we mention
in the next section. In fact, being the hard constraints more popular, their use have been
more common than that of their flexible counterparts in sec. 7.2.4.

7.2.5

Summary, comparisons and the Fixman’s potential

In fig. 7.2, a schematic depiction of the models discussed in the previous sections can
be found, together with the relationships among them, as well as the basic mathematical expressions used to describe their respective Statistical Mechanics in the constrained
subspace. In the figure, only the flexible versions of the constrained models have been
detailed, and only the more accurate (2,2)-type of stiff model is shown. An equivalent
scheme will be obtained if we define the constrained subspace Σ using the hard relations
d = d0 or we truncate the Taylor expansions defining the stiff model at a different order
than 2.

156

CHAPTER 7. EQUILIBRIUM OF CONSTRAINED MOLECULAR MODELS

In words, we have the unconstrained dynamics, which, we have argued, is the reference to which we will judge the accuracy of any constrained model. On the other end of
the scheme, we have the rigid dynamics, which is potentially faster than the unconstrained
one because the fastest vibrations have been eliminated from the system by constraining
the associated degrees of freedom. Despite this better numerical profile, the rigid dynamics, and its corresponding Statistical Mechanics equilibrium in the constrained subspace Σ are based on some questionable assumptions, such as D’Alembert’s principle,
or the imposition that the dynamics takes place exactly on Σ, thus forbidding the system
to present velocities that are orthogonal to this space. These strong approximations require that we assess the accuracy of the rigid model against the reference unconstrained
situation. In this work, we choose to do so at the level of equilibrium Statistical Mechanics, where the key object is the PDF and the free energy that appears in its exponent.
Given the typical complexity of molecular potential energy functions, the integral needed
to marginalize the unconstrained PDF to the constrained subspace Σ and thus be able to
compare it with the rigid one is too complicated to be performed analytically. This is
why we have introduced an approximation to the unconstrained equilibrium, which has
Σ as its natural probability space, which is based on weaker assumptions than the rigid
model, and which is termed stiff model. Now, by comparing the rigid equilibrium to
the stiff one, the accuracy of the former can be assessed. That they are indeed appreciably different has long be known in the literature and many works have discussed it
[8, 233, 246, 248, 250, 284, 290, 298, 303–306, 308–311, 313–317, 355, 359, 374].
The most natural way to perform this assessment is to compare the two effective free
energies that appear in the exponents of their respective PDFs. For example, if we consider
the more general case of flexible constraints, and we use the most accurate (2,2)-stiff
model, we can define the following function of the unconstrained coordinates s:
VF (s) := Fs(2,2) (s) − Fr (s) = T S rk (s) − T S Σk (s) − T S cA (s) + Us(2) (s) ,

(7.126)

which quantifies the difference between the two free energies, and contains many of the
terms related to the MMT and Hessian determinants that we have introduced in the previous sections (but notice that the constrained potential energy VΣ (s) has been canceled
out).
This function was first introduced by Fixman [355] (although in a much more simplified version) and it is thus normally called Fixman’s potential. Apart from quantifying
the discrepancies between the equilibrium Statistical Mechanics of the rigid model and
the, in principle, more accurate stiff one, it can be easily seen that the addition of VF (s)
to the original potential energy VΣ (s) in the rigid dynamics produces an evolution of the
system whose equilibrium is now given by the stiff PDF, at the same time that the fastest
vibrations remain absent from the dynamics (assuming that VF (s) has not reintroduced
them). Indeed, if we modify the rigid Hamiltonian in eq. (7.49) and use the following one
instead:
1
(7.127)
HrF (u, η) := ηr grs (u)η s + VΣ (s) + VF (s) ,
2
it is immediate to see that the canonical equilibrium PDF of the corresponding dynamics
(after integrating out the momenta and the external coordinates as we described in the
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previous sections) will be given by
F

PFr (s)

=R

e−βFr (s)
F

e−βFr (s 0 ) ds 0

,

(7.128)

where the obtained free energy FrF (s) can be checked to be exactly the stiff one after some
simple cancelations:
FrF (s) =
=
=
=:

VΣ (s) − T S rk (s) + VF (s)
VΣ (s) − T S rk (s) + T S rk (s) − T S Σk (s) − T S cA (s) + Us(2) (s)
VΣ (s) − T S Σk (s) − T S cA (s) + Us(2) (s)
Fs(2,2) (s) .

(7.129)

This practical use of the Fixman’s potential to sample the stiff equilibrium using a
modified rigid dynamics has often been discussed in the literature [8, 246, 284, 301,
303, 305, 306, 306, 309, 313, 313, 314, 316, 317, 333, 357, 359], and it is probable the
main motivation behind its first introduction [355]. In this work, however, no dynamical
treatment is going to be performed, and we will use VF (s) simply as a way of quantifying
the difference between the stiff and rigid models at the level of equilibrium Statistical
Mechanics. As we discussed before, this comparison can be understood as an assessment
of the accuracy of the rigid equilibrium and, indirectly, as an evaluation of how much error
the approximations behind the rigid model (including D’Alembert’s principle) produce in
the resulting Statistical Mechanics of the system.
We also point out that, if the justification of constrained models is not based on their
comparison to the classical unconstrained case, as in this work, but to quantum mechanical
calculations, then it can be argued that the equilibrium produced by the rigid dynamics
is the “correct” one, and therefore no corrections such as VF (s) are needed [242]. We
discussed this issue in detail in sec. 7.2.3.
Apart from the introduction of VF (s), Fixman proved in his celebrated paper [355] a
theorem that, as we will see later, allows to simplify some MMT determinants in some
cases. This useful result has been used in some works to compute certain PDFs even
when no comparisons between stiff and rigid models are sought [235, 298, 370]. Additionally, the issue of the comparison between constrained models in which the orthogonal
velocities to the constrained subspace are activated and those in which they are assumed
to be zero is central to the interpretation of the methods for computing free energy differences along a reaction coordinate [235, 276, 277, 370, 372, 375]; however, despite the
formal similarity, the reasons for imposing constraints and the physical considerations behind them are very different in the two cases. We suspect that these facts add even more
confusion and complexity to some of the accounts about the topic.
It is also worth pointing out that the dynamics produced by the modified Hamiltonian
in eq. (7.127) needs not to bear any resemblance to either the original rigid dynamics or
the unconstrained one. The only convenient features of this dynamics, by construction,
are the ones we have mentioned: (i) its equilibrium Statistical Mechanics is the stiff one,
and (ii) assuming that VF (s) does not introduce new fast oscillations, the dynamics is still
rigid-like, in the sense that the fastest degrees of freedom have been removed and thus it
can be integrated with a larger time-step than the unconstrained dynamics. In [283], for
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example, it is shown, under reasonable assumptions, that the averaged dynamics in the
infinitely stiff case satisfies some modified equations of motion that evolve the trajectory
in the constrained subspace, and whose modification is not the force corresponding to the
Fixman’s potential introduced here. This discrepancy could have several origins:
é The differences in the dynamics could be averaged out at equilibrium and the resulting PDF may turn out to be the same for the two cases [as we said, the dynamics
produced by eq. (7.127) are only good for Statistical Mechanics sampling]. Since
the dynamics in eq. (12) of [283] is, in principle, non-Hamiltonian, the techniques
in [343] should be used to obtain its equilibrium PDF.
é As we mentioned in sec. 9.1 and we will develop further later in this section, the calculations in this work and the definition of Fixman’s potential in eq. (7.126) are the
most general in the literature as far as we are aware. In every other work, including
[283], the version of the Fixman’s potential that is used includes approximations.
Therefore, a comparison of the modified dynamics in [283] to the one produced by
the Hamiltonian in eq. (7.127) could yield different conclusions.
é Although the truncation of the Taylor expansion that took us to our definition of the
stiff model in sec. 7.2.4 seems very much related to the “infinitely stiff” limit of the
equations of motion in [283], there may exist subtle differences that could make the
two physical situations sit on a different basis.
We do not pretend to solve this issue here, and the only reason why we have commented on it is to highlight the fact that dynamical analyses of constrained models are
much more involved than the straightforward approach in this work, based on equilibrium
properties. If one disregards the accuracy of the trajectories, the fact that the modified
Hamiltonian in eq. (7.127) produces the stiff equilibrium through a constrained dynamics
is very easy to prove and uncontroversial, as we have shown. Since the stiff model does
not invoke in its derivation the D’Alembert principle, it is also clear that VF (s) is an appropriate way of quantifying the accuracy of such an approximation; even if it were not
the appropriate choice for doing the same thing at the dynamical level. It is also worth
remarking that, doing similar dynamical analyses as those in [283], Reich finds a correcting term for the unconstrained coordinates which does seem to agree with the Fixman
potential [301, 367].
Having these issues in mind, as we mentioned, the calculations in this work are the
most general in the literature as far as we are aware. This is so because of a number of
points:
é Apart from the requirement that they are “stiff”, no special property has been assumed about the constrained coordinates d. On the other hand, in many works
[245, 298, 301, 308, 310, 311, 316, 317, 355, 357], the constraint functions σI (w) :=
d I − f I (s) in eq. (7.71) have been chosen as the set d. In such a case, as we
have discussed in the previous sections, many simplifications occur. For example, the induced MMT g in the rigid models in secs. 7.2.4 and 7.2.4 is actually the
unconstrained-unconstrained sub-block of the whole-space MMT restricted to K,
GK . Therefore, the theorem by Fixman [355] applies, and we have the following
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relation, which helps to more efficiently compute the difference T S rk (s) − T S Σk (s) in
VF (s), and which has been used in many previous works [233, 298, 304, 305, 308,
314, 316, 317]:
det g(u)
det g 0 (s)
∝
= det hK (u) ,
(7.130)
0
det GΣ (s) det GK (u)
where h denotes the constrained-constrained sub-block of G−1 :
hI J :=

∂QI 1 ∂Q J
.
∂rµ mµ ∂rµ

(7.131)

The reason for expressing the above quotient of determinants as a function of det h
is that the entries of h are in principle very easy to calculate if q are the typical
molecular coordinates consisting of bond lengths, bond angles, and dihedral angles
[92], since each one of the functions Q depends only on a few Euclidean coordinates
r. This is however not true if the modified coordinates q̃ including the σ functions
are used. Indeed, if we compute the matrix h in the q̃ coordinates and use the
transformation rules in eq. (7.73), we find that
h̃I J (q̃) :=
=
=

=

 1 ∂Q̃ J

∂Q̃I
R(
q̃)
R(q̃)
µ
µ
∂r
mµ ∂r
I
∂Qν
 1 ∂Qρ
∂Q̃ J

∂Q̃
Q(
q̃)
R(
q̃)
R(
q̃)
Q(
q̃)
∂qν
∂rµ
mµ ∂rµ
∂qρ
∂ f I ∂Qr 1 ∂Q s ∂ f J ∂QI 1 ∂Q s ∂ f J
− µ
∂ũr ∂rµ mµ ∂rµ ∂ũ s
∂r mµ ∂rµ ∂ũ s
∂ f I ∂Qr 1 ∂Q J ∂QI 1 ∂Q J
− r µ
+ µ
∂ũ ∂r mµ ∂rµ
∂r mµ ∂rµ
J
∂ f I rs ∂ f J
∂ f I rJ
Is ∂ f
h
−
h
−
h + hI J ,
∂ũr ∂ũ s
∂ũ s ∂ũr

(7.132)

where we have extended the definition in eq. (7.131) to run in the whole range
µ, ν = 1, . . . , N, and we have dropped the dependencies towards the end of the
calculation to make the expressions lighter. Now, we can conclude that, even if
in the flexible case one can use the modified coordinates q̃ and the theorem by
Fixman in eq. (7.130) still applies, it is not very useful. This is so because, although
the terms related to the untransformed matrix h in the above expression are still
easy to compute, the derivatives ∂ f /∂ũ are typically non-trivial, and they must be
found numerically (see sec. 7.3 and chapter 6). In the hard case, however, we have
f I (s) = d0I , and the relation between h̃ and h becomes

h̃I J (q̃) = hI J Q(q̃) ,
(7.133)
I.e., in the hard case, eq. (7.130) is not only true, but also useful. In sec. II of
ref. [246], a very simple model illustrates how the choice of coordinates discussed
in this point might have implications on the whole formalism apart from the Fixman
theorem. In sec. 2.4 of ref. [245], the authors briefly agree with us about the fact
that the use of the coordinates q̃ assumes that they have already been identified
(computed), but this is non-trivial in general.
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é We have worked in the more general flexible setting, which includes the more restricted (and much more popular [233, 237, 250, 293, 294, 296–298, 303–307, 309,
313–315, 318, 319, 350–360]) hard models as a particular case. Note that, according to the discussion in sec. 7.2.4, it is clear that this issue is coupled to the
choice of coordinates discussed in the first point of this list. Indeed, if the modified coordinates q̃ introduced in the previous sections are used, we have that the
Taylor expansion of the potential energy around the constrained subspace is given
by eq. (7.114). Since the orders higher than 2 will also be multiplied by the undisplaced constrained coordinates d̃, we have that, in the coordinates q̃, the constraints
defined through the minimization of the potential energy are effectively hard, i.e.,
d̃ = 0. However, despite this reformulation, the vast majority of the works in the literature do not refer to this, but actually to constraints with the form d = d0 being the
coordinates d typically bond angles and bond lengths, which is not a reformulation
but a restriction to a more particular case than the general, flexible one discussed
here.
é The Taylor expansion used to build the stiff model in sec. 7.2.4 has been truncated
at the highest possible order compatible with the possibility of having analytical
integrals, thus producing more accurate corrections, such as the ones including the
derivatives of the determinant of the whole-space MMT G. This Taylor expansion
of the term −T S k (q) has not be accounted for in any previous work as far as we are
aware (even in those works in which the treatment is most general [240, 308, 310,
311, 316, 317]), thus effectively making the most accurate stiff model considered
so far the (2,0) one in sec. 7.2.4. Also, it is often assumed in the literature that the
zero-order restriction to Σ, −T S Σk (s), does not depend on s [250, 304, 315, 318, 356,
359, 360]. The first approximation is wrong in general both in the flexible and hard
cases [it is sufficient to look at eq. (7.97), where the dependence of det G 0 on the
typically constrained bond lengths and bond angles is explicit]. However, if hard
constraints are chosen, and all bond lengths and bond angles are constrained, then
det G 0 is a constant and it can be canceled out from the expressions [250, 303, 304,
306, 315, 356]. On the other hand, if at least some bond angles are considered
unconstrained (as it is common in the literature [265, 266, 291, 292, 305, 359]),
we have that (i) −T S k (q) depends on the constrained coordinates, thus suggesting
the necessity of performing the Taylor expansion in eq. (7.88), and (ii) even the
zero-order restriction to Σ, −T S Σk (s), does depend on s, also in the hard case.
é The Taylor expansion mentioned in the previous point has also been performed here
on the potential energy, thus producing correcting terms which include the Hessian
matrix. In fact, since the best stiff model that appears in the previous literature
is, as we mentioned, the (2,0) one, the matrix A in sec. 7.2.4 is never found, only
the Hessian (at most). This correction related to the Hessian has not been considered in a number of works, thus reducing the stiff model used to the (0,0)-type
[233, 298, 304, 309, 313, 318, 355, 357, 359, 360] (sometimes legitimately so, because of the restricted form of the potential energy used [303, 306, 314, 315]), and it
has been included (or at least mentioned) by some others [242, 245, 250, 290, 301,
305, 308, 310, 311, 316, 317, 356]. However, even in the second family of papers, it
is often assumed that the Hessian does not depend on the unconstrained coordinates
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s [250, 301, 305, 356], which leads to effectively discard it. It is also worth pointing out that this last approximation is sometimes justified by the fact that the Force
Field-like potential energy functions [such as the one in eq. (7.47)] typically have
conformation-independent spring constants [250, 305]. However, even if we accept
to particularize the calculations to classical Force Fields, the spring constants can
only be assimilated to the Hessian in the infinite stiffness limit, which is not clear to
be reached in force fields, specially for bond angles. Finally, we can think that the
assumption that the zero-point energy of the quantum harmonic oscillators associated to the constrained coordinates is s-independent in quantum models is somehow
related to this point [242, 250, 290].
é The potential energy used to model the system and to define the constrained subspace in the flexible case has been considered to be completely general. It is common in the literature to explicitly or implicitly assume that a Force Field-like function [such as the one in eq. (7.47)] is used [245, 250, 284, 290, 301, 305, 308,
311, 316, 317, 355], or even simpler ones [303, 306, 314, 315], which leads to
more restricted versions of the objects computed here. For example, in ref. [303],
(and similarly in [306]) a polymer is considered whose potential energy is just the
harmonic terms in eq. (7.47), i.e.,
X1
KI (d I − d0I )2 .
(7.134)
V(w) :=
2
I
In such a case, the flexible constraints, as defined in this work, become d = d0 , i.e.,
exactly hard; with the associated simplifications discussed in the previous points.
In the celebrated paper by Fixman [355] a similar choice is made. Also, as we
mentioned in sec. 7.2.4, the choice of coordinates discussed in the first point of this
list is related to the issue of the form potential energy. The Taylor expansion of the
potential energy around the constrained subspace in the modified coordinates q̃ is
given by eq. (7.114), which is in agreement with the potential used in some previous works [245, 284, 290, 308, 311, 316, 317], implying that maybe the authors
were not considering a restriction to a force field-like function, but simply using
the coordinates q̃. Remember however what we discussed about these coordinates
in the first point, and also note that in some of these studies it is typically assumed
that the Hessian is independent from the conformation [284, 301], which is not a
general feature of eq. (7.114). In sec. II of ref. [246], the relationship between the
coordinates chosen and the form of the potential energy is clearly illustrated using
a simple 2-dimensional system, and see also sec. 7.2.3 for more implications about
this point in relation to flexible constraints.
In summary, in this work, all quantities appearing in the expressions: the MMT and
Hessian determinants, the functions f , the derivatives of the potential energy, etc., have
been considered to change with every variable that they can in principle depend on. No
“constancy” assumption has been made in our development. They have been expanded to
the highest possible order compatible with analytical results, and no special form of the
potential energy has been assumed.
The first issue on the above list affects the form of the final expressions and therefore
complicates the “translation” between our results and those in other works, but it does not
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introduce additional approximations. The rest of the assumptions (that we did not make
here) effectively restrict the generality of the treatment, therefore potentially introducing
modeling inaccuracies. Both types of issues typically produce simpler expressions and
algorithms than the ones discussed here, being probably this practical benefit the original
reason behind them. The most radical example of this is the case of a freely jointed chain
with constrained bond lengths and bond angles, and no other potential energy than the
harmonic oscillators in charge of enforcing these constraints [303, 306, 314, 315, 359,
360]. In such a situation, all terms in VF (s) become independent from the conformation
s (the torsional angles in this case), except for S rk (s); and therefore all the difference
between the rigid and stiff models can be attached to det g, which, in addition, can be very
rapidly computed in terms of banded matrices [314, 315].
Finally, it is worth remarking that, apart from the works that assume some of the
approximations discussed above, the vast majority of constrained MD simulations in the
literature do not consider any correcting term to VΣ at all; sometimes giving analytical or
numerical reasons for it, sometimes simply not mentioning the issue [242, 243, 286, 293,
294, 296, 297, 307, 319, 350, 352, 353, 358, 376].

7.3

Numerical examples

In this section, we provide a numerical example of the application of the general formalism introduced in this work to a real molecular system, using a classical Force Field.
It is worth mentioning at this point that many numerical studies about the equilibrium
of constrained systems exist in the literature, each one of them containing some of the
approximations which we carefully enumerated in the previous section, and which are
avoided in this work.
Regarding the articles in which the stiff and rigid equilibrium distributions are compared, we can mention ref. [304], where a simplified model of N-butane is studied and
the Fixman potential is found to be negligible; they use hard constraints, and they neglect
both the Hessian and the s-dependence of det G, effectively using the (0,0)-stiff model
introduced in the previous sections. In ref. [313], the same molecule is studied, under
the same approximating assumptions; they find that the probability of the trans-gauche
transition state is changed in a 20-30% by the Fixman correction. N-butane is also analyzed in ref. [306], where they do not see an appreciable effect in transition rates or
relaxation times if the Fixman potential is included; they assume again that the Hessian
and the s-dependence of det G are negligible, and they impose hard constraints. Under
the same assumptions, in ref. [359], the equilibrium of N-butane is shown to be altered by
the inclusion of the Fixman correction if bond angles are constrained, but not if only bond
lengths are (see below for more works discussing the bond angles issue). In ref. [246],
the equilibrium distribution of certain angles in simplified models of three and four beads
is found to be different between the stiff and rigid models. The same four-beads model
is simulated in ref. [303], where the same comparison is performed and the rigid-plusFixman simulation is shown to be both equivalent to the unconstrained one, and different
from the rigid simulation without correcting terms. In both ref. [246] and ref. [303], the
simplicity of the model and the potential energy used to describe its behaviour make the
hard and (0,0) assumptions exact. In ref. [314], a linear freely jointed chain is considered,
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and the stiff torsional angles distribution is shown to be recovered from rigid simulations
if the Fixman potential is included, which they find to have a non-negligible effect; they
assume again the approximations that produce the (0,0)-stiff model, and they use hard
constraints. The same system is studied in ref. [315], where Fixman’s potential effects are
measured as a function of the chain length, finding it non-negligible; again, the Hessian
and the dependence of det G on s are not considered.
A different but related family of works have numerically compared flexible and hard
constraints. Among them, we can mention ref. [244], were they measure appreciable
discrepancies between the two types of constraints in the calculation of the free energy
difference between liquid water and methanol. In ref. [242], the unconstrained dynamics
is taken as the reference to which the flexible and hard rigid models are compared in the
computation of the velocity autocorrelation function of liquid water; the authors find that
the predictions of the unconstrained and flexible rigid models are very similar, and different from those of the hard rigid case. In ref. [243] the same conclusion is drawn. In
ref. [284], a simple four-beads system is studied and it is shown that the unconstrained
average variation in bond angles is recovered if flexible constraints are used. A similar
study in N-butane can be found in ref. [301], where the unconstrained distribution of the
central torsion angle is shown to be well reproduced by the flexible rigid (plus Fixman)
simulation, but not by the hard one. Finally, in ref. [367], flexible constraints are proved
to better reproduce the low-frequency part of the vibrational spectrum than hard ones in a
simple toy model. The reader should notice that only in ref. [301] the Fixman potential is
used to correct the rigid dynamics, which makes the agreement between the flexible rigid
simulations and the unconstrained ones in the rest of works somehow surprising, probably suggesting that the Fixman correction is not significantly important in the particular
systems that have been explored.
It is also worth to mention at this point the general agreement in the literature about
bond angle constraints changing too much the equilibrium distribution with respect to the
unconstrained case. Many works have studied this issue and have recommended not to
constrain bond angle coordinates on the basis of their numerical findings [293, 294, 305,
318, 319, 358]. However, all the simulations in these works have been performed (i) using
hard constraints, and (ii) without including the Fixman correction. We have showed in this
work that both these two assumptions should be considered approximations that might
potentially compromise the accuracy of the final results. Therefore, we agree with the
author of ref. [301] in suggesting the possibility that, perhaps, constraining bond angles
can be made accurately if flexible constraints are used and the most general form of the
Fixman correction introduced in this work is used to produce stiff averages (the numerical
cost of such an approach is very relevant too, but it is independent from the accuracy
issue). The checking of this hypothesis in biologically relevant molecules is currently in
progress and it shall be reported elsewhere.
In the example calculation presented in this section, we have deliberately chosen a
simple system in order to illustrate the theoretical concepts introduced in the previous
sections. We study here the methanol molecule schematically depicted in fig. 7.3, and
we compute its potential energy using the AMBER 96 Force Field [18, 261]. The numeration of the atoms and the definition of the internal coordinates follow the SASMIC
scheme, which is specially adapted to deal with constrained molecular systems [92]. All
the internal coordinates have been constrained, except for the principal dihedral angle, ϕ6 ,
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Figure 7.3: The methanol molecule studied in this section. The only unconstrained coordinate, the dihedral angle ϕ6 , is indicated with a blue arrow.
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Figure 7.4: Free energy, Fs(2,2) (s), of the flexible (2,2)-stiff model, and Fixman’s potential,
VF (s), as a function of the dihedral angle ϕ6 in methanol. Both quantities have been added
an irrelevant energy reference in order for them to have zero average.

which then becomes the only variable parameterizing the internal constrained subspace Σ.
In order to produce the conformations in which all the quantities introduced in this work
have been measured, we have scanned this dihedral angle from 0o to 180o , in steps of 10o .
At each point, we have generated the hard conformations simply by setting all the constrained coordinates to the constant values appearing in the Force Field, and the flexible
conformations have been produced by minimizing the potential energy with respect to the
constrained coordinates at fixed ϕ6 . These minimizations in internal coordinates, as well
as the computation of the potential energy Hessian, have been performed with Gaussian
03 [262]. All correcting terms to the different Statistical Mechanics models discussed in
the previous section have been computed using home-made programs.
First of all, we measured the most accurate version of the flexible stiff free energy
in sec. 7.2.4, the quantity Fs(2,2) (s), as a function of ϕ6 , as well as the Fixman potential,
VF (s), in eq. (7.126), which quantifies the difference between the stiff equilibrium and the
rigid one. The results, depicted in fig. 7.4, indicate that the variations in VF (s) are at least
two orders of magnitude smaller than those in Fs(2,2) (s), and indeed much smaller than the
thermal noise RT ' 0.6 kcal/mol at room temperature, allowing us to conclude that, in this
case, it is safe to neglect the Fixman correction. However, if we take a look at the variation
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Flexible
Std.a
Max.b
VΣ
−T S rk
−T S Σk
c
−T S H
−T S cA
Us(0)
Us(1)
Us(2)

0.37100819
0.01116055
0.00008127
0.01079596
0.01078666
N/A
0.00000004
0.00000004

1.02289469
0.03295965
0.00022596
0.03198016
0.03146866
N/A
0.00000013
0.00000013

Hard
Std.a
0.37164847
0.00000028
0.00000000
0.01071757
0.01070879
0.00358154
0.00358563
0.00357814

Max.b

1.02456429
0.00000098
0.00000000
0.03179323
0.03176306
0.01322298
0.01325454
0.01322534

Table 7.2: a Standard deviation, and b maximum variation in the conformational space
of the methanol molecule of the different terms introduced in sec. 7.2.4 which affect the
equilibrium free energy of constrained models. All values are in kcal/mol.
of the different terms involved in the definition of VF (s) in tab. 7.2, we see that −T S rk (s)
and −T S cA (s) show a variation which is one order of magnitude larger than that of VF (s).
What is happening is that these two quantities are much correlated in methanol and have
opposite signs, thus almost canceling out. Preliminary data in larger systems indicates
that this feature is only present in small molecules such as the one studied here. Also, the
significance of VF (s) appears to grow with molecular size. Therefore, the particular results
in methanol should not be extrapolated in face value, but rather seen as an illustration of
the concepts involved (probably the same can be said about the works discussed at the
beginning of this section which analyze small toy systems and N-butane).
The difference between flexible and hard constraints in this molecule is larger than
the difference between the stiff and rigid models, as we can appreciate in fig. 7.5, where
the hard rigid model is compared both to the flexible (2,2)-stiff one (fig. 7.5b) and to the
flexible rigid one (fig. 7.5c). In both cases, the maximum variation of the difference in the
conformational space of methanol is approximately 0.04 kcal/mol, an order of magnitude
larger than the variation of VF (s) in fig. 7.4. We can also see that both the difference between the flexible and hard potential energies, V̄Σ (s) − VΣ (s), and the difference between
the correcting terms in the respective models contribute to the total discrepancy between
the flexible and hard cases, being the second contribution somewhat larger than the first
one. The fact that the graphs in figs. 7.5b and 7.5c seem identical to the eye (they are not
exactly the same numerically) is again caused by the already mentioned correlation between the terms −T S rk (s) and −T S cA (s) in methanol. Preliminary data in larger molecules
suggest that these two comparisons are different in general, and also that the difference
V̄Σ (s) − VΣ (s) becomes increasingly more important with system size if the bond angles
remain among the constrained coordinates. This is probably resulting from the possibility of more steric clashes in longer, more flexible chains, and it is in agreement with the
works discussing the bond angles issue that we have summarized at the beginning of this
section.
Finally, we can see in fig. 7.6 that the constrained coordinates depend on the confor-
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Figure 7.5: Assessment of the hard rigid model for the methanol molecule. (a) Comparison between the flexible (2,2)-stiff free energy, Fs(2,2) (s), and the hard rigid one, F̄r (s) as
a function of the dihedral angle ϕ6 . (b) Difference between the two free energies in (a),
as well as the difference between the potential energies, V̄Σ (s) − VΣ (s), and the correcting
terms involved in the two models. (b) Difference between the flexible rigid free energy,
Fr (s), and the hard rigid one, F̄r (s). Again the difference between the potential energies,
V̄Σ (s)−VΣ (s), and the difference between the respective correcting terms are also depicted.
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Figure 7.6: Variation of the constrained coordinates in the flexible case in methanol, as
a function of the unconstrained dihedral angle ϕ6 . (a) Variation of the bond lengths, (b)
bond angles, and (c) phase dihedral angles with respect to the constant values appearing
in the Force Field and defining the hard models.

mation in the more general flexible case, as expected from the discussion in sec. 7.2.3.

7.4

Conclusions and future lines of research

In this review, we have attempted to provide a unifying view of the statistical equilibrium
of constrained classical mechanics models of molecular systems. To this end, we have introduced the most general formalism (i.e., including the fewest approximations) compatible with the possibility of having analytical results. From this advantageous standpoint,
we have been able to rationalize most of the previous works in the literature, clearly identifying the underlying (often implicit) assumptions behind the different analyses. Also, we
have tried to provide the reader with a coherent vocabulary which we hope facilitates future comparisons and reviews. Finally, we have shown a practical example of the different
theoretical concepts.
Along the text, we have suggested a number of possible future lines of research that
we believe could be interesting for distinct reasons, and some of which we have already
started to pursue. We conclude this account by briefly collecting and commenting them:
é Define the constrained coordinates in an adaptive way, instead of simply picking
whole sets of internal molecular coordinates of the same type (e.g., all bond angles involving Hydrogens). If properly done, such an scheme could not only help
to make calculations more accurate, but also to assess how good are the simpler
approaches followed at the moment in the literature.
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é Develop a rigorous and general quantum mechanical derivation of constrained molecular models that could help decide which one of the classical models discussed in
this work is more appropriately justified on physical grounds (if any of them).
é Compute the equilibrium PDF of the non-Hamiltonian, flexibly constrained dynamics described in ref. [242], maybe using the technique in ref. [343].
é Compare the option chosen in this work for defining the flexible constraints based
on the minimization of the potential energy V(w) to the alternative discussed in
sec. 7.2.3, which uses the free energy F(q) that appears in the exponent of the
marginal PDF of the unconstrained dynamics in the space of the positions.
é Use techniques for the computation of free energy differences in order to numerically calculate the marginal PDF of the unconstrained dynamics in the space of the
unconstrained coordinates u [see eq. (7.85)], and compare it to the approximation
to it provided by the stiff model.
é Solve the discrepancy between the correction to the rigid dynamics found from
statistical analyses like the one in this work (i.e., the Fixman potential), and those
obtained in some studies based on dynamical considerations, such as ref. [283]. See
also sec. 7.2.5 for further details.
é Extend the analysis in sec. 7.3 to larger, more relevant biological molecules.
é Explore the hypothesis, mentioned in sec. 7.3, that flexibly constraining bond angles and including the most general form of the Fixman potential to correct the
rigid equilibrium may result in more accurate constrained simulations than the ones
reported so far in the literature, where constraining bond angles is typically not
recommended.

Chapter 8
Linearly scaling direct method for
accurately inverting sparse banded
matrices

8.1

Introduction

In this article we present the efficient formulae and subsequent algorithms to solve the
system of linear equations
Ax = b ,
(8.1)
where A is a n × n matrix, x is the n × 1 vector of unknowns, b is a given n × 1 vector and
A satisfies the equations below for known values of mu , ml < n
AI,I+K = 0
AI+L,I = 0

∀ K > mu , ∀I ,
∀ L > ml , ∀I ,

(8.2a)
(8.2b)

i. e., A is a banded matrix and (8.1) is a banded system. We also investigate how to solve
similar systems where there are some non-zero entries not lying in the diagonal band.
Banded systems like this are abundant in computational physics and computational
chemistry literature, especially because the discretization of differential equations, transforming them into finite-difference equations, often results in banded matrices [377, 378].
Many examples of this can be found in boundary value problems [379–381], in fluid
mechanics [382–384], thermodynamics [385], classical wave mechanics [379], structure
mechanics [386], nanoelectronics [387], circuit analysis [388], diffusion equations and
Maxwell’s first-order curl equations [378]. In quantum chemistry, finite difference methods using banded matrices are used both in wavefunction formalism [389–391] and in density functional theory [6, 171]. In addition to finite-difference problems, banded systems
are present in several areas, such as constrained molecular simulation [237, 329, 392],
including the calculation of Lagrange multipliers in classical mechanics [393]. An important case for the calculation of Lagrange multipliers deals with molecules with angular
constraints. The banded method presented here is suitable to calculate the associated Lagrange multipliers exactly and efficiently (see chapter 9 [2]). Banded matrix techniques
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are useful not only in linear systems, but also in linearized ones, which also appear frequently in the literature [237, 380, 382–385].
The solution of a linear system with A being a n×n dense matrix requires O(n3 ) floating
point operations62 (a floating point operation is an arithmetic operation, like addition, subtraction, multiplication and ratio, involving real numbers which are represented in floating
point notation, the customary nomenclature in computers). However, banded systems can
be solved in O(nmu ml ) floating point operations using very simple recursive formulae, and
the explicit form of A−1 can be obtained in O(n2 ) floating point operations. As mentioned
earlier, there exist a number of physical problems whose behaviour is described by banded
systems where mu , ml  n. This makes it possible to get large computational savings
if suitable algorithms are used, what is even more important for computationally heavy
problems like those in which the calculation of relevant quantities requires many iterations
(Molecular Dynamics [119, 390], Monte Carlo simulationsindexMonte Carlo simulation
[395], quantum properties calculations via self-consistent field equations [50, 396], etc.).
In this work, we introduce a new algorithm for solving banded systems and inverting banded matrices that presents very competitive numerical properties, in many cases
outperforming other commonly used techniques. Additionally, we provide the explicit
recursive expressions on which the algorithm is based, thus facilitating further analytical developments. The linear (O(n)) scaling of the presented algorithm is a remarkable
feature since efficiency is commonly essential in today’s computer simulation of physical
systems, specially in fields such as molecular mechanics [397–399] (using efficient force
fields) and quantum ab initio methods [82, 83, 400].
The article is structured as follows: in section 8.2, we derive simple recursive formulae for the efficient solution of a linear banded system. These formulae enable the solution
of (8.1) in O(nmu ml ) floating point operations and are suitable to be used in a serial machine. In section 8.3, we extend these formulae to systems where some entries outside the
band are also non-zero. In section 8.6, we briefly discuss the differences between our new
algorithm and one standard method to solve banded systems. In sec. 8.7 we quantitatively
compare the performance of both algorithms in terms of accuracy and numerical cost. For
this comparison, in sec. 8.7.1 we use randomly generated banded systems for inputs. In
section 8.7.2 we apply the algorithms to the problem of calculating the Lagrange multipliers which arise when imposing holonomic constraints on proteins. Finally, in section
8.8, we state the most important conclusions of the work. In the Appendix C we provide
equations for the explicit expression of the entries of A−1 . Some remarks on the algorithmic implementation of the methods presented here, their source code and remarks on their
parallelization can be found in the supplementary material.

8.2

Analytical solution of banded systems

One of the most common ways of solving the linear system in equation (8.1) is by gradually changing the different entries of the matrix A to zero through the procedure of Gaussian elimination [256, 401, 402]. This procedure is based on the possibility of writing A
as A = LU, where L is a lower triangular matrix and U is an upper triangular matrix. This
62

This is true for a typical Gaussian elimination scheme; for example, this can be reduced to O(nlog2 7≈2.807 )
[394].
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way of writing A, called LU-decomposition, is possible (i.e., L and U exist), if, and only
if A is invertible and all its leading principal minors are non-zero [403]. If one of the two
matrices L or U is chosen to be unit triangular, i.e., with 1’s on its diagonal, the matrices
not only exist but are also unique.
The analytical calculations and algorithms introduced in this work are based on a
different but closely related property of A, namely, the possibility of finding Q (a lower
triangular matrix) and P (an upper triangular one), so that we have
QAP = I

⇒

A−1 = PQ ,

(8.3)

where I is the identity matrix.
The requirements in order for these two matrices to exist are the same as those in the
LU-decomposition, because in fact, the two propositions are equivalent. The existence of
a ‘QP-decomposition’ arises from the existence of the LU decomposition. This trivially
proved if we make Q = L−1 and P = U −1 . The converse implication follows from the
following facts. A must be invertible so that equation (8.1) has a unique solution. The
fact that its determinant (det A) is different from zero and the relation det Q det A det P =
det I = 1 force both Q and P to have non-zero determinants and therefore to be invertible.
This enables one to write A = Q−1 P−1 , and since the inverse of a triangular matrix is a
triangular matrix of the same kind, we can identify L = Q−1 and U = P−1 thus proving the
existence of the LU-decomposition. This equivalence also enables one to say that, as long
as one of the two matrices Q and P is unit triangular, the QP-decomposition is unique.
An important qualification of this situation is that in order to solve the system in equation (8.1), using QP (or LU) decomposition is not the only option. We can also solve
the system by performing a Gaussian elimination process that is based on the QP (or
LU) decomposition of a matrix Ã, which is obtained from A by permuting its rows and/or
columns. If these permutations are performed (what is called pivoting), the condition for
QÃP = I (or Ã = LU) to hold is simply that A is invertible. Typically, the algorithms
obtained from the pivoting case are more stable. For the sake of simplicity, derivations of
this chapter deal only with the non-pivoting case (the reader should notice that pivoting
can be included in the debate with minor adjustments). In the supplementary material,
algorithms including and lacking pivoting can be analysed.
Let us now build the matrices P and Q that satisfy (8.3) for a given matrix A. When
we have obtained them, they can be used to compute the inverse A−1 , and then we will be
able to solve (8.1). However, in this section (see also ref. [404]) we will see that there is
no need to explicitly build A−1 , and the information needed to calculate P and Q can be
used in a different way to solve (8.1).
We begin by writing P and Q as follows
P := P1 P2 . . . Pn =

n
Y

PK ,

(8.4a)

K=1

Q := Qn Qn−1 . . . Q1 =

1
Y
K=n

QK ,

(8.4b)

172

CHAPTER 8. EFFICIENT INVERSION OF BANDED MATRICES

being

 1

..

.


1

ξKK ξK,K+1 . . . ξK,K+mu


1
PK := 
...



1

..

.


1










 ,








(8.5)

and

 1

...


1


ξK+1,K 1

QK := 
..
..
.

.

ξ
1

K+ml ,K

...











 ,







(8.6)

1
where K = 1, . . . , n, and all the non-specified entries are zero. Note that PK equals the
identity matrix except in its K-th row, and QK equals the identity matrix except in its K-th
column.
Now, the trick is to choose all coefficients ξI J in the preceding matrices so that we
have QAP = I in (8.3) (whenever the conditions for this to be possible are satisfied; see
the beginning of this section).
First we must notice that given (8.5), multiplying a generic matrix G (by its right)
by PK is equivalent to adding the K-th column of G multiplied by the corresponding ξ
coefficients to several columns of G, while at the same time multiplying the K-th column
of the original matrix by ξKK :
(GPK )I J = G I J
(GPK )IK = G IK ξKK ,
(GPK )I J = G I J + G IK ξK J

for J < K and J > K + mu ,
for K < J ≤ K + mu .

(8.7a)
(8.7b)
(8.7c)

If we take this into account, we can choose ξ11 so that (AP1 )11 = 1, and (AP1 )1J = 0 for
J = 2, . . . , n. Given the fact that A is banded (see, in particular (8.2a, 8.2b)), we have that
(AP1 )11 = A11 ξ11 = 1 ⇒ ξ11 = 1/A11 ,
A1J
,
(AP1 )1J = A1J + A11 ξ1J = 0 ⇒ ξ1J = −
A11

(8.8a)
1 < J ≤ 1 + mu .

(8.8b)

Operating in this way, we have ‘erased’ (i.e., turned into zeros) the superdiagonal entries63
of A that lie on its first row, and we have done this by multiplying A on the right by P1
We call superdiagonal entries of a matrix A to the entries AI J with I < J, and subdiagonal entries to
the entries AI J with I > J.
63
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with the appropriate ξ1J . Then, if we multiply (AP1 ) on the right by P2 and choose the
coefficients ξ2J in the analogous way, we can erase all the superdiagonal entries in the
second row and change its diagonal entry to 1. In general, multiplying (AP1 · · · PK−1 )
by PK erases the superdiagonal entries of the K-th row of (AP1 · · · PK−1 ), and turns its
diagonal KK entry to 1. This procedure is called Gaussian elimination [403], and after n
Q
steps, the resulting matrix is a lower unit triangular matrix A nK=1 PK = AP.
The expression for the coefficients ξI J , with I ≤ J and I > 1 is more complex than
(8.8) because, as a consequence of (8.7a, 8.7b, 8.7c), whenever we multiply a matrix on
the right by PK , not only is its K-th row (the one we are erasing) affected, but also all
the rows below are affected (the ml rows below in the case of a banded matrix like (8.3)).
QK−1
However, the matrix A L=1
PL is 0 in all its superdiagonal entries belonging to the first
K − 1 rows, and multiplying it on the right by PK has no influence on these rows. Hence,
the fact that we have chosen to erase the superdiagonal entries of A from the first row to
the last row allows us to express the general conditions that the ξ coefficients belonging
to different PK ’s must satisfy the following:
 I

 Y 
A
PK  = 1 ,
(8.9a)
K=1

II

 I

 Y 
A
PK  = 0
K=1

for I < J .

(8.9b)

IJ

Now, using (8.9a) together with (8.7b), we can derive the following expression for the
coefficient ξII in terms of the previous steps of the process:
 I

 I−1

 I−1

 Y 
 Y

 Y 
A
PK  = A
PK PI  = A
PK  ξII = 1
K=1

II

K=1

=⇒

K=1

II

II

1

 .
ξII =  QI−1
A K=1 PK

(8.10)

II

Analogously, using (8.9b) and (8.7c), we can write an explicit expression for ξI J with
I < J:
 I−1

 I−1

 I−1

 Y

 Y 
 Y 
A
PK PI 
= A
PK  + A
PK  ξI J = 0
K=1

=⇒

IJ

ξI J

K=1

K=1

II
 QI−1 I J 
 I−1

A K=1 PK
 Y 
IJ
 = − A
PK  ξII .
= −  QI−1
A K=1 PK
K=1
IJ

(8.11)

II

Also according to (8.7a, 8.7b, 8.7c), for I ≤ J
 L

 M−1 
L
X
 Y 
 Y 
A
A
PK  = AI J +
PK 
K=1

IJ

M=J−mu

K=1

ξ MJ ,

I>L.

(8.12)

IM

 Q M−1 
Note that, in this equation we have I > M 64 , which entails that A K=1
PK
are
IM
subdiagonal entries. This enables one to calculate the coefficients ξI J with I > J, i.e.,
64

Because I > L by hypothesis, and L ≥ M.
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those that correspond to the matrices QK , once all the coefficients in the matrices PK have
already been evaluated. We know that AP is a unit lower triangular matrix. This means
that its subdiagonal I, M entry (with I > M) equals ξI J , because no other changes affect
this entry when multiplying AP by the different QK ’s. If G is a generic matrix, then (8.6)
implies
(QK G)I J = G I J
(QK G)I J = G I J + G K J ξIK

for I ≤ K and I > K + ml ,
for K < I ≤ K + ml , for all J .

(8.13a)
(8.13b)

If T is any unit lower triangular matrix (this is, its diagonal entries equal 1 and its superdiagonal entries are zero, T II = 1, T I J = 0 for I < J), then (8.6) implies
(QK T )I J = T I J
(QK T )I J = T I J + T K J ξIK
(QK T )I J = T I J

for I ≤ K and I > K + ml ,
for K < I ≤ K + ml , J ≤ K ,
for K < I ≤ K + ml , J > K .

(8.14a)
(8.14b)
(8.14c)

Moreover, if S K−1 is a unit lower triangular matrix satisfying (S K−1 )I J = 0 for I > J,
J < K, then equations (8.14a, 8.14b, 8.14c) become
(QK (S K−1 ))I J =(S K−1 )I J
(QK (S K−1 ))I J =(S K−1 )IK + (S K−1 )KK ξIK
(QK (S K−1 ))I J =(S K−1 )I J

for I ≤ K and I > K + ml ,
for K < I ≤ K + ml ,
for K < I ≤ K + ml , J > K .

(8.15a)
(8.15b)
(8.15c)

Multiplying Q1 on the left by (AP) erases the subdiagonal entries of the first column of
(AP), and multiplying (Q1 AP) on the left by Q2 erases the subdiagonal entries of the second column of (Q1 AP). By repeating this procedure, multiplying QK by (QK−1 · · · Q1 AP)
by the left, the subdiagonal entries of the K column of (QK−1 · · · Q1 AP) are erased. Therefore, (QK−1 · · · Q1 AP) satisfies the conditions of S K−1 , and hence it satisfies equations
(8.15a, 8.15b, 8.15c). The conditions for the correct erasing are:
(QK (QK−1 · · · Q1 AP))IK =
(QK−1 · · · Q1 AP)IK + (QK−1 · · · Q1 AP)KK ξIK = 0 for K < I ≤ K + ml .

(8.16a)

The expressions in (8.16a) can be simplified. Equation (8.15c) implies
(QK−1 · · · Q1 AP)IK = (QK−1 (QK−2 · · · Q1 AP))IK =
(8.17a)
(QK 0 (QK 0 −1 · · · Q1 AP))I,K 0 +1 = (QK 0 −1 · · · Q1 AP)I,K 0 +1 = (QK−2 · · · Q1 AP)IK ,
where we have defined K 0 := K − 1. By repeating operations like this, it is easy to obtain
(QK−1 · · · Q1 AP)IK = (AP)IK
for K < I ≤ K + ml ,
(QK−1 · · · Q1 AP)KK = (AP)KK = 1 .
In addition, we must consider that (8.7a, 8.7b, 8.7c) imply
 M−1 
 n

 Y 
 Y 
A
PL  = A
PL  /ξ MM = (AP)I M /ξ MM
L=1

IM

L=1

IM

for I > M .

(8.18a)
(8.18b)

(8.19)
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Using (8.18a, 8.18b, 8.19) into (8.16a) we obtain
 M−1 
 Y 
A
PL 
L=1

= −ξI M /ξ MM

for I > M .

(8.20)

IM

If we apply this on the right hand side of (8.12), then insert the resulting expression
with J = I and L = I − 1 into (8.10) and also insert it with L = I − 1 into (8.11), we get
the following recursive equations
−1

I−1
X


ξ
I
M
ξ MI  ,
ξII = AII −
ξ
M=I−mu MM


I−1
X


ξ
I
M
ξ MJ 
ξI J = ξII −AI J +
ξ MM

(8.21a)
for I < J .

(8.21b)

for I > J .

(8.22)

M=I−mu

Following an analogue procedure, we obtain


J−1
X


ξ
I
M
ξ MJ 
ξI J = ξII −AI J +
ξ
M=J−m MM
l

For efficiency reasons, we prefer to define χI J := ξI J /ξII for I > J. This makes (8.21a,
8.21b, 8.22) become

−1
I−1
X


ξII = AII −
χI M ξ MI  ,
M=I−mu


I−1
X


ξI J = ξII −AI J +
χI M ξ MJ 

(8.23a)
for I < J ,

(8.23b)

M=I−mu

χI J = −AI J +

J−1
X

χI M ξ MJ

for I > J .

(8.23c)

M=J−ml

The three equations above can be further modified with the aim of improving the
numerical efficiency of the algorithms derived from them. The starting point for the summations in (8.23) must be the value of M such that both ξI M and ξ MJ are non-zero. We
must take into account that in a banded matrix the number of non zero entries above and
on the left of the I, J entry depends on the values of I, J:
é There are mu + (I − J) non-zero entries immediately above AI J .
é There are ml − (I − J) non-zero entries immediately on the left of AI J .
Q
These properties are also satisfied in A KL=1 PL for all K. Therefore, if we define
µI J := min{mu + (I − J), ml − (I − J)} ,
µ0 := min{mu , ml } ,
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we can re-express (8.23a, 8.23b, 8.23c) as

−1
I−1
X


ξII = AII −
χI M ξ MI  ,
M=max{1,I−µ0 }


I−1
X


ξI J = ξII −AI J +
χI M ξ MJ 

(8.25a)
for I < J ,

(8.25b)

for I > J .

(8.25c)

M=max{1,I−µI J }
J−1
X

χI J = −AI J +

χI M ξ MJ

M=max{1,J−µI J }

In the restricted but very common case in which ml = mu =: m, the previous equations
become

−1
I−1
X


ξII = AII −
χI M ξ MI  ,
(8.26a)
M=max(1,I−m)


I−1
X


ξI J = ξII −AI J +
χI M ξ MJ 
for I < J ,
(8.26b)
M=max{1,J−m}

χI J = −AI J +

J−1
X

χI M ξ MJ

for I > J .

(8.26c)

M=max{1,I−m}

If the matrix A is symmetric (AI J = A JI ), we can avoid performing many operations simply
by using
χI J = ξ JI /ξ JJ ,
for I > J ,
(8.27)
instead of (8.25c). Equation (8.27) can easily be obtained from (8.25) by induction.
The reader must also note that, although the coefficients ξI J have been obtained by
Q
Q
performing the products 1K=n QK A nL=1 PL in a certain order, they are independent of
this choice. Indeed, if we take a look to expressions (8.4a), (8.4b), (8.5), and (8.6), we can
see that the K-th row (or column) is always erased before the (K + 1)-th one. It does not
matter if we apply first QK or PK to erase the K row (or column); the result of the operation
Q
Q
will be the same. In both cases, −G IK G K J /G KK (where G := 1M=K−1 Q M A K−1
L=1 PL ) is
added to all the entries of G I J such that I ∈ {K +1, . . . , K +ml } and J ∈ {K +1, . . . , K +mu }.
This is valid when both the K-th row and the K-th column are not erased yet. If one of
them is already erased, erasing the other has no influence on G I J with I ∈ {K + 1, . . . , K +
ml } and J ∈ {K + 1, . . . , K + mu }. In both cases ξIK = −G IK /G KK for I > K, and ξK J =
−G K J /G KK for J > K. This is because all the previous rows (or columns) have been
nullified before, and adding columns (or rows) has no influence on the K-th one.
Now, the algorithm to solve (8.1) can be divided into three stages (in our implementation we join together the first and second ones). Since A−1 = PQ (8.3), these steps
are:
é To obtain the coefficients ξ.
é To obtain the intermediate vector c := Qb.
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é To obtain the final vector x = Pc.
Now, using the results derived above, let us calculate the expressions for the second
and third steps:
Whenever we multiply a generic n×1 vector v on the left by QK (see (8.6)), we modify
its K-th to (K + ml )-th rows in the following way:
(QK v)I = vI
(QK v)I = vI + ξIK vK

for I ≤ K, I > K + ml ,
for K < I ≤ K + ml .

(8.28a)
(8.28b)

Since Q := Qn Qn−1 . . . Q1 , using the expression for each of the QK in (8.6), and the fact
that ξI J = 0 for I > J + ml , we have
QI J = 0
QII = 1 ,
QI J =

I−1
X

ξI M Q MJ

for I < J ,

(8.29a)
(8.29b)

for I > J .

(8.29c)

M=max{I−ml ,1}

where the maximum in the lower limit of the sum accounts for boundary effects and
ensures that M is never smaller than 1.
From these relations between the entries of Q, we can get the components cI of the
intermediate vector c in the second step above:


n
I
I−1 
I−1
X
X
X
X



cI =
QI J b J =
QI J b J = bI +
ξI M Q MJ  b J
J=1

= bI +

J=1

I−1
X
M=max{I−ml ,1}

= bI +

I−1
X

J=1

ξI M

I−1
X

M=max{I−ml ,1}

Q MJ b J = bI +

J=1

I−1
X

ξI M c M

M=max{I−ml ,1}

χI M ξ MM c M .

(8.30)

M=max{I−ml ,1}

In the first row of the equation above, we applied (8.29a), and then (8.29c). In the second
row of the equation above, we performed a feedback in the equation.
We will now turn to the third and final step of the process, which consists of calculating
the final vector x = Pc. Whenever we multiply a generic n × n matrix G on the left by
PK (see equation (8.5)), the resulting matrix is the same as G in all its rows except for the
K-th one, which is equal to a linear combination of the first mu + 1 rows below it:
(PK G)I J = G I J
min{K+m
X u ,n}
(PK G)K J =
ξKLG LJ ,

for I , K ,

(8.31a)
(8.31b)

L=K

where the minimum in the upper limit of the sum accounts for boundary effects and ensures that K + L is never larger than n.
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If we now use the relations above to construct P as in (8.4a), i.e., we first take Pn and
multiply it on the left by Pn−1 , then we multiply the result, Pn−1 Pn , on the left by Pn−2 ,
etc., we arrive to:
PII = ξII ,
min{I+m
X u ,n}
PI J =
ξIK PK J

(8.32a)
for I < J ,

(8.32b)

for I > J ,

(8.32c)

K=I+1

PI J = 0

meaning that every row of P is a linear combination of the following rows, plus a term in
the diagonal.
These expressions allow us to obtain the last equation that is needed to solve the linear
system in (8.1):


n
n
n min{I+m
X
X
X

 X u ,n}

PI J c J =
PI J c J = ξII cI +
ξIK PK J  c J
xI =
J=1

= ξII cI +

J=I

min{I+m
X u ,n}
K=I+1

= ξII cI +

min{I+m
X u ,n}

J=I+1

ξIK

n
X

K=I+1

PK J c J

J=I+1

ξIK xK .

(8.33)

K=I+1

Now, we can use expressions (8.25a), (8.25b), and (8.25c) in order to obtain the coefficients ξ, and then plug them into (8.30) and (8.33) in order to finally solve (8.1).
To conclude, let us focus on the computational cost of this procedure. From (8.25a),
(8.25b), and (8.25c), it follows that obtaining the coefficients ξ requires O(n) floating point
operations. Being more precise, the summations in (8.25a), (8.25b), and (8.25c), require
µI J products and µI J − 1 additions (2µI J − 1 floating point operations)65 . If, without loss
of generality, we consider mu ≥ ml , it is easy to check that the following computational
costs hold:
é Obtaining one diagonal ξII takes 2µ0 + 2 ' 2mu floating point operations.
é Obtaining one superdiagonal coefficient ξI J (where I < J) takes about 2 min{ml , mu −
(J − I)} floating point operations. Hence, in order to obtain all the coefficients in a
column above the diagonal, there are two sets of ξ’s that require a different number
of operations. The lower one requires 2ml floating point operations and the upper
one requires 2(mu − (J − I)) floating point operations. All in all, obtaining ξ J−I,J for
I = 1, . . . , mu takes about ml (2mu − ml ) floating point operations.
é In order to obtain the ξI J coefficient in a subdiagonal row (I > J), the number of
floating point operations to be performed is min{mu , ml − (I − J)} = ml − (I − J); this
is performed in such a way that the total number of floating point operations related
to this row is approximately m2l .
65

The meaning of mu , ml can be noticed in (8.2a, 8.2b).
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Finally, obtaining all coefficients ξ would require slightly less operations (due to the
boundary effects) than 2nmu ml floating point operations. Once they are known (or partly
known during the procedure to get them), we can obtain the solution vector x using the
simple recursive relationships presented in this section at a cost of 4n(mu + ml ) floating
point operations.

8.3

Banded plus sparse systems

A slight modification of the calculations presented in the previous section is required
to tackle systems where not all the non-zero entries are within the band. The resulting
modified procedure is described in this section.
If we have
T max
X
0
A0RT S T ∆RT S T ,
(8.34)
A := A +
T =1

with A banded (see eqs. (8.2a) and (8.2b)) and the matrix ∆RT S T consisting of entries
(∆RT S T )I J = δI,RT δ J,S T , δI J being the Kroenecker delta, we shall say that A0 is a banded plus
sparse matrix, and
A0 x = b
(8.35)
a banded plus sparse system. We call an extra-band entry any nonzero entry which does
not lie in the band (this is, A0I J is an extra-band entry if it is not zero and I < J, J > I + mu
or I > J, J > J + ml ).
In the pure banded system (section 8.2) only ξK,K+J and ξK+I,K with K = 1, . . . , n;
J = 1, . . . , mu ; I = 1, . . . , ml had to be calculated. In this case, we also need to obtain
ξIS T
ξRT J

if RT < S T , for I = RT , RT + 1, . . . , S T − mu − 1 ,
if RT > S T , for J = S T , S T + 1, . . . , RT − ml − 1 ,

with T = 1, . . . , T max .
As seen in the previous section, in order to erase (i.e., turn to 0) entry G I J , with I < J,
of a generic matrix G, we can multiply it by a matrix PI (see (8.5, 8.7a, 8.7b, 8.7c)). This
action adds the column I (times given numbers) of matrix G to other columns of G. This
erases G I J , but (in general) adds nonzero numbers to the entries below it (K J entries with
K > I). Therefore, if these entries were zero before performing the product GPI , they will
in general be nonzero after it. This implies that they will also have to be erased. Hence,
erasing the extra-band entry I J of A0 will not suffice; the entries I + 1, J, I + 2, J, . . .,
J − mu + 1, J will also have to be erased. If the extra-band entry to erase A0I J is below the
diagonal (I > J), then the Q J matrices (8.6, 8.13a, 8.13b) can be used to this end, since
they add rows when multiplied by a generic matrix. Erasing A0I J will probably make that
entries A0IK with K = J + 1, . . . , I − ml − 1 become nonzero, and these entries will have to
be also erased.
In order to erase the extra-band entries, the expressions presented in the previous section can be used. All extra-band entries can lie in an extended band wider than the original
band. But, for the sake of efficiency, the entries in the extended band which are zero during
the erasing procedure must not enter the sums for the coefficients ξ, χ.
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We define
νRT I := max{RT , I − ml } ,
ρS T J := max{S T , J + mu } .

(8.37a)
(8.37b)

If RT < S T (superdiagonal extra-band entry), in addition to coefficients appearing in
(8.25a, 8.25b, 8.25c) we have to calculate
ξRT S T = −ξRT RT A0RT S T ,
 I−1

X

ξI J = ξII 
χI M ξ MJ 

(8.38a)
for RT < I < S T − mu ;

(8.38b)

M=ν

and if RT > S T (subdiagonal extra-band entry), in addition to coefficients appearing in
(8.25a, 8.25b, 8.25c) we have to calculate
ξRT S T = −A0RT S T ,
J−1
X
χI J =
ξI M χ MJ

(8.39a)
for S T < J < I − ml .

(8.39b)

M=ρ

The coefficients appearing in (8.38a, 8.38b, 8.39a, 8.39b) arise from merely applying
equations (8.25a, 8.25b, 8.25c) and avoiding to include in them the coefficients ξ, χ which
are zero due to the structure of A0 .
Equations (8.38a, 8.38b, 8.39a, 8.39b) have to be modified for I < J if there exist A0Rx S T with R x < RT . This is because erasing the upper non-zero entries by adding
columns creates new non-zero entries below them, and the new relations must take this
into account. Analogous corrections must be done for I > J if there exist A0RT S x with
S x > S T . The general rule to proceed in sparse plus banded systems is to apply equations
(8.25a, 8.25b, 8.25c) using the maximum m0u , m0l so that all the nonzero entries of A0 lie
within the enhanched band (given by m0u , m0l ), and avoid that the coefficients (ξ, χ) which
are zero take part in the sums. The coefficients ξKL which are zero are those given by the
following rules:
é If K < L, ξKL = 0 if A0ML = 0 for M = 1, . . . , K
é If K > L, ξKL = 0 if A0K M = 0 for M = 1, . . . , L
The computational cost of solving banded plus sparse systems scales with n, as long
as the number of columns above the band and rows below it containing non-zero entries
A0RT S T is small ( n). The example code for an algorithm for sparse plus banded systems
can be found in the supplementary material; the performance of this algorithm is presented
in sec. 8.7.2.

8.4

Algorithmic implementation

Based on the expressions (8.25a, 8.25b, 8.25c, 8.30, 8.33) derived in the chapter, we have
coded several different algorithms that efficiently solve the linear system in (8.1). The difference between the method in this chapter and the most commonly used implementation

8.4. ALGORITHMIC IMPLEMENTATION

181

of Gaussian elimination techniques, such as the ones included in LAPACK [402], Numerical Recipes in C [256], or those discussed in ref. [401] is that these methods perform an
LU factorization of the matrix A, and the coefficients ξ for the Gaussian elimination are
obtained in several steps, whereas the method introduced here does not perform such an
LU factorization, and it obtains the coefficients ξ in a single step.
In order to obtain the solution of (8.1) we need to get the coefficients ξ for Gaussian elimination as explained in section 8.3. That is, one diagonal coefficient for each
row/column, plus mu coefficients in each row and ml coefficients in each column (except
for the last ones, where less coefficients have to be calculated). More accuracy in the
solution is obtained by pivoting, i.e., altering the order of the rows and columns in the
process of Gaussian elimination so that the pivot (the element temporarily in the diagonal and by which we are going to divide) is never too close to zero. Double pivoting (in
rows and columns) usually gives more accurate results than partial pivoting (in rows or
columns). However, the former is seldom preferred for banded systems, since it requires
O(n2 ) operations, while the latter requires only O(n). In the implementations described in
this section, we have chosen to perform partial pivoting on rows, as in refs. [256, 402]. In
the same spirit, and in order to save as much memory as possible, we store matrices by
diagonals (see [256]).
We proceed as follows: For each given I, we obtain ξII (using (8.25a)), and then ξ JI
(using (8.25c)) for J = I + 1, . . . , I + ml . If |ξ JI | > |ξII |, we exchange rows I and J in
the matrix A and in the vector b. This is called partial pivoting in rows, and it usually
gives greater numerical stability to the solutions; in our tests of section 8.6 the error was
lowered in two orders of magnitude by partial pivoting. Next, we calculate ξI J (using
(8.25b)) for J = I + 1, . . . , I + mu . When we have calculated all the relevant coefficients
ξ for a given I, we calculate cI using (8.30). We repeat these steps for all rows I, starting
by I = 1 and moving one row at a time up to I = n. This ordering enables us to solve
the system using eqs. (8.25), (8.30), (8.33), because the superdiagonal ξI J (i.e., those with
I < J) only require the knowledge of the coefficients with a lower row index I, while the
subdiagonal coefficients ξI J with I > J only require the knowledge of coefficients with a
lower column index. We have additionally implemented a procedure to avoid performing
dummy summations (i.e., those where the term to add is null), which eliminates the need
for evaluating µI J in every step. According to the pivotings performed before starting to
calculate a given ξ, a different number of terms will appear in the summation to obtain
it. This procedure uses the previous pivoting (i. e., row exchanging) information and
determines how many ξ coefficients have to be obtained in any row or column, and how
many terms the summation to obtain them will consist of (this procedure is not indicated
in the pseudo-code below for the sake of simplicity). The final step consists of obtaining
x from b using (8.33).
The pseudo-code of the algorithm can be summarized as follows:
// Steps 1 and 2: Calculating the coefficients ξ and the vector c
for (K = 1, K ≤ n, K + +) do
// Calculating the diagonal ξ’s:
P
ξKK = 1/(AKK + K−1
M=K−µ0 ξK M ξ MK )
// Calculating the subdiagonal ξ’s:
for (I = K + 1, I ≤ I + ml , I + +) do
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ξIK = −AIK +
end for

PK−1
M=K−µIK

ξI M ξ MK

for I > J

// Pivoting:
if ∃ |ξ JI | > |ξII | for J = I + 1, . . . , I + ml then
for (K = 1, K ≤ n, K + +) do
AIK ↔ A JK
end for
bI ↔ b J
end if
// Calculating the superdiagonal ξ’s:
for (J = K + 1, J ≤ K + mu , J + +) do
P
ξK J = −ξKK AK J + K−1
M=K−µK J ξK M ξ MJ
end for
// Calculating cK = (Qb)K :
cK = bK
for (L = K − ml , L ≤ K − 1, L + +) do
cK + = ξK,L cL
end for
end for
// Step 3: Calculating xK = (Pc)K = (PQb)K :
for (K = n, K ≥ 1, K − −) do
xK = ξKK cK
for (L = K + 1, L ≤ K + mu , L + +) do
xK + = ξK,L xL
end for
end for
In the actual computer implementation we split the most external loop into three loops
(I = 1, . . . , 2m, I = 2m+1, . . . , n−2m, and I = n−2m+1, . . . , n), because the summations
to obtain the coefficients ξ lack some terms in the initial and final rows. We store A by
diagonals in a n × (2mu + ml + 1) matrix in order to save memory and, with the same
objective, we overwrite the original entries AI J with the calculated ξI J for I ≤ J, and we
store the ξI J with I > J in another n × (2ml ) matrix.
One possible modification to the algorithm presented above is to omit the pivoting.
This usually leads to larger errors in the solution, but results in important computational
savings. It can be used in problems where computational cost is more important than
achieving a very high accuracy. In any case, one must note that the accuracy of the
algorithm is typically acceptable without pivoting, so in many cases no pivoting will be
necessary.
In (8.33) we can see that no subdiagonal coefficients (ξI J with I > J) are needed to
obtain x from c. In (8.30), we can see that only ξIK are necessary in order to obtain cI , thus
making it unnecessary to know ξLK for L < I. Therefore, we can get rid of them once cI is
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known. Since we calculate cI immediately after calculating all ξIK , we can overwrite ξI+1,K
on the memory position of ξIK . If we do so, about one third of the memory is saved, since
less coefficients must be stored, however, according to some preliminary tests, this option
is also 20% slower than the simpler one in which all coefficients are stored independently.
It is also worth remarking at this point that the present state of the algorithm is not
yet completely optimized at the low level and, therefore, it cannot be directly compared
to the thoroughly optimized routines included in commonly used scientific libraries such
as LAPACK [402]. This further optimization will be pursued in future works.

8.5

Parallelization

There exist many works in the literature aiming at parallelizing the calculations needed
to solve a banded system [377, 386, 405–416]. The decision about which one to choose,
and, in particular, which one to apply to the algorithms presented in this work depends,
of course, on the architecture of the machine in which the calculations are going to be
performed. The choice is additionally complicated by the fact that, normally, only the
number of floating point operations required by each scheme is reported in the articles.
However, the number of floating point operations is known to be a poor measure of the
real wall-clock performance of computer algorithms and, especially, parallel ones, for a
number of reasons:
é Not all the floating point operations require the same time. For example, in currently
common architectures, a quotient takes 4 times as many cycles as an addition or a
product.
é A floating point operation usually requires access to several positions of memory.
Each access is much slower than the floating point operation itself [126]. Moreover,
the number of memory accesses does not need to be proportional to the number of
floating point operations.
é Transferring information among nodes in a cluster is commonly much slower than
accessing a memory position or performing a floating point operation [126].
Despite these unavoidable complexities and the fact that rigorous tests should be made
in any particular architecture, two parallelizing schemes seem well suited for the method
presented in this work: the one in ref. [407] for shared memory machines and the one
in ref. [386] for distributed memory machines. The former is faster if the communication time among nodes tends to zero, whereas the latter tackles the communication time
problem by significantly reducing the number of messages that need to be passed.

8.6

Differences with Gaussian elimination

In order to asess the performance of the method derived in the previous sections, we will
present results of numerical tests of real systems. In sec. 8.7, we compare the absolute
accuracy and numerical efficiency of our New Algorithm with those of the banded solver
described in the well-known book Numerical Recipes in C [256]. However, before doing
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that, we can make some general remarks about the validity of the new method from the
numerical point of view.
At this point, it is worth remarking that the present state of our New Algorithm for
banded systems is not yet completely optimized at the low level. Therefore, it cannot
be directly compared to the thoroughly optimized routines included in commonly used
scientific libraries such as LAPACK [402]. This further optimization will be pursued in
future works. At the current state, it is natural to compare our algorithm to an explicit,
high-level, not optimized routine, such as the ones in Numerical Recipes in C [256], and
the results here should be interpreted as a hint of the final performance when all levels of
optimization are tackled.
Our New Algorithm (NA) is based on equations (8.26a, 8.26b, 8.26c), (8.30) and
(8.33). The source code of its different versions can be found in the supplementary material. The solver of [256] (NRC) belongs to a popular family of algorithms (see, for
example, [401]) which work by calculating the ξ coefficients involved in the Gaussian
elimination procedure in different iterations. Both for NA and for NRC, the ξ coefficients
required for the resolution result from the summation of several terms. For a given set
of ξ’s, Gaussian elimination-based methods first obtain the first term of the summation of
every ξ then the corresponding second terms of the summations, and so on. In contrast,
our method first obtains the final value of a given ξ by calculating all the terms in the
corresponding summation; then once a given ξI J is known, it computes ξI,J+1 , and so on.
Both the NRC Gaussian elimination method for banded systems and our New Algorithm perform the same number of operations (i.e., the same number of additions, the
same number of products, etc.). However, their efficiencies are different, as is shown in
sec. 8.7.1. We believe this is due to the way the computers which run the algorithms
access the memory positions which store the variables involved in the problem. The time
that modern computers take to perform a floating point operation with two variables can
be much smaller than the time required to access the memory positions of these two variables. In a modern computer, an addition or product of real numbers can take of the order
of 10−9 -10−8 s. If the variables involved are stored in the cache memory, to access them
can take also 10−9 -10−8 s. If they are stored in the main memory, the access can take the
order of 10−7 s [124, 126]. The speed to access one position of memory is given not only
by the level of memory (cache, main memory, disk, etc.) where it lies, but also by the
proximity of the position of memory which was immediately read previously. Therefore,
it is expected that two different algorithms will require different execution times if they
access the computer memory in different ways, even if they perform the same operations
with the same variables.
In the NRC Gaussian elimination procedure, a given number of floating point variables
is added to each entry AI J . The same number of floating point variables has to be added to
AI J to calculate ξI J in the New Algorithm. However, the order it is done is different in both
cases. In Gaussian elimination, one row of A times a given number is added to another row
of A, and this is repeated many times. For example, for erasing the subdiagonal entries
of the first column of A, the first row (times the appropriate numbers) is added to rows
2 to ml + 1. Then, to erase the (new) second column, the (new) second row is added to
rows 3 to ml + 2, and so on. Let us consider A4,3 , without a loss of generality. A given
number is added to A4,3 when the first row is added to its lower rows; after some steps,
another number is added to A4,3 , when the second row is added to its lower rows. Again
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after some steps, another number is added to A4,3 (when the third row is added to its lower
rows). In this procedure, the memory positions that are accessed move away from the
position of A4,3 , and then they come back to it, which can be suboptimal. However, in
our New Algorithm, numbers are added to a memory position (say A4,3 ) only once (see
8.25c), making the sweeping of memory positions more efficient. Some simple tests seem
to support this hypothesis. We define the following loops:
é Loop 1: (Analogous to loop of NRC-Gaussian elimination)
for (K = 0, K < 1000000, K + +) do
for (I = 0, I < ml , I + +) do
for (J = 0, J < mu − 1, J + +) do
A[ml ][J]+ = A[I][J]
end for
end for
end for
é Loop 2: (Analogous to the loop of the New Algorithm)
for (K = 0, K < 1000000, K + +) do
for (I = 0, I < mu − 1, I + +) do
A[ml ][I]+ = A[0][I] + . . . + A[ml − 2][I]
end for
end for
The way in which Loop 1 sweeps the memory positions is analogous to that of the Gaussian elimination method (NRC), because it adds the different numbers to a given memory
position (A[ml ][I]) in different iterations within the intermediate loop. The way Loop 2
sweeps the memory positions is analogous to that of the New Algorithm (NA), because
it adds the different numbers to a given memory position (A[ml ][I]) just at a stretch. If
we compare the times required by their executions (using mu = 10), we find the results of
table 8.1.
ml tLoop1 tLoop2 tLoop1 /tLoop2
3 0.379 0.169
2.243
10 1.255 0.509
2.466
30 3.788 1.473
2.563

tNRC /tNA
1.145
1.780
2.360

Table 8.1: Comparison of the execution times of simple tests. The last column corresponds to data taken from sec. 8.7.
This simple test gives us a clue on how the different ways to sweep memory positions
can result in rather different execution times. The comparison between tLoop1 /tLoop2 and
tNRC /tNA associated with the actual NRC and NA algorithms (without pivoting, with N =
106 and mu = ml , see sec. 8.7) is merely qualitative. This is because the way the memory
access takes place in Loop 1 is not exactly the same as the way the memory access takes
place in NRC, nor is it the same for Loop 2 and NA (and also the mu ’s are different).
The reason why the relative performance of NA vs. NRC decreases with m for m > 35
approximately can be due to the fact that in our implementation, NA uses matrices which
are larger than those of NRC.
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Numerical tests

In this section we quantitatively compare our New Algorithm with the banded solver based
on Gaussian elimination of [256]. We do so by comparing the accuracy and efficiency of
both algorithms for solving given systems. For the sake of generality, in the first part of
this section (8.7.1) we use random banded systems as inputs for our tests. In the second
part (8.7.2), we use them (plus a modified version of NA) to solve a physical problem, the
calculation of the Lagrange multipliers in proteins.

8.7.1

Performance for generic random banded systems

In the test systems for our comparisons we imposed mu = ml = m for the sake of simplicity. We took n = 103 , 104 and 105 and m = 3, 10, 30, 100 and 300 for all of them in our
tests. In addition to this, we took n = 106 with m = 3, 10 and 30. For each given pair
of values of n and m, we generated a set of 1000 random n × n banded matrices whose
entries are null, except the diagonal ones and their first m neighbours on the right and on
the left. The value of these entries is a random number between 500 and −500 with 6
figures. The components of the independent term (the vector b in (8.3)) are random numbers between 0 and 1000, also with 6 figures. We tested both algorithms (from [256] and
our NA) with and without pivoting. We used PowerPC 970FX 2.2 GHz machines, and no
specific optimization flags were given to the compiler apart from the basic one (g++ -o
solver solver.cpp). Every point in our performance plots corresponds to the mean of 1000
tests and, in each point, we used the same random system as the input for both algorithms.
We measured the efficiency of a given algorithm by using an average of its execution
times for given banded systems. In the measurement of such execution times, we considered only the computation time; i.e., the measured execution times correspond only to the
solution of the banded systems, and not to other parts of the code such as the generation of
random matrices and vectors, the initialization of variables or the checking and the storage of the results. The measurements of the execution times start immediately after the
initialization, and the clock is stopped immediately after the unknowns x are calculated.
The concrete information on how the measurement of times was implemented can be can
be found in the source code of the programs used for our tests, which are included in the
supplementary material. As is shown there, standard C libraries were used to measure the
times.
The accuracy of the algorithms was determined by measuring the error of the solutions
they provide (x). We quantified the error with the following formula, which corresponds
to the normalized deviation of Ax from b:
Pn Pn
AI J x J − bI |
|
.
(8.40)
Error := I=1 PJ=1
n
I=1 |xI |

In the first diagrams of this section (figs. 8.1, 8.2, 8.3 and 8.4) we present the absolute
and relative accuracy and efficiency of the NA and NRC algorithms for the cases with
and without pivoting. In these figures, the yellow spheres represent the calculated points,
which correspond to the average of 1000 tests with different input random matrices and
vectors. For the sake of visual confort, interpolating surfaces have been produced with
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Figure 8.1: Properties of the New Algorithm introduced in this work, with pivoting, as a function
of the size of the matrix n and the width of the band m in random banded test systems. a) Its
accuracy, as measured by the error defined in equation (9.38). b) Its numerical efficiency, measured
by the execution time.

cubic splines and the x and y axes (labeled n and m) are in logarithmic scale. In figures
8.2, 8.4 we compare quantities between the two algorithms; a blue plane at z = 1 is
included. Above this plane, NA is more competitive than NRC; below this plane, the
converse is true.
In figure 8.1a, we can see that our algorithm with pivoting has very good accuracy,
with the error satisfying log(Error) ∝ log(m). The error is proportional to a power of m
with a small exponent (' 1.4). In the same figure we notice that this error is approximately
independent of n. The execution time in the tested region (see figure 8.1b) is proportional
to n and also approximately proportional to m1.7 , not to m2 as one would expect from
the number of floating point operations (∝ nm2 ). This suggests that memory access is an
important time-consuming factor, in addition to floating point operations.

Figure 8.2: Comparison between the properties of the New Algorithm introduced in this work
(NA) and the one in ref. [256] (NRC), both with pivoting, as a function of the size of the matrix
n and the width of the band m in random banded test systems. a) Relative accuracy, as measured
by the ratio of the errors defined in equation (9.38). b) Relative numerical efficiency, measured by
the ratio of the execution times.

In figure 8.2a, we can see that, if pivoting is performed, our New Algorithm is always
more accurate than NRC, except for a narrow range of m between 1 and 4. The typical

188

CHAPTER 8. EFFICIENT INVERSION OF BANDED MATRICES

Figure 8.3: Histogram of the errors made by the algorithms NA and NRC for solving random
banded systems without pivoting. The data corresponds to 1000 random inputs with n = 105 and
m = 10.

increase in accuracy is around a 5%, reaches almost 15% for some values of n and m. In
figure 8.2b, we can see that, if pivoting is performed, the New Algorithm is also faster
than NRC for most of the studied values of n and m, with typical speedups of around 40%
and the largest ones of almost 80%.
If pivoting is not performed, the accuracy decreases typically by two or three orders
of magnitude (but errors still remain very low, usually around 10−10 ).In the non-pivoting
case, we also see that a few of the calculations (around 1 in 500) present errors significantly larger than the average. This probably suggests that the random procedure has
produced a matrix that is close to singular with respect to the hypotheses introduced in
sec. 8.2. In fig. 8.3, we show a typical example of the distribution of errors for the nonpivoting banded solvers NA and NRC in figure 8.3. The data corresponds to the errors of
1000 random input matrices with n = 105 and m = 10. In such a case, the average of the
error is less representative. In this example test, the highest error in NRC is 1.57·10−9 , and
in NA is 2.53 · 10−9 , although these numbers are probably anecdotal. One must also note
that 99% of the errors are O(10−10 ) or smaller. A comparison of the red and green bars
in the histogram suggests that there are no big differences in the errors of both algorithms
(NA and NRC) without pivoting.
Despite these problems in dealing with almost singular matrices, algorithms without
pivoting have an important advantage regarding computational cost, and they can be useful for problems in which the matrices are a priori known to be well behaved. These
computational savings are noticed if we compare figs. 8.1b, and 8.4a. In figure 8.4b, we
can additionally see that the New Algorithm introduced in this work is always faster than
NRC for the explored values of n and m if no pivoting is performed; the increase in efficiency reaching almost to a factor of 3 for some values of n and m, and being typically
around a factor of 2.
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Figure 8.4: a) Numerical complexity of the New Algorithm introduced in this work, without
pivoting, when solving random banded test systems. Execution time is shown as a function of the
size of the matrix n and the width of the band. b) Comparison between the numerical complexity
of NA and NRC.

8.7.2

Analytical calculation of Lagrange multipliers in a protein

In Molecular Dynamics simulations, it is a common practice to constrain some of the
internal degrees of freedom of the involved systems. This enables an increase in the
simulation time step, makes the simulation more efficient, and is expected not to severely
distort the value of the observable quantities calculated in the simulation [106, 417]. The
bond lengths of a molecule can be constrained by including algebraic restrictions such as
the following one:
|~xα − ~xβ |2 − (aα,β )2 = 0
(8.41)
in the system of classical equations of motion of the atoms. In this expression, the positions of atoms in a molecule formed by Na atoms are given by ~xα , ~xβ , with α, β = 1, . . . , Na .
The parameter aα,β is the length of the bond which links atoms α and β.
The imposition of holonomic constraints such as (9.7) under the assumption of the
D’Alembert principle makes the so-called constraint forces appear. These forces are
proportional to their associated Lagrange multipliers, which have to be calculated in order to evaluate the dynamics of the system. Proteins, nucleic acids and other biological
molecules have an essentially linear topology, which makes it possible to calculate the
Lagrange multipliers associated to their constrained internal degrees of freedom by solving banded systems. More explanations on how to impose constraints on molecules and
on how to calculate the Lagrange multipliers in biomolecules can be found in chapter 9.
In this section, we compare the efficiencies and accuracies of three methods to solve
the banded systems associated with the calculation of Lagrange multipliers of a family of
relevant biological molecules (polyalanines). The three methods we compare are:
é The Gaussian elimination algorithm for banded systems presented in [256] (NRC)
é The New Algorithm (NA) presented here, based on equations (8.26a, 8.26b, 8.26c)
é A modified version of the New Algorithm presented here, which uses the methods
discussed in sec. 8.3 and takes advantage in the symmetry of the system (i.e., it uses
equation (8.27) instead of (8.26c))
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All three methods are implemented without pivoting. The accuracies and efficiencies of
the first two ones were compared in sec. 8.7.1 for banded matrices with random entries.
In our tests, we calculated the Lagrange multipliers of α-helix shaped polyalanine
chains (as the one displayed in fig. 8.5) with different numbers of residues (R). See chapter
9 for further information on the way the systems of equations to solve were generated. In
our tests, we measured the error as calculated with (9.38), as well as the execution time
of the algorithms. We ran them in a MacBook6,1 with a 2.26 GHz Intel Core 2 Duo
processor.

Figure 8.5: Polyalanine chain of 40 residues in a α-helix shape. White spheres indicate H atoms,
dark spheres indicate C atoms, blue spheres indicate N atoms and red spheres indicate O atoms.
The covalent bonds appear as rods connecting them. Diagram made with Avogadro [418].

The results are displayed in figures 8.6 and 8.7. For all the polypeptide lengths rep0.003
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Figure 8.6: Comparison of the execution times (t) of different algorithms to solve banded systems
in the calculation of the Lagrange multipliers in a polyalanine chain of R residues. Vertical crosses:
NRC (Gaussian elimination); Diagonal crosses: NA; Squares: modified New Algorithm.

resented in fig. 8.6, the execution time of the Gaussian elimination algorithm (NRC) is
about 1.57 times the execution time of the New Algorithm (1.57 ± 0.01). The modified
New Algorithm (squares in figures 8.6 and 8.7) is about 2.70 times faster than the NRC
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algorithm. These results were the expected results for the used values of n, mu and ml
(mu = ml = m = 6, n = 10R + 2), according to the tendencies observed in the previous
section. Higher values of m are expected to result in better relative efficiency of the New
Algorithm (see sec. 8.7.1). A situation that we can meet, for example, if not only bond
lengths, but also bond angles, are constrained, and if the branches of the molecule are
longer (for example, the side chains of the arginine residue are longer than the side chains
of the alanine residue).
The errors made by the three tested algorithms are displayed in fig. 8.7. As expected
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Figure 8.7: Comparison of the errors made by different algorithms in the solution of banded systems for the calculation of the Lagrange multipliers in a polyalanine chain of R residues. Vertical
crosses: NRC (Gaussian elimination); diagonal crosses: NA; squares: modified New Algorithm.

for the case without pivoting (see sec. 8.7.1), the errors of the NRC and NA algorithms
are similar, and both are very small (similar to the errors arisen from the finite machine
precision). The error of the modified version of the New Algorithm is typically less that
half of the error of the other two methods. This can be due to the fact that the modified
version uses equation (8.27) instead of (8.26c). Therefore, fewer numbers (about half of
them) are present in the calculation, and hence fewer potential sources of error are present.

We conclude that, for the systems tested in this section, the new algorithm introduced
in this work is competitive both in accuracy and in computational efficiency when compared with a standard method for inverting banded matrices. This holds true both with
and without pivoting. We stress we are comparing two algorithms which are not yet thoroughly optimized (as LAPACK is).
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Concluding remarks

In this chapter, we have introduced a new linearly scaling method to invert the banded
matrices that so often appear in problems of Computational Physics, Chemistry and other
disciplines. We have proven that this new algorithm is capable of being more accurate than
standard methods based on Gaussian elimination at a lower computational cost, which
opens the door to its use in many practical problems, such as the ones described in the
introduction.
Moreover, we have produced the analytical expressions that allow us to directly obtain,
in a recursive manner, the solution to the associated linear system in terms of the entries of
the original matrix. To have these licit formulae (which have also been presented for the
calculation of the full inverse matrix in the Appendix) at our disposal not only simplifies
the task of coding the needed computer algorithms, but it may also be useful to facilitate
analytical developments in the problems in which banded matrices appear.
In addition, we have checked its performance for general trial systems, and proven its
usefulness for real physical problems (calculations on dynamics of proteins).

Chapter 9
Exact and efficient calculation of
Lagrange multipliers in biological
polymers with constrained bond lengths
and bond angles
This chapter is based on the article:
Pablo García-Risueño, Pablo Echenique and José Luis Alonso, Exact and efficient calculation
of Lagrange multipliers in biological polymers with constrained bond lengths and bond angles:
Proteins and nucleic acids as example cases, J. Comp. Chem. 32, 14 (2011) 3039–3046.

9.1

Introduction

As a result of the high frequency of the fastest internal motions in molecular systems, the
discrete time step for Molecular Dynamics simulations must be very small (of the order of
femtoseconds), while the actual span of biochemical processes typically require the choice
of relatively long total times for simulations (e.g., from microseconds to milliseconds for
protein folding processes). In addition, since biologically interesting molecules (such as
proteins [259] and DNA [419]) consist of thousands of atoms, their trajectories in configuration space are esentially chaotic, and therefore reliable quantities can be obtained
from the simulation only after statistical analysis [420]. In order to cope with these two
requirements, which necessitate the computation of a large number of dynamic steps in
order for predictions to be made, great effort is being made towards both hardware [9, 84]
and software [108, 397] solutions. In fact, it is only very recently that simulations for
interesting systems of hundreds of thousand of atoms in the millisecond scale are starting
to become affordable, since, as already mentioned, the main limitation of these computational techniques is the large difference between the elemental time step used to integrate
the equations of motion and the total time span needed to obtain useful information. In
this context, strategies to increase the time step are very valuable.
A widely used method to this end is to constrain some of the internal degrees of
freedom [421] of a molecule (typically bond lengths, sometimes bond angles and rarely
dihedral angles). For a Verlet-like integrator [109, 233], stability requires the time step to
be at least about five times smaller than the period of the fastest vibration in the studied
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system [286]. Here is where constraints come into play. By constraining the hardest
degrees of freedom, the fastest vibrational motions are frozen, and thus larger time steps
still produce stable simulations. If constraints are imposed on bond lengths involving
Hydrogens, the time step can typically be increased by a factor of 2 to 3 (from 1 fs to 2 or 3
fs) [422]. Constraining additional internal degrees of freedom, such as heavy atoms bond
lengths and bond angles, allows even larger timesteps [286, 423], but one has to be careful
since, as more and softer degrees of freedom are constrained, the more likely it is that the
physical properties of the simulated system could be severely distorted [240, 319, 424].
Essential ingredients in the calculation of the forces produced by the imposition of
constraints are the so-called Lagrange multipliers [249], and their efficient numerical
evaluation (or that of related quantities, as modified Lagrange multipliers which avoid
any drift on constraints) is therefore of the utmost importance. In this work, we show that
the fact that many interesting biological molecules are esentially linear polymers allows
the Lagrange multipliers to be calculated in order Nc operations (for a molecule where Nc
constraints are imposed) in an exact (up to machine precision), non-iterative way. Moreover, we provide a method to do so which is based on a skilful ordering of the constraints
indices, and in a recently introduced algorithm for solving linear banded systems [1].
There exist some previous works which comment that solving this kind of linear problems (or related ones) is costly (but without giving further details) [237, 298, 425, 426],
and some other works explicitly state that such a computation must take O(Nc3 ) [427] or
O(Nc2 ) [393, 428] operations. We prove here that this can be done in O(Nc ) steps.
In a more related family of works, linear algebra techniques for sparse systems have
been used to tackle the problem of constrained Molecular Dynamics in the same spirit as
this work. The most prominent examples [424] use sparse linear algebra codes (MA28
and SPARSPAK) to achieve more efficient matrix factorizations. They use a matrix equation similar to the one appearing in SHAKE [237], which is derived from the equation
σ(t + ∆t) = 0. Then, the sparse algebra algorithms reorder the rows and columns of this
matrix in a way which makes Gaussian elimination efficient (i.e., which generates few fillins). Simpler sparse techniques are used in other methods, as those in [422, 428–431]. In
the constant matrix approximation introduced in [422], small value entries of the inverse
of a given sparse matrix are neglected, and this sparse approximation to the inverse is used
in an iterative procedure in the search for modified Lagrange Multipliers which satisfy the
constraints without any drift. In P-SHAKE [428], the sparseness of some different but related matrices is also used to accelerate the computation of matrix-vector products with the
same aim. In a parallel implementation [429] of the well-known SHAKE method [237], a
conjugate gradient minimization step is made efficient due, again, to sparse matrix-vector
products. Coming to not only sparse systems but banded ones, we can mention the work
by Mazars [432], who showed that the Lagrange multipliers can be computed analytically for the simple linear chain by inverting a tridiagonal matrix (a particular case of
the more general calculations introduced in the present chapter). The method known as
MILC-SHAKE [430], takes the efficient inversion of this tridiagonal matrix to the practical arena, introducing a method to implement constraints based on SHAKE. However,
this method, as the calculations in ref. [432], is only applicable to a very small family of
systems (linear chains and rings). MILCH-SHAKE [431] neglects small entries in the coordinate matrix to invert so that it is tridiagonal, and uses its solution as starting guess for
an iterative procedure. Also, in ref. [433], the overdamped Langevin dynamics of a molec-
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ular system is considered, and a banded matrix appears which involves the constraints as
well as the friction. This matrix, which is different from the one discussed in this work,
can also be inverted using similar techniques. It is also worth mentioning that the idea of
avoiding operating on zeros to reduce the scaling of the solution of sparse systems has a
long history and has been used in other contexts. For example, in ref. [434], the “nested
disection” method is introduced. This approach is related to the solution of a linear system related to a finite-differences problem in a regular mesh, and the matrix A to invert is
N × N, with N = (n + 1)2 , being n the size of the mesh. Since each row/column of this
matrix contains approximately n ' N 1/2 non-zero elements, the solution of the associated
linear system needs of the order of n3 operations, or N 3/2 , which is harsher than the case
of a linear polymer presented in our work, in which we have an N-independent number of
non-zero elements per row/column, and hence can achieve order N scaling. Also, a theorem by Rose [435] mentioned in this work indicates that our approach is close to optimal
for the given problem we are dealing with. Finally, in the field of robot kinematics, many
O(Nc ) algorithms have been devised to deal with different aspects of constrained physical
systems (robots in this case) [436–438], but none of them tackles the exact calculation of
the Lagrange multipliers themselves.
In summary, despite these previous developments along similar lines to the one followed in this work, as far as we are aware, the method introduced here represents the first
time in which the matrix to invert in order to find the Lagrange multipliers is explicitly
constructed for a general biological polymer, in such a way that it is not only sparse but
also banded, therefore allowing to solve the associated linear problem in just O(Nc ) steps.
This chapter is structured as follows. In sec. 9.2, we introduce the basic formalism
for the calculation of constraint forces and Lagrange multipliers. In the section 9.3 we
explain how to index the constraints in order for the resulting linear system of equations
to be banded with the minimal bandwidth (which is essential to solve it efficiently). We
do this by starting with very simple toy systems and building on complexity as we move
forward towards the final discussion about DNA and proteins; this way of proceeding is
intended to help the reader build the corresponding indexing for molecules not covered
in this work. It covers both bond length and bond angle constraints, but its basis is also
valid for efficient constraining of dihedral angles In sec. 9.4, we apply the introduced
technique to a series of polyalanine peptides using the AMBER package, comparing the
relative efficiency between the calculation of the Lagrange multipliers in the traditional
way (O(Nc3 )) and in the new way presented here (O(Nc )). It is also worth pointing out
that it is well-known that the use of the exact Lagrange multipliers (the ones computed
by the new method discussed in this work) to solve the underlying ordinary differential
equations behind the differential-algebraic problem introduced in sec. 9.2 produces unstable algorithms in which the system abandons the constrained subspace [237, 433, 439].
However, the Lagrange multipliers and the matrix that needs to be inverted to find them
are quantities that are intrincately related with every formalism dealing with constraints,
therefore participating of the methods that do solve the problem correctly, i.e., exactly enforcing the constraints at each time step [237, 417]. This makes the calculations presented
here potentially very useful for the improvement of many of these methods. In sec. 9.5,
we not only summarize the main conclusions of this work, but we also outline a number
of examples in which the new technique can be applied in practical algorithms.
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Calculation of the Lagrange multipliers

If holonomic, rheonomous constraints are imposed on a classical system of n atoms, and
the D’Alembert’s principle is assumed to hold, its motion is the solution of the following
system of differential equations [249, 440]:
N

mα

c
X
d2 ~xα (t) ~
~ α σI (x(t)) ,
=
F
(x(t))
+
λI (t)∇
α
dt2
I=1

σI (x(t)) = 0 ,
x(t0 ) = x0 ,
dx(t0 )
= ẋ0 ,
dt

α = 1, . . . , n ,

I = 1, . . . , Nc ,

(9.1a)
(9.1b)
(9.1c)
(9.1d)

where (9.1a) is the modified Newton’s second law and (9.1b) are the equations of the
constraints themselves; λI are the Lagrange multipliers associated with the constraints;
F~α represents the external force acting on atom α, ~xα is its Euclidean position, and x
P c ~ I
collectively denote the set of all such coordinates. The term NI=1
λI ∇α σ (x) should be
regarded as the force of constraint acting on atom α.
Also, in the above expression and in this whole document we will use the following
notation for the different indices:
• α, β, γ, , ζ = 1, . . . , n (except if otherwise stated) for atoms.
• µ, ν = 1, . . . , 3n (except if otherwise stated) for the atoms coordinates when no
explicit reference to the atom index needs to be made.
• I, J = 1, . . . , Nc for constraints and the rows and columns of the associated matrices.
• k, l as generic indices for products and sums.
The existence of Nc constraints turns a system of N = 3n differential equations with N
unknowns into a system of N + Nc algebraic-differential equations with N + Nc unknowns.
The constraint equations in (9.1b) are the new equations, and the Lagrange multipliers are
the new unknowns whose value must be found in order to solve the system.
If the functions σI (x) are analytical, the system of equations in (9.1) is equivalent to
the following one:
N

c
X
d2 ~xα (t) ~
~ α σI (x(t)) ,
=
F
(x(t))
+
λI (t)∇
mα
α
dt2
I=1

σI (x(t0 )) = 0 ,
dσI (x(t0 ))
=0,
dt
d2 σI (x(t))
= 0 , ∀t ,
dt2
x(t0 ) = x0 ,
dx(t0 )
= ẋ0 .
dt

(9.2a)
(9.2b)
(9.2c)
(9.2d)
(9.2e)
(9.2f)
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In this new form, there exists a more direct path for the solution of the Lagrange
multipliers: If we explicitly calculate the second derivative in eq. (9.2d) and then substitute
eq. (D.1) where the accelerations appear, we arrive at


X 1 
X ∂σ J  ∂σI X dxµ dxν ∂2 σI
d2 σ I

Fµ +
=
λ J µ  µ +
2
dt
mµ
∂x ∂x
dt dt ∂xµ ∂xν
µ
µ,ν
J
X
:= pI + qI +
RI J λ J = 0 ,
I = 1, . . . , Nc ,
(9.3)
J

where we have implicitly defined
X 1
∂σI X 1 ~ ~ I
Fµ
=
F α · ∇α σ ,
p :=
mµ ∂xµ
mα
α
µ
X dxµ dxν ∂2 σI
qI :=
,
dt dt ∂xµ ∂xν
µ,ν
X 1 ∂σI ∂σ J X 1
~ α σI · ∇
~ ασJ ,
RI J :=
∇
=
µ ∂xµ
m
∂x
m
µ
α
µ
α
I

(9.4a)
(9.4b)
(9.4c)

and it becomes clear that, at each t, the Lagrange multipliers λ J are actually a known
function of the positions and the velocities.
We shall use the shorthand
oI := pI + qI ,

I = 1, . . . , Nc ,

and, o, p, and q to denote the whole Nc -tuples, as usual.
Now, in order to obtain the Lagrange multipliers λ J , we just need to solve
X


RI J λ J = − pI + qI
⇒ Rλ = −o .

(9.5)

(9.6)

I

This is a linear system of Nc equations and Nc unknowns. In the following, we will
prove that the solution to it, when constraints are imposed on typical biological polymers,
can be found in O(Nc ) operations without the use of any iterative or truncation procedure,
i.e., in an exact way up to machine precision. To show this, first we will prove that the
value of the vectors p and q can be obtained in O(Nc ) operations. Then, we will show that
the same is true for all the non-zero entries of matrix R, and finally we will briefly discuss
the results in [1], where we introduced an algorithm to solve the system in (9.6) also in
O(Nc ) operations.
It is worth remarking at this point that, in this work, we will only consider constraints
that hold the distance between pairs of atoms constant, i.e.,
σI(α,β) (x) := | x~α − ~xβ |2 − (aα,β )2 ,

(9.7)

where aα,β is a constant number, and the fact that we can establish a correspondence
between constrained pairs (α, β) and the constraints indices has been explicitly indicated
by the notation I(α, β).
This can represent a constraint on:
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• a bond length between atoms α and β,
• a bond angle between atoms α, β and γ, if both α and β are connected to γ through
constrained bond lengths,
• a principal dihedral angle involving α, β, γ and δ (see [441] for a rigorous definition
of the different types of internal coordinates), if the bond lengths (α, β), (β, γ) and
(γ, δ) are constrained, as well as the bond angles (α, β, γ) and (β, γ, δ),
• or a phase dihedral angle involving α, β, γ and δ if the bond lengths (α, β), (β, γ)
and (β, δ) are constrained, as well as the bond angles (α, β, γ) and (α, β, δ).
This way of constraining degrees of freedom is called triangularization. If no triangularization is desired (as, for example, if we want to constrain dihedral angles but not
bond angles), different explicit expressions from those in the following paragraphs must
be written down, but the basic concepts introduced here are equally valid and the main
conclusions still hold. If the constrains are complicated functions of the atomic positions
(not simple lengths) but still involve each one of them a small number of atoms (such as
the cosine of a dihedral angle), we can see from the definition of matrix R in eq. (9.4c)
that the associated linear system will be again sparse.
Now, from eq. (9.7), we obtain
~ γ σI(α,β) = 2( x~α − ~xβ )(δγ,α − δγ,β ) .
∇

(9.8)

where δ represents the Kroenecker delta. Inserting this into (9.4a), we get a simple
expression for pI(α,β)
pI(α,β) :=

X 1
∂σI(α,β) X 1 ~ ~ I(α,β)
Fγ · ∇γ σ
Fµ
=
µ
m
∂x
m
µ
γ
γ
µ

(9.9)



X 2
 F~α F~β 
 .
=
F~γ · ( x~α − ~xβ )(δγ,α − δγ,β ) = 2( x~α − ~xβ ) · 
−
m
m
m
γ
α
β
γ
The calculation of qI(α,β) is more involved, but it also resolves into a simple expression:
First, we remember that the indices run as µ, ν = 1, . . . , 3n, and α = 1, . . . , n, and we
produce the following trivial relationship:

⇒

~xα = x3α−2 î + x3α−1 ĵ + x3α k̂
∂~xα
∂(x3α−2 î + x3α−1 ĵ + x3α k̂)
=
= δ3α−2,µ î + δ3α−1,µ ĵ + δ3α,µ k̂ ,
∂xµ
∂xµ

(9.10)

where î, ĵ and k̂ are the unitary vectors along the x, y and z axes, respectively.
Therefore, we can compute the first derivative of σI(α,β) :
∂((~xα − ~xβ )2 − a2α,β )
∂σI(α,β)
=
∂xµ
∂xµ
= 2(~xα − ~xβ ) · [(δ3α−2,µ î + δ3α−1,µ ĵ + δ3α,µ k̂)
−(δ3β−2,µ î + δ3β−1,µ ĵ + δ3β,µ k̂)] ,

(9.11)
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and also the second derivative:
∂2 σI(α,β)
= 2[(δ3α−2,µ î + δ3α−1,µ ĵ + δ3α,µ k̂) − (δ3β−2,µ î + δ3β−1,µ ĵ + δ3β,µ k̂)]
∂xµ ∂xν
· [(δ3α−2,ν î + δ3α−1,ν ĵ + δ3α,ν k̂) − (δ3β−2,ν î + δ3β−1,ν ĵ + δ3β,ν k̂)]
= 2(δ3α−2,µ δ3α−2,ν + δ3β−2,µ δ3β−2,ν − δ3α−2,µ δ3β−2,ν − δ3β−2,µ δ3α−2,ν
+ δ3α−1,µ δ3α−1,ν + δ3β−1,µ δ3β−1,ν − δ3α−1,µ δ3β−1,ν − δ3β−1,µ δ3α−1,ν
+ δ3α,µ δ3α,ν + δ3β,µ δ3β,ν − δ3α,µ δ3β,ν − δ3β,µ δ3α,ν ) .
(9.12)
Taking this into the original expression for qI(α,β) in eq. (9.4b) and playing with the
sums and the deltas, we arrive at
qI(α,β) :=

X dxµ dxν ∂2 σI(α,β)

dt dt ∂xµ ∂xν
!2
!2
!
dx3α−2
dx3β−2
dx3α−2 dx3β−2
= 2
+2
−4
dt
dt
dt
dt
!
!
!
2
2
dx3α−1
dx3β−1
dx3α−1 dx3β−1
+2
+2
−4
dt
dt
dt
dt
!
!
!
2
2
dx3α
dx3β
dx3α dx3β
+2
+2
−4
dt
dt
dt dt
µ,ν

d~xα d~xβ
−
= 2
dt
dt

2

.

Now, eqs. (9.5), (9.9) and (9.13) can be gathered together to become


2
 F~α F~β 
d~xα d~xβ
I(α,β)
−
−
+ 2( x~α − ~xβ ) · 
o
=2
 ,
dt
dt
mα mβ 

(9.13)

(9.14)

where we can see that the calculation of oI(α,β) always takes the same number of operations,
independently of the number of atoms in our system, n, and the number of constraints
imposed on it, Nc . Therefore, calculating the whole vector o in eq. (9.6) scales like Nc .
In order to obtain an explicit expression for the entries of the matrix R, we now introduce eq. (9.8) into its definition in eq. (9.4c):
RI(α,β),J(γ,)

n
X
1 ~ I(α,β) ~ J(γ,)
∇ζ σ
· ∇ζ σ
:=
mζ
ζ=1
n
X
4
=
(~xα − ~xβ ) · (~xγ − ~x )(δζ,α − δζ,β )(δζ,γ − δζ, )
mζ
ζ=1
!
δα,γ δα, δβ,γ δβ,
= 4(~xα − ~xβ ) · (~xγ − ~x )
−
−
+
,
mα
mα
mβ
mβ

where we have used that

n
X
ζ=1

δζ,α δζ,β = δα,β .

(9.15)

(9.16)
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Looking at this expression, we can see that a constant number of operations (independent of n and Nc ) is required to obtain the value of every entry in R. The terms proportional
to the Kroenecker deltas imply that, as we will see later, in a typical biological polymer,
the matrix R will be sparse (actually banded if the constraints are appropriately ordered
as we describe in the following sections), being the number of non-zero entries actually
proportional to Nc . More precisely, the entry RI J will only be non-zero if the constraints I
and J share an atom.
Now, since both the vector o and the matrix R in eq. (9.6) can be computed in O(Nc )
operations, it only remains to be proved that the solution of the linear system of equations
is also an O(Nc ) process, but this is a well-known fact when the matrix defining the system
is banded. In [1], we introduced a new algorithm to solve this kind of banded systems
which is faster and more accurate than existing alternatives. Essentially, we showed that
the linear system of equations
Ax = b ,
(9.17)
where A is a d × d matrix, x is the d × 1 vector of the unknowns, b is a given d × 1 vector
and A is banded, i.e., it satisfies that for known m < n
AI,I+K = 0
AI+L,I = 0

∀ K > m , ∀I ,
∀ L > m , ∀I ,

(9.18)
(9.19)

can be directly solved up to machine precision in O(d) operations.
This can be done using the set of recursive equations for the auxiliary quantities ξI J ,
χI J which was introduced in chap. 8 (equations (8.25a, 8.25b, 8.25c, 8.30 and 8.33):

−1
I−1
X


ξII = AII −
χI M ξ MI  ,
(9.20a)
M=max(1,I−m)


I−1
X


ξI J = ξII −AI J +
χI M ξ MJ  ,
for I < J ,
(9.20b)
M=max{1,J−m}

χI J = −AI J +

J−1
X

χI M ξ MJ ,

for

I>J,

(9.20c)

M=max{1,I−m}
I−1
X

cI = bI +

χI M ξ MM c M ,

(9.20d)

ξIK xK .

(9.20e)

M=max{I−m,1}

xI = ξII cI +

min{I+m,n}
X
K=I+1

In (9.20), the ξ coefficients are related to the process of Gaussian elimination (GE),
which is used to solve linear systems of equations by adding their equations multiplied
by appropriate terms. In GE, the matrix A in (8.1) is gradually convered to the identity
matrix, while the independent term b is consistently modified. In ref. [1] it is explicitly
explained how to derive (9.20).
If the matrix A is symmetric (AI J = A JI ), as it is the case with R [see (9.4c)], we can
additionally save about one half of the required operations just by using
χI J = ξ JI /ξ JJ ,

for

I>J,

(9.21)
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instead of (9.20c). Eq. (9.21) can be obtained from (9.20) by induction. In GE, the
coefficients ξII are not univocally determined, so their exact expression is to be chosen among infinite proportional ones. We recommend the form given in (9.20) for the
ξ coefficients
because other valid ones (like, for example, considering ξI J = ξ JI , ξII =
q
PI−1
1/ AII − M=max(1,I−m) ξI M ξ MI , which involves square roots) are computationally more
expensive.
Being the constraints indexed in a smart way, such as the one presented in sec. 9.3, not
only will the matrix R in eq. (9.6) be banded, allowing the use of the method described
above, but it will also have a minimal bandwidth m, which is also an important point,
since the computational cost for solving the linear system scales as O(Nc m2 ) (when the
bandwidth is constant).

9.3

Smart ordering of constraints

In this section, we describe how to index the constraints applied to the bond lengths and
bond angles of a series of model systems and biological molecules with the already mentioned aim of minimizing the computational cost associated with obtaining the Lagrange
multipliers. The presentation begins with deliberately simple systems and proceeds to increasingly more complicated molecules with the intention that the reader is not only able
to use the final results presented here, but also to devise appropriate indexings for different molecules not covered in this work. Although there exist sparse algebra libraries that
can reorder the constraints in a way which makes solving through Gaussian elimination
efficient [424], the guidelines presented here avoid the need to spend computation time in
that stage. Moreover, they are explicit, thus providing more insight about the problem.
The main idea we have to take into account, as expressed in section 2 of the main
body of this chapter, is to use nearby numbers to index constraints containing the same
atoms. If we do so, we will obtain banded R matrices. Further computational savings
can be obtained if we are able to reduce the number of ξ coefficients in eqs. (2.20) in
the main body to be calculated. In more detail, solving a linear system like (2.6) in the
main body where the R is Nc × Nc and banded with semi-band width (i.e., the number of
non-zero entries neighbouring the diagonal in one row or column) m requires O(Nc m2 )
operations if m is a constant. Therefore, the lower the value of m, the smaller the number
of required numerical effort. When the semi-band width m is not constant along the
whole matrix, things are more complicated and the cost is always between O(Nc m2min )
and O(Nc m2max ), depending on how the different rows are arranged. In general, we want
to minimize the number of zero fillins in the process of Gaussian elimination (see [1]
for further details), which is achieved by not having zeros below non-zero entries. The
smart ordering of equations to minimize the number of fill-ins in Gaussian elimination
processes in biological molecules (and thus their computational cost) was already pointed
out in [424].
This is easier to understand with an example: Consider the following matrices, where
Ω and ω represent different non-zero values for every entry (i.e., not all ω, nor all Ω must
take the same value, and different symbols have been chosen only to highlight the main
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diagonal):
A :=

Ω ω ω ω 0 ...
Ω 0 0 0 ...

!
,

B :=

Ω ω ω 0 0 ...
Ω ω 0 0 ...

!
.

(9.22)

During the Gaussian elimination process that is behind (2.20) in the main body, in A,
five coefficients ξ above the diagonal are to be calculated, three in the first row and two
in the second one, because the entries below non-zero entries become non-zero too as the
elimination process advances (this is what we have called “zero filling”). On the other
hand, in B, which contains the same number of non-zero entries as A, only three coefficients ξ have to be calculated: two in the first row and one in the second row. Whether R
looks like A or like B depends on our choice of the constraints ordering.
One has also to take into account that no increase in the computational cost occurs
if a series of non-zero columns is separated from the diagonal by columns containing all
zeros. I.e., the linear systems associated to the following two matrices require the same
numerical effort to be solved:




 Ω ω ω 0 0 ω ω 0 . . . 
 Ω ω ω ω ω 0 . . . 




Ω ω 0 0 ω ω 0 . . .  , D := 
Ω ω ω ω 0 . . .  .
C := 




Ω 0 0 ω ω 0 ...
Ω ω ω 0 ...
(9.23)

9.3.1

Open, single-branch chain with constrained bond lengths

We start by a simple model of a biomolecule: an open linear chain without any branch.
In this case, the atoms should be trivially numbered as in fig. 9.1 (any other arrangement
would have to be justified indeed!).
If we only constrain bond lengths, the fact that only consecutive atoms participate of
the same constraints allows us to simplify the notation with respect to eq. (2.7) in the main
body and establish the following ordering for the constraints indices:
I(α) = α ,

I = 1, . . . , n − 1 ,

(9.24)

with
σI(α) (~xα , ~xα+1 ) := (~xα − ~xα+1 )2 − (aα,α+1 )2 = 0 .

(9.25)

This choice results in a tridiagonal matrix R, whose only non-zero entries are those
lying in the diagonal and its first neighbours. This is the only case for which an exact
calculation of the Lagrange multipliers exists in the literature as far as we are aware [432].

Figure 9.1: Numbering of the atoms in an open, single-branch chain.
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Figure 9.2: Segment of a single-branch chain with constrained bond lengths and bond
angles. In solid line, the distances that have to be kept constant to constrain the former; in
dashed line, those that have to be kept constant to constrain the latter.

9.3.2

Open, single-branch chain with constrained bond lengths and
bond angles

The next step in complexity is to constrain the bond angles of the same linear chain that
we discussed above. The atoms are ordered in the same way, as in fig. 9.1, and the trick to
generate a banded matrix R with minimal bandwidth is to alternatively index bond length
constraints with odd numbers,
I(α) = 2α − 1 = 1, 3, 5, . . . , 2n − 3 ,

with α = 1, 2, . . . , n − 1 ,

(9.26)

and bond angle constraints with even ones,
J(β) = 2β = 2, 4, 6, . . . , 2n − 4 ,

with

β = 1, 2, . . . , n − 2 ,

(9.27)

where the regular pattern involving the atom indicies that participate of the same constraints again allowed the use a lighter notation.
The constraints equations in this case are
σI(α) (~xα , ~xα+1 ) = (~xα − ~xα+1 )2 − (aα,α+1 )2 = 0 ,

(9.28a)

σ J(β) (~xβ , ~xβ+2 ) = (~xβ − ~xβ+2 )2 − (aβ,β+2 )2 = 0 ,

(9.28b)

respectively, and, if this indexing is used, R is a banded matrix where m is 3 and 4 in
consecutive rows and columns. Therefore, the mean hmi is 3.5, and the number of ξ
coefficients that have to be computed per row in the Gaussian elimination process is the
same because the matrix contains no zeros that are filled.
A further feature of this system (and other systems where both bond lengths and bond
angles are constrained) can be taken into account in order to reduce the computational
cost of calculating Lagrange multipliers in a molecular dynamics simulation: A segment
of the linear chain with constrained bond lengths and bond angles is represented in fig. 9.2,
where the dashed lines correspond to the virtual bonds between atoms that, when kept constant, implement the constraints on bond angles (assuming that the bond lengths, depicted
as solid lines, are also constrained).
Resulting from the fact that all these distances are constant, many of the entries of R
will remain unchanged during the Molecular Dynamics simulation. As an example, we
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Figure 9.3: Numbering of the atoms in a minimally branched molecule.
can calculate
aα,α+1 aα,α+2
1
(~xα − ~xα+1 ) · (~xα − ~xα+2 ) =
cos ∠(α + 1, α, α + 2)
mα
mα
1
=
(a2
+ (aα,α+2 )2 − a2α+1,α+2 ) .
(9.29)
2mα α,α+1

R2α−1,2α−2 =

where we have used the law of cosines. The right-hand side does not depend on any timevarying objects (such as ~xα ), being made of only constant quantities. Therefore, the value
of R2α−1,2α−2 (and many other entries) does not need to be recalculated in every time step,
which saves computation time in a Molecular Dynamics simulation.

9.3.3

Minimally branched molecules with constrained bond lengths

In order to incrementally complicate the calculations, we now turn to a linear molecule
with only one atom connected to the backbone, such the one displayed in figure 9.3.
The corresponding equations of constraint and the ordering in the indices that minimizes the bandwidth of the linear system are
σ1 = (~x1 − ~x2 )2 − a21,2 = 0 ,

(9.30a)

σI(α) = (~xα − ~xα+1 )2 − a2α,α+1 = 0 ,
σ

J(β)

= (~xβ − ~xβ+2 ) −
2

a2β,β+2

=0,

I(α) = α = 2, 4, 6, . . . , n − 2 ,

(9.30b)

J(β) = β + 1 = 3, 5, 7, . . . , n − 1 ,

(9.30c)

where the trick this time has been to alternatively consider atoms in the backbone and
atoms in the branches as we proceed along the chain.
The matrix R of this molecule presents a semi-band width which is alternatively 2
and 1 in consecutive rows/columns, with average hmi = 1.5 and the same number of
superdiagonal ξ coefficients to be computed per row.

9.3.4

Alkanes with constrained bond lengths

The next molecular topology we will consider is that of an alkane (a family of molecules
with a long tradition in the field of constraints [237]), i.e., a linear backbone with two
1-atom branches attached to each site (see fig. 9.4).
The ordering of the constraints that minimizes the bandwidth of the linear system for
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this case is
σ1 = (~x1 − ~x2 )2 − a21,2 = 0 ,
σ = (~xα − ~xα+3 ) − a2α+3,α = 0 ,
σ J(β) = (~xβ − ~xβ+1 )2 − a2β+1,β = 0 ,
σK(γ) = (~xγ − ~xγ+2 )2 − a2γ+2,γ = 0 ,
2

I(α)

(9.31a)
I(α) = α = 2, 5, 8, . . . , n − 3 ,

(9.31b)

J(β) = β + 1 = 3, 6, 9, . . . , n − 2 ,

(9.31c)

K(γ) = γ + 2 = 4, 7, 10, . . . , n − 1 ,

(9.31d)

where the trick has been in this case to alternatively constrain the bond lengths in the
backbone and those connecting the branching atoms to one side or the other. The resulting
R matrix require the calculation of 2 ξ coefficients per row when solving the linear system.

9.3.5

Minimally branched molecules with constrained bond lengths
and bond angles

If we want to additionally constrain bond angles in a molecule with the topology in fig. 9.3,
the following ordering is convenient:
σ1 = (~x1 − ~x2 )2 − a21,2 = 0 ,

(9.32a)

σ2 = (~x2 − ~x3 )2 − a22,3 = 0 ,

(9.32b)

σ3 = (~x1 − ~x4 )2 − a21,4 = 0 ,

(9.32c)

σ = (~xα − ~xα+1 ) − a2α,α+1 = 0 ,
σ J(β) = (~xβ − ~xβ+2 )2 − a2β,β+2 = 0 ,
σK(γ) = (~xγ − ~xγ+1 )2 − a2γ,γ+1 = 0 ,
σL(δ) = (~xδ − ~xδ+4 )2 − a2δ,δ+4 = 0 ,
I(α)

2

I(α) = 2α − 2 = 4, 8, 12, . . . , 2n − 4 ,

(9.32d)

J(β) = 2β + 2 = 5, 9, 13, . . . , 2n − 3 ,

(9.32e)

K(γ) = 2γ − 2 = 6, 10, 14, . . . , 2n − 6 ,

(9.32f)

L(δ) = 2δ + 3 = 7, 11, 15, . . . , 2n − 5 .

(9.32g)

This ordering produces 16 non-zero entries above the diagonal per each group of 4
rows in the matrix R when making the calculations to solve the associated linear system.
That is, we will have to calculate a mean of 16/4 = 4 super-diagonal coefficients ξ per
row. When we studied the linear molecule with constrained bond lengths and bond angles,
this mean was equal to 3.5, so including minimal branches in the linear chain makes the
calculations just slightly longer.

9.3.6

Alkanes with constrained bond lengths and bond angles

If we now want to add bond angle constraints to the bond length ones described in
sec. 9.3.4 for alkanes, the following ordering produces a matrix R with a low half-band

Figure 9.4: Numbering of the atoms in a model alkane chain.
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Figure 9.5: Numbering of the atoms for cyclic molecules: a) without branches; b) minimally branched.
width:
σ1 = (~x2 − ~x1 )2 − a21,2 = 0 ,

(9.33a)

σ = (~x3 − ~x2 ) −

=0,

(9.33b)

=0,

(9.33c)

=0,

(9.33d)

=0,

(9.33e)

=0,

(9.33f)

2

2

σ3 = (~x4 − ~x2 )2 −
σ = (~x5 − ~x1 ) −
4

2

σ = (~x5 − ~x3 ) −
5

2

σ6 = (~x5 − ~x4 )2 −

a22,3
a22,4
a21,5
a23,5
a24,5
2

σ = (~xα − ~xα+3 ) − a2α,α+3 = 0 ,
σ J(β) = (~xβ − ~xβ+1 )2 − a2β,β+1 = 0 ,
σK(γ) = (~xγ − ~xγ+2 )2 − a2γ,γ+2 = 0 ,
σL(δ) = (~xδ − ~xδ+6 )2 − a2δ,δ+6 = 0 ,
σ M() = (~x − ~x+2 )2 − a2,+2 = 0 ,
σN(ζ) = (~xζ − ~xζ+1 )2 − a2ζ,ζ+1 = 0 ,
I(α)

I(α) = 2α + 3 = 7, 13, 19, . . . , 2n − 3 ,

(9.33g)

J(β) = 2β − 2 = 8, 14, 20, . . . , 2n − 8 ,

(9.33h)

K(γ) = 2γ − 1 = 9, 15, 21, . . . , 2n − 7 ,

(9.33i)

L(δ) = 2δ + 6 = 10, 16, 22, . . . , 2n − 6 ,

(9.33j)

M() = 2 − 1 = 11, 17, 23, . . . , 2n − 5 ,

(9.33k)

N(ζ) = 2ζ − 2 = 12, 18, 24, . . . , 2n − 4 .

(9.33l)

In this case, the average number of ξ coefficients to be calculated per row is approximately 5.7.

9.3.7

Cyclic chains

If we have cycles in our molecules, the indexing of the constraints is only slightly modified
with respect to the open cases in the previous sections. For example, if we have a singlebranch cyclic topology, such the one displayed in fig. 9.5a, the ordering of the constraints
is as follows:
σI(α) = (~xα − ~xα+1 )2 − (aα,α+1 )2 = 0 ,
σn = (~x1 − ~xn )2 − (a1,n )2 = 0 .

I(α) = 1, . . . , n − 1 = α ,

(9.34a)
(9.34b)

These equations are the same as those in 9.3.1, plus a final constraint corresponding
to the bond which closes the ring. These constraints produce a matrix R where only the
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diagonal entries, its first neighbours, and the entries in the corners (R1,n and Rn,1 ) are
non-zero. In this case, by taking the off-diagonal non-zero entries to the diagonal in an
Nc -independent number of steps, the associated linear system in eq. (2.6) of the main
body can also be solved in O(Nc ) operations. The more technical details of the process
are discussed in [1]. In general, this is also valid whenever R is a sparse matrix with
only a few non-zero entries outside of its band, and therefore we can apply the technique
introduced in this work to molecular topologies containing more than one cycle.
The ordering of the constraints and the resulting linear systems for different cyclic
species, such as the one depicted in fig. 9.5b, can be easily constructed by the reader
using the same basic ideas.

9.3.8

Proteins

As we discussed in the introduction of this chapter, proteins are one of the most important
families of molecules from the biological point of view: Proteins are the nanomachines
that perform most of the complex tasks that need to be done in living organisms, and
therefore it is not surprising that they are involved, in one way or another, in most of the
diseases that affect animals and human beings. Given the efficiency and precision with
which proteins carry out their missions, they are also being explored from the technological point of view. The applications of proteins even outside the biological realm are
many if we could harness their power [259], and Molecular Dynamics simulations of great
complexity and scale are being done in many laboratories around the world as a tool to
understand them [9, 442, 443].
Proteins present two topological features that simplify the calculation of the Lagrange
multipliers associated to constraints imposed on their degrees of freedom:
• They are linear polymers, consisting of a backbone with short (17 atoms at most)
groups attached to it [259]. This produces a banded matrix R, thus allowing the solution of the associated linear problem in O(Nc ) operations. Even if disulfide bridges
or any other covalent linkage that disrupts the linear topology of the molecule exist, the solution of the problem can still be found efficiently if we refer to the ideas
discussed in sec. 9.3.7.
• The monomers that typically make up these biological polymers, i.e., the residues
associated to the proteinogenic amino acids, are only 20 different molecular structures. Therefore, it is convenient to write down explicitly one block of the R matrix
for each known monomer, and to build the R matrix of any protein simply joining together the precalculated blocks associated to the corresponding residues the
protein consists of.
The structure of a segment of the backbone of a protein chain is depicted in fig. 9.6.
The green spheres represent the side chains, which are the part of the amino acid residue
that can differ from one monomer to the next, and which usually consist of several atoms:
from 1 atom in the case of glycine to 17 in arginine or tryptophan. In fig. 9.6a, we present
the numbering of the atoms, which will support the ordering of the constraints, and, in
fig. 9.6b, the indexing of the constraints is presented for the case in which only bond
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Figure 9.6: Scheme of the residue of a protein. a) Numbering of the atoms; α represents
the first numbered atom in each residue (the amino nitrogen) and T is the number of
atoms in the side chain. b) Indexing of the bond length constraints; I denotes the index
of the first constraint imposed on the residue (the N-H bond length) and T 0 is the variable
number of constraints imposed on the side chain.
lengths are constrained (the bond lengths plus bond angles case is left as an exercise for
the reader).
Using the same ideas and notation as in the previous sections and denoting by RM
the block of the matrix R that corresponds to a given amino acid residue M, with M =
1, . . . , NR , we have that, for the monomer detached from the rest of the chain,



 Ω ω

 ω Ω ω ω
ω




ω
Ω
ω
ω




ω ω
ω


S
(9.35)
RM = 
 ,





ω ω ω
Ω ω ω 


ω Ω ω 


ω ω Ω
where the explicit non-zero entries are related to the constraints imposed on the backbone

9.3. SMART ORDERING OF CONSTRAINTS

209

and S denotes a block associated to those imposed on the bonds that belong to the different
sidechains. The dimension of this matrix is T 0 + 6 and the maximum possible semi-band
width is 12 for the bulkiest residues.
A protein’s global matrix R has to be built by joining together blocks like the one
above, and adding the non-zero elements related to the imposition of constraints on bond
lengths that connect one residue with the next. These extra elements are denoted by ωC
and a general scheme of the final matrix is shown in fig. 9.7.

Figure 9.7: Scheme of the matrix R for a protein molecule with NR residues. In black, we
represent the potentially non-zero entries, and each large block in the diagonal is given
by (2.4c) in the main body.
The white regions in this scheme correspond to zero entries, and we can easily check
that the matrix is banded. In fact, if each one of the diagonal blocks is constructed conveniently, they will contain many zeros themselves and the bandwidth can be reduced
further. The size of the ωC blocks will usually be much smaller than that of their neighbouring diagonal blocks. For example, in the discussed case in which we constrain all
bond lengths, ωC are 1 × 2 (or 2 × 1) blocks, and the diagonal blocks size is between 7 × 7
(glycine) and 25 × 25 (tryptophan).

9.3.9

Nucleic acids

Nucleic acids are another family of very important biological molecules that can be tackled with the techniques described in this work. DNA and RNA, the two subfamilies of
nucleic acids, consist of linear chains made up of a finite set of monomers (called “bases”).
This means that they share with proteins the two features mentioned in the previous section and therefore the Lagrange multipliers associated to the imposition of constraints on
their degrees of freedom can be efficiently computed using the same ideas. It is worth
mentioning that DNA typically appears in the form of two complementary chains whose
bases form Hydrogen-bonds. Since these bonds are much weaker than a covalent bond,
imposing bond length constraints on them such as the ones in eq. (2.7) in the main body
would be too unrealistic for many practical purposes.
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In fig. 9.8, and following the same ideas as in the previous section, we propose a way
of indexing the bond length constraints of a DNA strand which produces a banded matrix
R of low bandwidth. Green spheres represent the (many-atom) bases (A, C, T or G), and
the general path to be followed for consecutive constraint indices is depicted in the upper
left corner: first the sugar ring, then the base and finally the rest of the nucleotide, before
proceeding to the next one in the chain.
This ordering translates into the following form for the block of R corresponding to
one single nucleotide detached from the rest of the chain:




 R1,1
1,2
1,3
RM
RM 

M








2,1
RM =  RM
(9.36)
S
 ,










 R3,1
R3,3
M
M


where S is the block associated with the constraints imposed on the bonds that are con-

Figure 9.8: Constraints indexing of a DNA nucleotide a) General order to be followed. b)
Indexing of the bond length constraints; I denotes the index of the first constraint imposed
on the nucleotide and T 0 is the variable number of constraints imposed on the bonds in
the base.
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1,2
tained in the base, RM
, R1,3
, R2,1
, and R3,1
are very sparse rectangular blocks with only a
M
M
M
few non-zero entries in them, and the form of the diagonal blocks associated to the sugar
ring and backbone constraints is the following:

R1,1
M

R1,1
M


 Ω ω
 ω Ω ω ω ω


ω Ω ω ω


ω ω Ω ω

ω ω ω Ω ω ω

= 
ω Ω ω


ω ω Ω ω


ω Ω ω


ω Ω

ω
ω ω

 Ω ω ω ω
 ω Ω ω ω

 ω ω Ω ω

 ω ω ω Ω ω

ω Ω ω ω ω
= 

ω Ω ω ω


ω ω Ω ω


ω ω ω Ω ω

ω Ω


ω 







 ,



ω 

ω 

Ω








 .







(9.37a)

(9.37b)

Analagously to the case of proteins, as many blocks as those in eq. (9.36) as nucleotides contains a given DNA strand have to be joined to produce the global matrix R
of the whole molecule, together with the ωC blocks associated to the constraints on the
bonds that connect the different monomers. In fig. 9.9, a scheme of this global matrix is
depicted and we can appreciate that it indeed banded. The construction of the matrix R
for a RNA molecule should follow the same steps and the result will be very similar.

9.4

Numerical calculations

In this section, we apply the efficient technique introduced in this work to a series of
polyalanine molecules in order to calculate the Lagrange multipliers when bond length
constraints are imposed. We also compare our method, both in terms of accuracy and numerical efficiency, to the traditional inversion of the matrix R without taking into account
its banded structure. Notice that the example in this section involves constraints only in
bond lengths for simplicity, but the whole formalism can be straightforwardly applied to
bond angle constraints, as it is clear from the discussion in the previous section and the
examples in the supplementary material.
We used the code Avogadro [418] to build polyalanine chains of Nres =2, 5, 12, 20, 30,
40, 50, 60, 80, 90 and 100 residues, and we chose their initial conformation to be approximately an alpha helix, i.e., with the values of the Ramachandran angles in the backbone
φ = −60o and ψ = −40o [259]. Next, for each of these chains, we used the Molecular
Dynamics package AMBER [444] to produce the atoms positions (x), velocities (v) and
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Figure 9.9: Scheme of the matrix R for a DNA molecule with NN nucleotides. In black,
we represent the potentially non-zero entries, and each large block in the diagonal is given
by (9.36).
external forces (F) needed to calculate the Lagrange multipliers (see sec. 9.2) after a short
equilibration Molecular Dynamics simulations. We chose to constrain all bond lengths,
but our method is equally valid for any other choice, as the more common constraining
only of bonds that involve Hydrogens.
In order to produce reasonable final conformations, we repeated the following process
for each of the chains:
• Solvation with explicit water molecules.
• Minimization of the solvent positions holding the polypeptide chain fixed (3,000
steps).
• Minimization of all atoms positions (3,000 steps), without constraints.
• Thermalization: changing the temperature from 0 K to 300 K during 10,000 Molecular Dynamics steps. With constraints.
• Stabilization: 20,000 Molecular Dynamics steps at a constant temperature of 300
K. With constraints.
• Measurement of x, v and F.
Neutralization is not necessary, because our polyalanine chains are themselves neutral.
In all calculations we used the force field described in [445], chose a cutoff for Coulomb
interactions of 10 Å and a time step equal to 0.002 ps, and imposed constraints on all
bond lengths as mentioned. In the thermostated steps, we used Langevin dynamics with a
collision frequency of 1 ps−1 .
Using the information obtained and the indexing of the constraints described in this
work, we constructed the matrix R and the vector o and proceeded to find the Lagrange
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multipliers using eq. (9.6). Since (9.6) is a linear problem, one straightforward way to
solve it is to use traditional Gauss-Jordan elimination or LU factorization [249, 256].
But these methods have a drawback: they scale with the cube of the size of the system,

a

b

Figure 9.10: Comparison of a) numerical complexity (measured as execution time) and b)
accuracy (given by (9.38)) between a traditional Gauss-Jordan solver (solid line) and the
banded algorithm described in this work (dashed line), for the calculation of the Lagrange
multipliers on a series of polyalanine chains as a function of their number of residues Nres .
Note that the slopes in a) are approximately 1 and 3, since the slopes in log vs. log plots
are the scaling exponent.
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Nres
2
5
12
20
30
40
50
60
70
80
90
100

Gauss-Jordan
Error
1.355 · 10−15
1.829 · 10−15
4.660 · 10−15
4.413 · 10−15
4.340 · 10−15
4.318 · 10−15
5.113 · 10−15
4.761 · 10−15
5.026 · 10−15
5.271 · 10−15
5.448 · 10−15
5.091 · 10−15

Banded Alg.
Error
4.193 · 10−16
4.897 · 10−16
7.244 · 10−16
9.160 · 10−16
9.975 · 10−16
8.591 · 10−16
9.209 · 10−16
7.906 · 10−16
9.868 · 10−16
8.843 · 10−16
9.287 · 10−16
9.342 · 10−16

Gauss-Jordan
texec (s)
2.185 · 10−4
2.263 · 10−3
2.733 · 10−2
0.1239
0.4075
0.9669
1.877
3.457
5.381
8.633
13.42
19.69

Banded Alg.
texec (s)
6.500 · 10−5
1.059 · 10−4
1.897 · 10−4
2.407 · 10−4
3.115 · 10−4
3.975 · 10−4
4.811 · 10−4
5.751 · 10−4
6.664 · 10−4
7.605 · 10−4
8.527 · 10−4
9.484 · 10−4

Table 9.1: Comparison of numerical complexity and accuracy between a traditional
Gauss-Jordan solver and the banded algorithm described just before this, for the calculation of the Lagrange multipliers on a series of polyalanine chains as a function of their
number of residues Nres .

i.e., if we imposed Nc constraints on our system (and therefore we needed to obtain Nc
Lagrange multipliers), the number of floating point operations that these methods would
require is proportional to Nc3 . However, as we showed in the previous sections, the fact
that many biological molecules, and proteins in particular, are essentially linear, allows
the constraints to be indexed in such a way that the matrix R in eq. (9.6) is banded, and
different techniques to be used for solving the problem which require only O(Nc ) floating
point operations [1].
In fig. 9.10 and table 9.4, we compare both the execution time (a) and the accuracy (b)
of the two different methods: Gauss-Jordan elimination [256], and the banded recursive
solution advocated here and made possible by the appropriate indexing of the constraints.
The calculations have been run on a Mac OS X laptop with a 2.26 GHz Intel Core 2 Duo
processor, and the errors were measured using the normalized deviation of Rλ from −o,
i.e., if we denote by λ the solution provided by the numerical method,
PNc PNc
I=1
J=1 RI J λ J + oI
.
(9.38)
Error :=
P Nc
|λ
|
I
I=1
From the obtained results, we can see that both methods produce an error which is very
small (close to machine precision), being the accuracy of the banded algorithm advocated
in this work slightly higher. Regarding the computational cost, as expected, the GaussJordan method presents an effort that approximately scales with the cube of the number of
constraints Nc (which is approximately proportional to Nres ), while the banded technique
allowed by the particular structure of the matrix R follows a fairly accurate linear scaling.
Although it is typical that, when two such different behaviours meet, there exists a range
of system sizes for which the method that scales more rapidly is faster and then, at a given
system size, a crossover takes place and the slower scaling method becomes more efficient
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from there on, in this case, and according to the results obtained, the banded technique
is less time-consuming for all the explored molecules, and the crossover should exist at a
very small system size (if it exists at all). This is very relevant for any potential uses of
the methods introduced in this work.

9.5

Conclusions

We have shown that, if we are dealing with typical biological polymers, whose covalent
connectivity is that of essentially linear objects, the Lagrange multipliers that need to be
computed when Nc constraints are imposed on their internal degrees of freedom (such as
bond lengths, bond angles, etc.) can be obtained in O(Nc ) steps as long as the constraints
are indexed in a convenient way and banded algorithms are used to solve the associated
linear system of equations. This path has been traditionally regarded as too costly in
the literature [237, 298, 393, 425–428], and, therefore, our showing that it can be implemented efficiently could have profound implications in the design of future Molecular
Dynamics algorithms.
Since it is well-known that the use of the exact Lagrange multipliers to solve the underlying ordinary differential equations produces unstable algorithms [237, 439], the field
of imposition of constraints in Molecular Dynamics simulations is dominated by methods
that ensure that the system stays exactly on the constrained subspace as the simulation
proceeds, being some of the most popular approaches SHAKE [237], RATTLE [446] and
LINCS [417]. The technique introduced in this work can be used to improve this type of
methods:
• SHAKE and RATTLE consider a system of equations (σ = 0) which ensures that
constraints are satisfied for every time step within a given tolerance. To this end,
they iteratively solve an approximated linear problem. Although they do not explicitly calculate the exact Lagrange multipliers, but approximations to them that
enforce the satisfaction of the constraints, the (non-symmetric) matrices appearing
in both algorithms can be expressed as banded matrices if the constraints are cleverly ordered (see supplementary material), and therefore they can be inverted with
a banded algorithm like the one described here.
• LINCS does use the same equation ( ddtσ2 = 0) as we do to calculate the Lagrange
multipliers, and then adds a correction term to ensure that the constraints are satisfied in every time step. But instead of explicitly inverting R in (9.6), LINCS considers B := I − R (being I the identity matrix), and then approximates (I − B)−1 '
I+B+B2 +B3 +B4 . This assumption is very efficient, but is only valid when the absolute value of all eigenvalues of B is less than 1, what in practice precludes the imposition of constraints on bond angles [417]. Our banded method can efficiently solve
the system without having this drawback, thus allowing to be inserted into LINCS
to constrain bond angles. We call this method ILVES (Finnish word for “lynx”).
The number of floating point operations required by ILVES and LINCS (taken as
an estimation of their numerical complexities) is similar for the step of solving the
linear system, as it can be seen in fig. 9.11. We calculated the number of floating
point operations as follows. For ILVES (as can be seen in [1], where the banded
2
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Figure 9.11: Comparison of the efficiencies to solve the linear sparse system (8.1). It
is expressed as the quotient of the number of floating point operations of the banded
algorithm (ILVES, based on (9.20)) divided by that of the approximation (I − B)−1 '
I + B + B2 + B3 + B4 (LINCS) as a function of the semi-band width m of the sparse banded
matrix B.

operations are described), getting the diagonal ξ’s in (9.20) takes about 2mNc floating point operations, being m the semi-band width of the matrix R; calculating the
ξ’s above the diagonal takes about m2 Nc floating point operations, and calculating
those below the diagonal only mNc floating point operations using (9.21). Once
all ξ’s are known, solving the system takes about 8mNc floating point operations.
Therefore, ILVES takes about (m2 + 11m)Nc floating point operations to solve the
linear banded system. If we use (I − B)−1 ' I + B + B2 + B3 + B4 being B a banded
matrix with semi-band width m, we first have to build B from R, what takes Nc floating point operations. Then matrix-vector products are performed, each taking about
(2m + 1)Nc products and 2mNc additions. Since it has to be done four times, and the
corresponding terms have to be added, the total number of floating point operations
will be about (16m + 9)Nc . The quotient between both numerical complexities increases as a function of m, but in the most interesting cases of biological polymers,
m will not be very large, as we have shown in the previous sections. Notice that,
in fig. 9.11, we are not comparing the total number of operations of ILVES and
LINCS, but only the part of them in which R−1 o is computed. Building the matrix
R and the calculation of the subsequent correcting terms are common steps in both
algorithms.
It is worth mentioning that the accuracy up to which constraints are satisfied depends
on the method to implement them. SHAKE and RATTLE rely on an iterative procedure,
which is repeated until every constraint is satisfied within a chosen arbitrary tolerance
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[237, 447]. The accuracy of LINCS depends on the order used in the expansion (I −B)−1 '
I + B + B2 + B3 + B4 + . . .. For MD calculations a fourth order in the expansion is normally
enough, while for Brownian dynamics (with longer time steps) an eighth order expansion
may be necessary [448]. In any case, higher accuracies require more time-consuming
calculations (this increase in the cost can be very high [449]). Therefore, an equilibrium
between accuracy and numerical complexity has to be sought by an appropriate choice of
the parameters present in any method (except for methods such as the one introduced here,
which does not contain any parameter). To this end, prior to any simulation, some tests
have to be performed. These tests (which can be run either on the system we are going to
simulate or on a toy one) must measure the accuracy of a series of observable quantity as
a function of the parameter contained in the method (like TOL in Amber’s [254] SHAKE,
shake_tol in Gromacs’ [114] SHAKE or lincs_order in Gromacs’ LINCS). With this
data, together with the computational cost as a function of the same parameter, a practical
decision must be taken based on available resources and desired accuracy.
It is clear from the presented examples that, in addition to its application to SHAKE,
RATTLE and LINCS, the new techniques introduced here can be applied to many of
the rest of approaches mentioned in sec. 9.1, as well as to the development of new such
techniques.
Finally, we are exploring an extension of the ideas introduced here to the calculation
not only of the Lagrange multipliers but also of their time derivatives (see appendix D),
to be used in higher order integrators than Verlet. Since the sparsity of the matrices to
calculate these derivatives is the same as that of the matrix R in this work, the same
banded techniques can be used to solve the problem.

Appendices
A

Corrections for the Fast Multipole Method in a grid

The fast multipole method (FMM) [258, 450] was devised to efficiently calculate pairwise
potentials created by pointlike charges, like pairwise Coulomb potential. In the literature
it is possible to find some modifications of the traditional FMM which deal with charges
which are modelled as Gaussian functions. Such modifications of FMM can be used into
LCAO codes as Gaussian [162] or FHI-Aims [163]. However, they cannot be used when
the charge distribution is represented through a set of discrete charge density values. The
Fast Multipole Method presented in [184] belongs to the kind of pointlike charges FMM’s.
The referred implementation is very accurate and efficient, but it requires some modifications to work in programs like Octopus. Octopus [6, 171] is a code for ab initio quantum
density functional theory calculations which operates with the electronic density (ρ) as
variable. This electronic density is a continuous variable, but is sampled in Octopus into
discrete values (see chap. 4). The electronic density used by Octopus is an R3 → R field,
where the values of the R3 set correspond to a equispaced mesh (see fig. A.1 c) ). For
example, if the spacing in the x direction is L1 , the spacing in the y direction is L2 and
the spacing in the z direction is L3 , some points ~x of the mesh can be (−3L1 , −3L2 , −3L3 ),
(−3L1 , −3L2 , −2L3 ), (−3L1 , −3L2 , −L3 ), . . ., (−2L1 , −3L2 , −3L3 ), . . ., (3L1 , 3L2 , 3L3 ). Usually, L1 = L2 = L3 := L. The only constraints on the electronic density ρ(~x) are
• ρ(~x) is negative for all ~x
• ρ(~x) is expected to vary slowly among nearby ~x points
In Octopus, every value of ρ(~r0 ) represents the electronic density in a cubic cell of
volume L1 L2 L3 centered in ~r0 . In the currently implemented version of FMM for Octopus,
the total potential in ~x (i.e., V(~r0 )) is calculated as the summation of FMM point pairwise
calculation plus a self interaction term for the cell centered in ~r0 itself. So
V(~r0 ) = VF MM (~r0 )L3 + VS el f Int. (~r0 ) ,

(A.1)

being
Z
1
ρ(~x)
= ρ(~r0 )
d~x
VS el f Int. (~r0 ) =
d~x
|~x − ~r0 |
|~x − ~r0 |
Cell
Cell
Z R Z 2π Z π
2
r sen(θ)
' ρ(~r0 )
dr
dφ
dθ
r
0
0
0
!2/3
3
= ρ(~r0 )2πL2
.
4π
Z

(A.2)
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Figure A.1: Simple scheme to give a notion of the way to correct the integrals for the
Hartree potential. Green points indicate grid points. Magenta points are are auxiliary
points which neighbour a given grid point (P).
In (A.3) we have not integrated over a cubic cell, but over a spherical cell whose volume
is the same as that of the original cubic cell (L3 ). This determines the value of R (L3 =
4/3πR3 ). Numerical integration of the cubic cell gives almost the same result. In (A.1) we
can notice a factor L3 . It comes with the potential calculated by FMM because the input
octopus provides FMM is a charge density, rather than a charge.
If Li for i = 1, 2, 3 are not equal, then
VS el f Int. (~r0 ) = ρ(~r0 )2π(L1 L2 L3 )

2/3

3
4π

!2/3
.

(A.3)

The formula of (A.1) results in a global accuracy which we need to improve in order
to have reliable results for quantum systems. For these, charge distribution is expected
to be similar to sets of Gaussians centered in the atoms of the system. For Gaussian
distributions, the greatest concavity near the center of the Gaussian make (as far as we
know) the influence of neighbouring points to be major for V. As we can see in the
scheme of fig. A.1 a)-b), considering semi-neighbours of point P (in ~r0 ), i.e., points whose
distance to ~r0 is not L, but L/2, the integral of (A.1) can be calculated in a much more
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accurate way. So, we would like to have an expression for V such as
V(~x) = VF MM (~x)L3 + VS el f Int. (~x) + VCorrect. (~x) ,

(A.4)

where VCorrect. (~x) is a function of the charge in the points neighbouring ~x. If Li vary,
replace L3 above by L1 L2 L3

Method 1: 6-neighbours correction
We build a corrective term by calculating the charg in the 6 semi-neighbours of every
point of the mesh ~r0 (see fig. A.2 for a intuitive scheme). We use the formula por the 3rd
degree interpolation polynomial:
!
!
−1 −3
9  −L  9  L  −1 3
f (0) =
f
L +
f
f
f L ,
(A.5a)
+
+
16
2
16
2
16 2
16 2
 −L  −1
9
9
−1
f
f (−2L) +
f (−L) +
f (0) +
f (L) ,
(A.5b)
=
2
16
16
16
16
 L  −1
9
9
−1
f
=
f (−L) +
f (0) +
f (L) +
f (2L) .
(A.5c)
2
16
16
16
16
So, the semi-neighbours of ~r0 = (x0 , y0 , z0 ) are
−1
9
ρ (x0 − 2L, y0 , z0 ) + ρ (x0 − L, y0 , z0 ) +
16
16
1
9
ρ (x0 , y0 , z0 ) − ρ (x0 + L, y0 , z0 ) ;
(A.6a)
16
16
9
−1
ρ(x0 + L/2, y0 , z0 ) = ρ (x0 − L, y0 , z0 ) + ρ (x0 , y0 , z0 ) +
16
16
9
1
ρ (x0 + L, y0 , z0 ) − ρ (x0 + 2L, y0 , z0 ) ;
(A.6b)
16
16
−1
9
ρ(x0 , y0 − L/2, z0 ) = ρ (x0 , y0 − 2L, z0 ) + ρ (x0 , y0 − L, z0 ) +
16
16
9
1
ρ (x0 , y0 , z0 ) − ρ (x0 , y0 + L, z0 ) ;
(A.6c)
16
16
−1
9
ρ(x0 , y0 + L/2, z0 ) = ρ (x0 , y0 − L, z0 ) + ρ (x0 , y0 , z0 ) +
16
16
9
1
ρ (x0 , y0 + L, z0 ) − ρ (x0 , y0 + 2L, z0 ) ;
(A.6d)
16
16
−1
9
ρ(x0 , y0 , z0 − L/2) = ρ (x0 , y0 , z0 − 2L) + ρ (x0 , y0 , z0 − L) +
16
16
9
1
ρ (x0 , y0 , z0 ) − ρ (x0 , y0 , z0 + L) ;
(A.6e)
16
16
−1
9
ρ(x0 , y0 , z0 + L/2) = ρ (x0 , y0 , z0 − L) + ρ (x0 , y0 , z0 ) +
16
16
9
1
ρ (x0 , y0 , z0 + L) − ρ (x0 , y0 , z0 + 2L) .
(A.6f)
16
16
We consider all this six charges to be homogeneously distributed in cells whose volume is
L3 /8. The distance between the center of these small cells and the center of the cell whose
V we are calculating (i.e., the cell centered in ~r0 ) is L/2. So the first part of VCorrect. (~r0 ) is
ρ(x0 − L/2, y0 , z0 ) =
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VCorr.+ =
(A.7)
!
!
3

L
1 
ρ(x0 − L/2, y0 , z0 ) + ρ(x0 + L/2, y0 , z0 ) + . . . + ρ(x0 , y0 , z0 + L/2) .
8 L/2
Since we have created these new 6 cells, we must substract its corresponding volume from
the cells whose space is occupied by these new cells. This amount is
VCorr.− = (ρ(x0 − L, y0 , z0 ) + ρ(x0 + L, y0 , z0 ) + ρ(x0 , y0 − L, z0 ) + ρ(x0 , y0 + L, z0 )
! !
L3 1
+ ρ(x0 , y0 , z0 − L) + ρ(x0 , y0 , z0 + L))
+ αVS el f Int. .
(A.8)
16 L
The parameter α is to be tuned, because the integral in (A.4) is not homogeneously distributed, and therefore α does not need to be 6/(2 · 8). Our first stimation gave a value
α = 6/20.3 (this value minimized the errors in the potentials).
If L1 , L2 , L3
9
−1
ρ (x0 − 2L1 , y0 , z0 ) + ρ (x0 − L1 , y0 , z0 ) +
16
16
9
1
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16
16
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16
16
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16
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9
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16
16
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16
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ρ (x0 , y0 + L2 , z0 ) − ρ (x0 , y0 + 2L2 , z0 ) ;
16
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−1
9
ρ(x0 , y0 , z0 − L3 /2) = ρ (x0 , y0 , z0 − 2L3 ) + ρ (x0 , y0 , z0 − L3 ) +
16
16
9
1
ρ (x0 , y0 , z0 ) − ρ (x0 , y0 , z0 + L3 ) ;
16
16
−1
9
ρ(x0 , y0 , z0 + L3 /2) = ρ (x0 , y0 , z0 − L3 ) + ρ (x0 , y0 , z0 ) +
16
16
9
1
ρ (x0 , y0 , z0 + L3 ) − ρ (x0 , y0 , z0 + 2L3 ) .
16
16

ρ(x0 − L1 /2, y0 , z0 ) =

(A.9a)

(A.9b)

(A.9c)

(A.9d)

(A.9e)

(A.9f)

We consider all this six charges to be homogeneously distributed in cells whose volume is
L1 L2 L3 /8. The distance between the center of these small cells and the center of the cell
whose V we are calculating (i.e., the cell centered in ~r0 ) is L1 /2, L2 /2 or L3 /2. So the first
part of VCorrect. (~r0 ) is
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VCorr.+ =

L L L  h


1 2 3
(ρ(x0 − L1 /2, y0 , z0 ) + ρ(x0 + L1 /2, y0 , z0 )) L11/2 +
8


(ρ(x0 , y0 − L2 /2, z0 ) + ρ(x0 , y0 + L2 /2, z0 )) L21/2 +
i

(ρ(x0 , y0 , z0 − L3 /2) + ρ(x0 , y0 , z0 + L3 /2)) L31/2 .
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(A.10)

Since we have created these new 6 cells, we must substract its corresponding volume from
the cells whose space is occupied by these new cells. This amount is

VCorr.− =

L L L  h
 
1 2 3
(ρ(x0 − L1 , y0 , z0 ) + ρ(x0 + L1 , y0 , z0 )) L11
16
 
+ ((ρ(x0 , y0 − L2 , z0 ) + ρ(x0 , y0 + L2 , z0 )) L12
(A.11)
  i
+ αVS el f Int. .
+ ((ρ(x0 , y0 , z0 − L3 ) + ρ(x0 , y0 , z0 + L3 )) L13

Thus, VCorrect = VCorr.+ − VCorr.− , and we can build a correction for V(~r0 ) that is only
~r0 (two first neighbours in all 3 cardinal
funcion of ρ(~r0 ) and of the charges neighbouring
pP
xi ) − VF MM (~xi ))2 , index i running for
directions). In our tests, we used R :=
i (VExact (~
all points of the system. The inclusion of the correcting term introduced in this section
reduced R in a factor about 50.

Method 2: 124-neighbours correction
This method is similar to the one explained in the previous section, but with two differences
é It uses 3D interpolation polynomials, instead of 1D polynomials. Then, it considers
53 −1 = 124 neighbours in a cube of edge 5L centered in ~r0 to calculate the corrective
term for V(~r0 )
é The interpolation polynomials representing ρ(x, y, z) are numerically integrated (after their division by r). This is, we calculate
VCorr.+ (~r0 ) =

ρ(~x)
'
d~x
|~x − ~r0 |
Cell−125L3

Z

Z
d~x
Cell−125L3

Pol(~x)
.
|~x − ~r0 |

(A.12)

The integration is to be performed between -5/2L and 5/2L for x, y and z. The interpolation
polynomial (with 125 support points) Pol(~x) is
Pol(~x) =

5 X
5 X
5
X
i=1 j=1 k=1

ρ(x0 + (i − 3)L, y0 + ( j − 3)L, z0 + (k − 3)L)αi (x)α j (y)αk (z) , (A.13)
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Figure A.2: 2D example of the position of cells containing semi neighbours. Assume the
center of the plots is ~r0 , the point where we want to calculate the correcting term for the
potential. The volume of semi-neighbour cells is L2 /4 in 2D, and L3 /8 in 3D. One half of
the semi-neighbour cell occupies the voulume of a neighbour cell (the cell whose center
is L away from ~r0 ). The other half of the semi-neighbour cell occupies the space of the
~r0 -centered cell itself.
being
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The quotient of the polynomials αi (x)α j (y)αk (z) divided by |~x − ~r0 | can be numerically
integrated through the cubic cell of edge 5L and centered in x0 . Such integrals can indeed
α1 (ξ) :=

A
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be tabulated, because equation (A.12) implies VCorr.+ (~r0 ) = VCorr.+ (~r0 )|L=1 · L2 . Terms
of αi (x)α j (y)αk (z)/|~x − ~r0 | are often odd functions whose integral is null. The non-zero
integrals taking part in (A.3) with L = 1 are displayed below.
Z 1/2 Z 1/2 Z 1/2
x0 y0 z0
= 2.38008 ,
(A.15a)
dx
dy
dz
|~x − ~r0 |
−1/2
−1/2
−1/2
Z 2 0 0 Z 0 2 0 Z 0 0 2
xyz
xyz
xyz
=
=
= 0.160099 ,
(A.15b)
|~x − ~r0 |
|~x − ~r0 |
|~x − ~r0 |
Z 4 0 0 Z 0 4 0 Z 0 0 4
xyz
xyz
xyz
=
=
= 0.0224242 ,
(A.15c)
|~x − ~r0 |
|~x − ~r0 |
|~x − ~r0 |
Z 2 2 0 Z 2 0 2 Z 0 2 2
xyz
xyz
xyz
=
=
= 0.0117336 ,
(A.15d)
|~x − ~r0 |
|~x − ~r0 |
|~x − ~r0 |
Z 1/2 Z 1/2 Z 1/2
x2 y2 z2
dx
dy
dz
= 0.000888104 ,
(A.15e)
|~x − ~r0 |
−1/2
−1/2
−1/2
Z 0 2 4 Z 0 4 2 Z 2 0 4
xyz
xyz
xyz
=
=
= 0.00167742 ,
(A.15f)
|~x − ~r0 |
|~x − ~r0 |
|~x − ~r0 |
Z 2 4 0 Z 4 0 2 Z 4 4 0
xyz
xyz
xyz
=
=
= 0.00167742 ,
(A.15g)
|~x − ~r0 |
|~x − ~r0 |
|~x − ~r0 |
Z 1 4 4 Z 4 1 4 Z 4 4 1
xyz
xyz
xyz
=
=
= 0.000241275 ,
(A.15h)
|~x − ~r0 |
|~x − ~r0 |
|~x − ~r0 |
Z 4 2 2 Z 2 4 2 Z 2 2 4
xyz
xyz
xyz
=
=
= 0.000128276 ,
(A.15i)
|~x − ~r0 |
|~x − ~r0 |
|~x − ~r0 |
Z 4 4 2 Z 2 4 4 Z 4 2 4
xyz
xyz
xyz
=
=
= 0.0000185935 ,
(A.15j)
|~x − ~r0 |
|~x − ~r0 |
|~x − ~r0 |
Z 1/2 Z 1/2 Z 1/2
x4 y4 z4
= 0.00000270259 .
(A.15k)
dx
dy
dz
|~x − ~r0 |
−1/2
−1/2
−1/2
Therefore
VCorr.+ (~r0 ) =

5 X
5 X
5
X

ρ(x0 + (i − 3)L, y0 + ( j − 3)L, z0 + (k − 3)L) ·

i=1 j=1 k=1

Z
d~x
=

Cell−125L3
5
5 X
5
XX

αi (x)α j (y)αk (z)
|~x − ~r0 |

ρ(x0 + (i − 3)L, y0 + ( j − 3)L, z0 + (k − 3)L) ·

i=1 j=1 k=1
5 X
5 X
5
X

=

l=1 m=1 n=1
5 X
5 X
5
X

αi,l α j,m αk,n

Z
d~x
Cell−125L3

xl−1 ym−1 zn−1
|~x − ~r0 |

ρ(x0 + (i − 3)L, y0 + ( j − 3)L, z0 + (k − 3)L) ·

i=1 j=1 k=1
5 X
5 X
5
X
l=1 m=1 n=1

αi,l α j,m αk,n β(l − 1, m − 1, n − 1)L2 ,

(A.16)
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where αi,l is the coefficient of ξl−1 if αi (ξ) and
β(l, m, n) :=

Z

1/2

Z

1/2

dx
−1/2

Z

1/2

dy
−1/2

−1/2

dz p

xl ym zn
x2 + y2 + z2

.

(A.17)

In this case, VCorr.− is equal to all the contributions to V(~r0 ) due to charges whose position
(x, y, z) satisfies
|x − x0 | <= 2L; |y − y0 | <= 2L; |z − z0 | <= 2L ,

(A.18)

including self-interaction integral.
This way to calculate VCorr.+ is not inefficient, because only 27 integrals are not null,
and both α and β are known. In order to calculate VCorr.+ (~r0 ) we need 125 products and
additions, what is essentially the same number of operations which is required in order to
calculate the potential created in ~r0 by the neighbouring points (whose calculation can be
removed and then saved). Surprisingly, results using this correction method were worse
than that obtained using the first method.

B
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Supplementary information for chapter 5

Basis Set Convergence
Table B.2 shows the convergence of the CC2 excitation energy for the anionic and neutral
HBDI chromophore in vacuo. Diffuse augmentation is required for gas-phase calculations. An even faster convergence is expected in the condensed phase. The aug-SV(P)
basis produces converged results and is used throughout the paper for CC2 and SORCI
calculations.
basis set
SV(P)
cc-pVDZ
aug-SV(P)
aug-cc-pVDZ
aug-cc-pVTZ

anionic
3.07
3.04
2.88
2.88
2.87

neutral
3.91
3.84
3.72
3.69
3.68

Table B.2: CC2 S1 Excitation Energies (eV) of HBDI in Vacuo. The B3LYP/TZVP geometry has been used in all cases.

Generalized Bond Length Alternation
We define a generalized bond length alternation (GBLA) by projecting the cartesian gradient G of the excitation energy onto bonds
P
P
(RA − RB ) · (G A − G B )
,
(B.1)
ζi = i
GBLA = i ζi |RA − RB | ;
|(RA − RB |
where i runs over all bonds within the π-system of HBDI. Adopting the bond numbering
of Laino et al. [226], the normalized coefficients ζi obtained from an CC2/aug-SV(P)
gradient calculation of the S1 ←S0 excitation energy are given in Table B.3. The only
arbitrariness consists in the choice of the reference geometry, which we choose to be the
CC2/aug-SV(P) ground state minimum. Values for the planar excited state minimum are
shown for comparison.
bond
anionic
neutral
bond
anionic
neutral

1
2
-0.0172 -0.0097
-0.0564 0.0649
9
10
0.0183 -0.0195
-0.0359 0.0263

3
-0.0142
-0.1137
11
0.0093
-0.0205

4
-0.0494
0.0853
12
0.0278
-0.0041

5
0.0329
0.0775
13
-0.0274
0.0121

6
-0.0359
-0.0885
14
0.0239
-0.0368

7
0.0088
0.0458
15
-0.0319
0.0117

8
0.0165
-0.0204

Table B.3: CC2/def2-TZVP Gradient of the HBDI S1 ←S0 Excitation Energy Projected
onto Bonds.. Bonds are numbered following Ref [226].
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TDDFT Time-Propagation Spectra
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Figure B.1: TDDFT time-propagation spectra of GFP in A and B form for different
GGA/LDA functionals. Results with QM1 (36 atoms) and QM2 (73 atoms) regions are
presented.
Figure B.1 shows the simulated absorption spectra from TDDFT time propagation.
The band were assigned by comparison with linear-response LCAO calculations.
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Explicit inversion of a sparse banded matrix

In the previous sections, we proved that the banded linear system of n equations with n
unknowns in (8.1) can be solved in order n operations. Sometimes, we can be interested
on obtaining the inverse matrix A−1 itself. We can do it in order n2 operations using the
same kind of ideas discussed in chapter 8. It is worth to be stressed that the explicit inverse
of an arbitrary banded matrix usually cannot be obtained in O(n) floating point operations,
since the inverse of a banded matrix has n2 entries and it is not, in general, a banded matrix
itself (an exception to this is a block diagonal matrix). In order to obtain an efficient way
to invert A, in this appendix we will derive some recursive relations between the rows of
P (and Q). To this end, we will first calculate the explicit expression of the entries of these
matrices.
Using eqs. (8.4), (8.5), and (8.6), from which (8.7) and (8.28) follow, and after some
straightforward but long calculations, one can show that the aforementioned entries satisfy
X

Y

↑
c∈C I,J,m
u

(K,L)∈c

PI J = ξ JJ

ξKL

PII = ξII ,
PI J = 0

for I < J ,

(C.1a)

for I > J ,

(C.1b)
(C.1c)

and
QI J =

X

Y

↓
c∈C I,J,m
l

(K,L)∈c

QII = 1 ,
QI J = 0

ξKL

for I > J ,

(C.2a)

for I < J .

(C.2b)
(C.2c)

We call the summations appearing in the first line of each of this groups of expressions
jump summation from I to J with increasing indices (↑) and mu neighbours, and jump
summation from I to J with decreasing indices (↓) and ml neighbours, respectively. The
jump summation provides us with an explicit expression for all entries in A−1 , without
the need to recursively refer to other entries. This can be useful in order to parallelize its
calculation.
As it can be seen in the expressions, each product in the sums contains a number of
coefficients ξKL . The pairs of indices (K, L) which are included in a given product are
taken from a set c. In turn, each term of the sum corresponds to a different set of pairs
↑
↓
indices c drawn from a set of sets of pairs of indices C I,J,m
(in the case of PI J ) or C I,J,m
u
l
(in the case of QI J ). Therefore, the only detail that remains to understand these ‘jump
summations’ is to specify which are the elements of these latter sets.
↑
↓
A given element c of either C I,J,m
or C I,J,m
can be expressed as
u
l
c = {(K1 , L1 ), (K2 , L2 ), . . . , (KS , LS )} ,

(C.3)

↑
comprises all possible such c’s that comply with a number of
in such a way that C I,J,m
u
rules:
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• K1 = I, and LS = J.
• Kr < Lr , for r = 1, . . . , S .
• Kr+1 = Lr , for r = 1, . . . , S .
• Lr − Kr ≤ mu , for r = 1, . . . , S .
Let us see an example:
X Y
↑
c∈C3,6,2

ξKL = ξ3,4 ξ4,5 ξ5,6 + ξ3,4 ξ4,6 + ξ3,5 ξ5,6 .

(C.4)

(K,L)∈c

↓
The rules to determine the elements of C I,J,m
are analogous to the ones above but
l
taking into account that the indices decrease:

• K1 = I, and LS = J.
• Kr > Lr , for r = 1, . . . , S .
• Kr+1 = Lr , for r = 1, . . . , S .
• Kr − Lr ≤ ml , for r = 1, . . . , S .
An example would be:
X Y
ξKL = ξ5,4 ξ4,3 ξ3,2 ξ2,1 + ξ5,3 ξ3,2 ξ2,1 + ξ5,4 ξ4,2 ξ2,1
↓
(K,L)∈c
c∈C5,1,3

+ ξ5,4 ξ4,3 ξ3,1 + ξ5,3 ξ3,1 + ξ5,2 ξ2,1 + ξ5,4 ξ4,1 .

(C.5)

If we first focus on P, it is easy to see that, according to the properties of the jump
summation, we have
X Y
X Y
ξKL = ξI,I+1
ξKL
↑
(K,L)∈c
c∈C I,J,m
u

↑
(K,L)∈c
c∈C I+1,J,m
u

X

Y

↑
c∈C I+2,J,m
u

(K,L)∈c

+ ξI,I+2

+ . . . + ξI,I+mu

ξKL

X

Y

↑
c∈C I+m
u ,J,mu

(K,L)∈c

ξKL .

(C.6)

If we insert a multiplicative factor ξ JJ at both sides and use (C.1), this equation becomes eq. (8.32) obtained in sec. 8.2:
PI J =

min{I+m
X u ,n}

ξIK PK J

for I < J .

K=I+1

An analogous expression for Q can be obtained in a similar way:
QI J =

min{J+m
X l ,n}
L=J+1

QIL ξLJ

for I > J .
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Now, if we define µ1 := min{mu , J − I}, and µ2 := min{ml , I − J}, since A−1 = PQ (see
(8.3)), we have that
(A )I J = (PQ)I J =
−1

n
X

PIK QK J =

n
X

 I+µ

n X
X

 1

=
PLK ξIL  QK J =
=

PIK QK J =

K=J
I+µ1
X

K=1

K=J L=I+1
I+µ1
X

ξIL (A−1 )LJ

L=I+1

 n

X

ξIL 
PLK QK J 
K=J

for I < J ,

(C.7)

L=I+1

which is a recursive relationship for the superdiagonal entries of A−1 .
Peforming similar computations, we have
(A )II = ξII +
−1

I+µ1
X

ξIL (A )LJ = ξII +

L=I+1

(A−1 )I J =

J+µ
X2

ξLJ (A−1 )IL

−1

J+µ
X2

ξLJ (A−1 )IL ,

(C.8)

L=J+1

for I > J .

(C.9)

L=J+1

Using the last three equations, we can easily construct an algorithm to compute A−1 in
O(n2 ) floating point operations. This algorithm would first calculate (A−1 )nn = ξnn . Then
it would use (C.7) to obtain, in this order, (A−1 )n−1,n , (A−1 )n−2,n , . . ., (A−1 )1n . These are the
superdiagonal (I < J) entries of the n-th column. Then, it would use (C.9) to obtain, in
this order, (A−1 )n,n−1 , (A−1 )n,n−2 , . . ., (A−1 )n1 , i.e., the subdiagonal (I > J) entries of the
n-th row. Once the n row and column of A−1 are known, (A−1 )n−1,n−1 can be obtained with
(C.8), and then (C.7) and (C.9) can be used to obtain the entries of this (n − 1) column
and row, respectively. When calculating the entries of a column J, i.e., ξK J with K < J,
ξLJ is to be obtained always before ξL−1,J . When calculating the entries of a row I, i.e.,
ξIK with I > K, ξIK is to be obtained always before ξI,K−1 . This procedure can be repeated
for all rows and columns of A−1 , and the calculation of the K-th row and column can be
performed in parallel.

232

APPENDICES

D Efficient calculation of derivatives of Lagrange multipliers into Robotics
Introduction
In this Ph. D. dissertation, statements about efficient construction of a linear system for
the calculation of Lagrange multipliers and the efficient solution of it were presented in
chapters 8 and 9. The schemes of these chapters can be applied to calculate the constraint
forces in robot arms and parallel manipulators as the ones displayed in fig. D.1.
Motion of mechanic articulated systems can be described by using adapted coordinates subject to holonomic non-flexible constraints (i. e., whose expression f (x, a) = 0
being x positions in the system and a constant parameters). Computer simulation of the
motion of such systems requires the evaluation of the forces acting on them, and among
these are those forces arising from the imposition of constraints (constraint forces). Either the system trajectories are to be calculated with a more and more accuracy, or the
simulation time step is to be increased, integrators of increasing order are to be chosen,
what will require the evaluation of the derivatives of the constraint forces. Frequently, the
geometry of articulated systems is essentially linear (e.g. arm-shaped, like a robot arm,
or branched-trunk-shaped, like a parallel manipulator). For a system with Nc constraints,
such geometry permits to calculate the constraint forces acting on it and their derivatives
in order Nc operations, instead of the common order Nc3 operations. This can be done
exactly (up to machine precision), without any iterative procedure involved. In this report we present the essentials of the mathematics that could be used to efficiently solve
a rototic articulated system (hexapod parallel manipulator). It is devised as the first step
for its computer implementation, which must be obtained after a brief algebra and the
application of standard calculation routines.

Analysing a hexapod-shaped parallel manipulator
This section is an attempt to improve the efficiency of the dynamics simulation of a typical
parallel manipulator. More efficiency in real-time simulations as the one presented in
[451] is expected to enable the use of higher order integrators (see the next section) thus
allowing also higher accuracy for the simulated quantities.
The hexapod we are going to analyse is the one displayed in fig. D.2. It is formed by
six legs, an upper plate and a lower plate fixed to the floor. Each leg is formed by two
coaxial cylinders, the upper terminal of the upper one being jointed to the upper plate by
a spherical articulation, and the lower terminal of the lower one being jointed to the lower
plate by another spherical articulation. All twelve cylinders and the upper plate are treated
as rigid solids. Since every rigid solid has six degrees of freedom (DOF’s), our hexapod
has N := 78 DOFs’ (which will be reduced after the imposition of constraints).
We will describe the motion of every rigid solid by using adapted coordinates, which
are the position of its mass center and the three Euler angles giving its orientation in the
ZXZ convention (of course, any other could be used, but this one is expected to have
greater efficiency) The use of internal coordinates (i.e., bond lengths, bond angles and
dihedral angles between different parts of our system) may slow the calculations down
when calculating different quantities (since many transformations could be required) and
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Figure D.1: Top: Picture of a standard robot arm. Bottom: Scheme of a parallel manipulator. Courtesy of M. Díez.
may also lead to instabilities during the simulation [452]. The only external forces acting
on our parallel manipulator are the gravity and the motor force, which is exerted within
every hexapod leg. Gravity is only acting on mass center coordinates (we consider ~g
constant, thus not genetating any torque). The motor forces are assumed to be known. We
consider they move the center of mass of the upper cylinder of every leg in the direction
of its axis without any friction. This implies they are neither generating any torque. In
addition to these external forces, the articulations between the different rigid solids are
exerting contact constraint forces. We will assume the D’Alembert principle (i.e., we will
consider the constraint forces are not doing any work).
In this section we will use the following notation

• α , β = 1, . . . , 13 for rigid solids
• µ , ν = 1, . . . , 78 for coordinates of rigid solids
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Figure D.2: Top: Scheme of the analysed hexapod-shaped parallel manipulator. Courtesy
of M. Díez and A. Zubizarreta.
• I, J = 1, . . . , 48 for constrains and for rows and columns of matrices
• i = 1, . . . , 6 for legs of the hexapod
• j = 1, 3, 5, 7, 9, 11 for lower cylinders
• k = 2, 4, 6, 8, 10, 12 for upper cylinders
We are going to calculate the constraints using eq. (9.3), which requires to know
the second temporal derivatives of all coordinates. We will find them using the EulerLagrange equations. Equations presented in the previous section are valid for Cartesian
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coordinates. This is, expressions (9.1a), (9.3) and (9.4) are valid whenever the involved
coordinates (xµ ) are coordinates of mass center positions. When other than strictly Cartesian coordinates are used, the Euler-Lagrange equations are no longer (9.1a), but [453]
"
#
Nc
X
∂σI
∂T
d ∂T
λI
−
= Fµ (q(t)) +
(q(t)),
dt ∂q̇µ
∂qµ
∂q
µ
I=1

µ = 1, . . . , N,

(D.1)

where T stands for the kinetic energy, Fµ stands for the external "force" acting on the
coordinate, and the rest of the right hand side correspond to the total constraint "force" on
it. These terms are not actually forces, but rather generalized momenta (the inclusion of
Euler angles will make the derivatives of T with respect to them not to have dimensions
P
of force). In the general case, Fµ = ξ (F~ext )ξ d~xξ /dqµ with ξ sweeping all the differentials
of volume of the body. However, in our case, we won’t have to perform calculations like
these, since no net external "force" is acting on the Euler angles, and if qµ is a Cartesian
coordinate (as is the case for centers of mass), Fµ has dimensions of force.
In the adapted coordinates we are using, the kinetic energy T of a rigid body is

T = TCM + T ∗ ,
M 2
,
TCM = ~x˙CM
2
1
T ∗ = ωT Iω ,
2

(D.2a)
(D.2b)
(D.2c)

where M is the mass of the rigid body, ~xCM is the position of its center of mass, ω is its
angular velocity and I its inertia tensor.
The angular velocity as a function of the Euler angles [453] is



 sin(θ)sin(ψ) cos(ψ) 0
 ω1 



 ω2  =  sin(θ)cos(ψ) −sin(ψ) 0
cos(θ)
0
1
ω3






 
 φ̇ 
 
 θ̇  .
ψ̇

(D.3)

The inertia tensors of the lower cylinders, upper cylinders and upper plate are, respectively


 I1l 0 0

Ilc =  0 I1l 0

0 0 I2l




 I1u 0 0


 ; Iuc =  0 I1u 0
0 0 I2u



 Iu 0 0



 ; Iup =  0 Iv 0
0 0 Iw




 .

(D.4)

Equations (D.2c), (D.3) and (D.4) make that the angular components of the kinetic energy
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for the lower cylinders (lc), upper cylinders (uc) and upper plate (up) are
I1l 2 I2l 2
1
2
T lc∗ = (I1l sin2 (θ j ) + I2l cos2 (θ j ))φ̇ j + I2l cos(θ j )φ̇ j ψ̇ j + θ˙j + ψ̇ j
2
2
2
for j = 1, 3, . . . , 11 ,
(D.5a)
I1u 2 I2u 2
1
2
∗
T uc
= (I1u sin2 (θk ) + I2u cos2 (θk ))φ˙k + I2u cos(θk )φ˙k ψ̇k + θ˙k + ψ̇k
2
2
2
for k = 2, 4, . . . , 12 ,
(D.5b)
Iu
∗
2
T up
= (sin2 (θ13 )sin2 (ψ13 )φ̇213 + cos2 (ψ13 )θ̇13
+ 2sin(θ13 )sin(ψ13 )cos(ψ13 )φ˙13 θ˙13 )+
2
Iv
2
(sin2 (θ13 )cos2 (ψ13 )φ̇213 + sin2 (ψ13 )θ̇13
− 2sin(θ13 )sin(ψ13 )cos(ψ13 )φ˙13 θ˙13 )+
2
Iw
(cos2 (θ13 )φ̇213 + ψ̇213 + 2cos(θ13 )φ˙13 ψ˙13 ) .
(D.5c)
2
These expressions for the kinetic energy make the left hand side of (D.1) be
qi = φ j → (I1l − I2l )2cos(θ j )sin(θ j )φ̇ j θ˙j
+ (I1l + I2l )φ̈ j + I2l cos(θ j )ψ̈ j − I2l sin(θ j )ψ̇ j θ˙j
qi = θ j → I1l θ¨j + (I2l − I1l )cos(θ j )sin(θ j )φ̇2 + I2l sin(θ j )φ̇ j ψ̇ j
qi = ψ j → I2l cos(θ j )φ̈ j − I2l (sin(θ j )φ̇ j θ˙j + I2l ψ̈ j ,
qi = φk → (I1u − I2u )2cos(θk )sin(θk )φ˙k θ˙k
+ (I1u + I2u )φ̈k + I2u cos(θk )ψ̈k − I2u sin(θk )ψ̇k θ˙k
qi = θk → I1u θ¨k + (I2u − I1u )cos(θk )sin(θk )φ̇2 + I2u sin(θk )φ˙k ψ̇k
qi = ψk → I2u cos(θk )φ¨k − I2u (sin(θk )φ˙k θ˙k + I2u ψ̈k ,

(D.6a)
(D.6b)
(D.6c)

(D.6d)
(D.6e)
(D.6f)

qi = φ13 → φ̈13 (Iu sin2 (θ13 )sin2 (ψ13 ) + Iv sin2 (θ13 )cos2 (ψ13 ) + Iw cos2 (θ13 ))
+ θ̈13 (Iu − Iv )sin(θ13 )sin(ψ13 )cos(ψ13 ) + ψ¨13 (Iw )cos(θ13 )
2
+ θ̇13
(Iu − Iv )cos(θ13 )sin(ψ13 )cos(ψ13 )

+ φ̇13 θ̇13 (Iu sin2 (θ13 ) + Iv cos2 (θ13 ) − Iw )2sin(θ13 )cos(θ13 )
+ φ̇13 ψ̇13 (Iu − Iv )2sin2 (θ13 )sin(ψ13 )cos(ψ13 )

+ θ̇13 ψ̇13 (−Iu − Iv )sin(θ13 )sin2 (ψ13 )

− Iv sin(θ13 )cos2 (ψ13 ) − Iw sin(θ13 ) ,

(D.6g)

qi = θ13 → φ̈13 (Iu − Iv )sin(θ13 )sin(ψ13 )cos(ψ13 )
+ θ̈13 (Iu cos2 (ψ13 ) + Iv sin2 (ψ13 )
+ φ̇213 (−Iu sin2 (ψ13 ) − Iv cos2 (ψ13 ) + Iw )
+ φ̇13 ψ̇13 sin(θ13 )((Iu − Iv )(cos2 (ψ13 ) − sin2 (ψ13 )) + Iw )
+ θ̇13 ψ̇13 (−Iu + Iv )2sin(ψ13 ))cos(ψ13 ) ,
qi = ψ13 → φ̈13 Iw cos(θ13 ) + ψ̈13 Iw


+ φ̇13 θ̇13 sin(θ13 ) (Iv − Iu )(cos2 (ψ13 ) − sin2 (ψ13 )) − Iw

(D.6h)
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+ φ̇13 (Iv − Iu )sin2 (θ13 )sin(ψ13 )cos(ψ13 )
+ θ̇13 (Iu − Iv )sin(ψ13 )cos(ψ13 ) .
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All previous equations imply








∂T
d
dt h ∂ ẋCM
α i
∂T
d
dt h ∂ẏCM
α i
d
∂T
CM
dt ∂żα

h

i

−
−
−

∂T
∂xCM
α
∂T
CM
∂yα
∂T
∂zCM
α




 = Mα


 CM
 ẍα
 CM
 ÿα
z̈CM
α




 ,

(D.7)

where Mα is the mass of the rigid solid α, and the coordinates of its mass center are
CM
CM
~
~xCM
:= (xCM
α
α x̂ + yα ŷ + zα ẑ); and (φα := (φα φ̂ + θα θ̂ + ψα ψ̂))






d ∂T
dt h ∂φ̇α i
d ∂T
dt h ∂θ̇α i
d ∂T
dt ∂ψ̇α

h

i

−
−
−

∂T
∂φα
∂T
∂θα
∂T
∂ψα




 = Pα φ
~¨ α +~
mα ,


(D.8)

being

Pj

~j
m

Pk

~k
m




:= 




:= 




:= 




:= 


(I1l + I2l ) 0 I2l cos(θ j )
0
I1l
0
I2l cos(θ j ) 0
I2l




 ,


(I1l − I2l )2cos(θ j )sin(θ j )φ̇ j θ˙j − I2l sin(θ j )ψ̇ j θ˙j 

(I2l − I1l )cos(θ j )sin(θ j )φ̇2 + I2l sin(θ j )φ̇ j ψ̇ j
 ,
˙
−I2l sin(θ j )φ̇ j θ j

(I1u + I2u ) 0 I2u cos(θk ) 
 ,
0
I1u
0

I2u cos(θk ) 0
I2u

(I1u − I2u )2cos(θk )sin(θk )φ˙k θ˙k − I2u sin(θk )ψ̇k θ˙k 

(I2u − I1u )cos(θk )sin(θk )φ̇2 + I2u sin(θk )φ˙k ψ̇k
 ,
˙
˙
−I2u sin(θk )φk θk

P13 :=

 
  Iu sin2 (θ13 )sin2 (ψ13 ) 
  +I sin2 (θ )cos2 (ψ ) 
13
13 
  v

2

+I
cos
(θ
)
w
13
!


(Iu − Iv )·

sin(θ13 )sin(2ψ13 )/2

Iw cos(θ13 )

(D.9a)

(D.9b)

(D.9c)

(D.9d)
(D.9e)


!

(Iu − Iv )·
Iw cos(θ13 ) 
sin(θ13 )sin(2ψ13 )/2

 ,
!

Iu cos2 (ψ13 )

0
2

+Iv sin (ψ13 )

0
Iw
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~ 13 := 
m










θ̇2 (Iu − Iv )cos(θ13 )sin(2ψ13 )/2

 +φ̇ θ̇ (I13sin2 (θ ) + I cos2 (θ ) − I )sin(2θ )
13 13 u
13
v
13
w
13

2

+
φ̇
ψ̇
(I
−
I
)2sin
(θ
)sin(2ψ
)/2
13
13
u
v
13
13


2

+
θ̇
ψ̇
13 13 (−Iu − Iv )sin(θ13 )sin (ψ13 )



−Iv sin(θ13 )cos2 (ψ13 ) − Iw sin(θ13 )


 +φ̇213 (−Iu sin2 (ψ13 ) − Iv cos2 (ψ13 ) + Iw ) 
 +φ̇13 ψ̇13 sin(θ13 )((Iu − Iv )(cos(2ψ13 ) + Iw ) 


+θ̇13 ψ̇13 (−Iu + Iv )sin(2ψ13 )) ,


 φ̇13 θ̇13 sin(θ13 )((Iv − Iu )(cos(2ψ13 ) − Iw ) 


+φ̇13 (Iv − Iu )sin2 (θ13 )sin(2ψ13 )/2


+θ̇13 (Iu − Iv )sin(2ψ13 )/2 .












 M1 I3

P1


M2 I3

P2
P := 

...


M13 I3

P
 ¨CM 13


 ~x1 
~g


 ~¨ 



 φ1 
~1
m

 ¨CM 
 F~ Motor /M + ~g 
 ~x2 
2
 2



~¨ 2 
 ; ~u :=  φ
~2
m
~ := 
m




 . 
..


 .. 
.


 ¨CM 
~g


 ~x13 
 ¨ 
~ 13
m
~ 13
φ







 ;
















 .









(D.9f)

Shall we define

(D.10)

where ~g is the acceleration of the gravity, I3 is the identity matrix of rank 3 and Mα is the
mass of the respective rigid solid. The inverse of P is a block diagonal matrix

P−1








:= 






1
I
M1 3

P−1
1

1
I
M2 3

P−1
2

..

.
1
I
M13 3

P−1
13














(D.11)

It is to be stressed that the sparsity is essentially kept when inverting Pα . If α = 1, . . . , 12,
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then it can be used that
Pα

P−1
α



 (I1 + I2 ) 0 I2 cos(θ) 


0
I1
0
= 
 ⇒

I2 cos(θ) 0
I2

 −I2
0
I2 cos(θ)
−1

0
1/I
0
= 2 2
1
I2 sin (θ) + I1 I2  I cos(θ) 0 −(I + I )
2
1
2




 .

(D.12)

Sparsity kept is important for efficiency in the calculations. The matrix P−1 is not diagonal,
but almost diagonal.
If we gather together eqs. (D.1), (D.7), (D.8) and (D.9) we obtain
~ + f~c ,
P~u = m

(D.13)

P c ~ I
where f~c = NI=1
λI ∇σ (x(t)) stands for the constraint force. In (D.13) we can notice
that the gravity is acting only on the mass centers, but not on the Euler angles, and the
motor acceleration (which we assume is known) is acting only on the upper cylinders.
The constraint forces, however, are acting on all the degrees of freedom. The vector ~u is
the vector of second derivatives, which is required to be inserted into eq. (9.3):
d2 σI X d2 xµ ∂σI X dxµ dxν ∂2 σI
=
+
=0,
dt2
dt2 ∂xµ
dt dt ∂xµ ∂xν
µ
µ,ν

(D.14)

in order to build an equation we can solve for the Lagrange multipliers:
X
µ

∂σ
[P−1 (~
m + f~c )]µ µ +
∂x
I

so they can be obtained using

X dxµ dxν ∂2 σI
=0,
µ ∂xν
dt
dt
∂x
µ,ν

Y ~λ = ~v ,

(D.15)

(D.16)

where
YI J :=

XX
µ

vI := −

ν

P−1
µ,ν

∂σ J ∂σI
,
∂xµ ∂xν

X dxµ dxν ∂2 σI
XX
∂σ J
−1
−
P
m
,
µ,ν ν
µ ∂xν
µ
dt
dt
∂x
∂x
µ,ν
µ
ν

(D.17a)
(D.17b)

The matrix Y is a sparse matrix, formed by a banded matrix plus some non-zero entries
not lying in the band, so it can be solved using efficient Gaussian elimination, avoiding to
operate in null entries [1, 256, 403].
We still have to define the constraints σI so that (D.17) can be built and therefore
(D.16) can be solved. We choose them so that Y is as banded as possible, what will make
to solve it more efficient. For every leg (i = 1, . . . , 6), we are going to impose 8 constraints
l
(what makes 48 constraints for the whole system). We will call xi,1
the first coordinate
u
of the position of the mass center of the lower cylinder of the i-th leg, xi,2
the second
coordinate of the position of the mass center of the upper cylinder of the i-th leg, φli the
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first Euler angle of the lower cylinder of the i-th leg, and so on. The lower terminals of the
~i (whose positions are constant), and the upper
lower cylinders are linked to the points A
~ i (whose positions depend
terminals of the upper cylinders are linkded to the points B
on the degrees of freedom of the upper plate, as we will see later). The indices of the
constraints are as follows: The first 8 indices (I = 1, . . . , 8) correspond to constraints in
the first leg; the next 8 ones (I = 9, . . . , 16) correspond to the second leg; this way to
number is repeated until the sixth leg (I = 41, . . . , 48). Therefore, for i = 1, . . . , 6
σ

I=8i−7

=

tg(φli )

+

l
xi,1
− Ai,1
l
xi,2
− Ai,2

=0,

σI=8i−6 = φui − φli = 0 ,
q
l
l
(xi,1
− Ai,1 )2 + (xi,2
− Ai,2 )2
I=8i−5
l
σ
= sin(θi ) −
=0,
li,1 /2
σI=8i−4 = θiu − θil = 0 ,
~i )2 − (li,1 /2)2 = 0 ,
σI=8i−3 = (~xil − A
σI=8i−2 =
σI=8i−1 =
σI=8i =

u
xi,1
− Ai,1
l
xi,1 − Ai,1
u
xi,3
− Ai,3
l
xi,3 − Ai,3
~ i )2
(~xiu − B

−
−

u
xi,3
l
xi,3
u
xi,2
l
xi,2

− Ai,3
− Ai,3
− Ai,2
− Ai,2

(D.18a)
(D.18b)
(D.18c)
(D.18d)
(D.18e)

=0,

(D.18f)

=0,

(D.18g)

− (li,2 /2)2 = 0 .

(D.18h)

The fifth and the eight constraint equations are simply the equations for constant distance
between two points, and correspond to spherical articulations. The second and the fourth
mean that the orientation of the upper cylinder is the same as that of the corresponding
lower cylinder. The first and the third equations of constraint fix the orientation of the
lower cylinder as a function of the positions of its mass center and the corresponding
~ The sixth and seventh equations ensure that the two mass centers of every leg
point A.
~ belong to the same straight line. The coordinates of points B
and the corresponding A
do vary, and they depend on coordinates of the system (this has to be taken into account
when calculating their derivatives to build Y).
~ i (t) = ~xCM
~
B
13 (t) + M B Bi (0) ,

(D.19)

being
!
2a1 + a2 −a2
~
,0 ,
B1 (0) =
√ ,
2
2 3
!
2a
+
a
a
1
2
2
~ 2 (0) =
B
√ , ,0 ,
2
2 3
!
−a
+
a
a
+
a
1
2
1
2
~ 3 (0) =
B
,0 ,
√ ,
2
2 3
!
−a1 − 2a2 a1
~
B4 (0) =
, ,0 ,
√
2
2 3

(D.20a)
(D.20b)
(D.20c)
(D.20d)
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!
−a
−
2a
−a
1
2
1
~ 5 (0) =
B
,
,0 ,
√
2
2 3
!
−a1 + a2 −a1 − a2
~
B6 (0) =
,0 ,
√ ,
2
2 3
MB :=

cos(φ13 )cos(ψ13 )
−cos(φ13 )sin(ψ13 )


−sin(φ13 )cos(θ13 )cos(ψ13 )
 −sin(φ13 )cos(θ13 )cos(ψ13 )



sin(φ13 )cos(ψ13 )
−sin(φ13 )sin(ψ13 )

 +cos(φ13 )cos(θ13 )cos(ψ13 )
+cos(φ13 )cos(θ13 )cos(ψ13 )


sin(θ13 )sin(ψ13 )
sin(θ13 )cos(ψ13 )
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(D.20e)
(D.20f)
(D.20g)


sin(φ13 )sin(θ13 ) 




−cos(φ13 )sin(θ13 ) 



cos(θ13 )

In the equations above, a1 is the length of the long edge of the upper plate, and a2
~ 2 and B
~ 3 , and a2 is
is the length of the short edge (i.e., a1 is the distance between say B
~
~
the distance between say B1 and B2 , see fig. D.2). With all the equations above, it is
straightforward to build the Y matrix and the ~v vector in (D.16), which can be solved
exactly and efficiently using sparse techniques [1, 256]. The use of these techniques
is expected to speed the calculations up in all cases, since the operations in Gaussian
elimination are aditive (i.e., the sparse techniques are essentially based on not to add null
terms, that can be so frequent). Anyway, it is recommended to use already implemented
libraries which can reorder the rows and colums of Y and solve (D.16) in an efficient way.
Calculating exact Lagrange multipliers (LMâ€™s) and integrating the equations of
motion in discrete time makes drift in constraints to appear. In the context of Molecular
Dynamics, this problem is usually overcome using SHAKE [237] or LINCS [417]. In both
cases our sparse techniques are suitable. SHAKE calculates not the Lagrange multipliers
themselves, but an approximation to them. Because of this reason, its matrix Y (R) is not
symmetric, but it has the same sparsity as the ours. LINCS does calculate the Lagrange
multipliers as we do, but it adds an arbitrary force term to avoid the drift in every time
step. In the context of robotics, several methods have been implemented to annihilate this
drift [454–457].

Exact calculation of derivatives of Lagrange multipliers
Sometimes we can be interested in calculating the time derivatives of the Lagrange multipliers apart than the multipliers themselves. This may increase both the accuracy and the
efficiency of the simulation. Using derivatives of the forces when integrating the equations
of motion will describe the motion more accurately. In principle, however, this would slow
the calculations down, since the derivatives of the forces have to be computed, as well as
new terms arisen from them. However, due the higher accuracy in the trajectory, the time
step can be increased, thus making it possible to achieve both higher accuracy and lower
computational cost. Shall we outlook the following example. A second order integrator,
as the Leap-frog integrator, has an error of O(∆t4 ), and requires to calculate the forces
once per time step. If we use a fourth order integrator, our error in the trajectory will be
O(∆t6 ); we will require the second derivatives of the forces, which could be calculated
using finite differences in time (this will require to calculate the forces four times per time
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step, say in t − ∆t/10, t − ∆t/20, t + ∆t/20 and t + ∆t/10). If ∆t = 0.001, in this way we
would reduce the error at a factor of 106 , increasing the numerical complexity just about
4 times. This would enable us to choose a new (bigger) value for the time step so that the
calculations are cheaper than at the beggining, but trajectories are still more accurate.
In this section, we briefly prove that the imposition of constraints to our system does
not preclude the possibility to use high order integrators, since the derivatives of the forces
of constraint can be calculated efficiently in O(Nc ) steps (being Nc the number of constraints).
In [237] the following expression is given for the position of bead α in a system subject
to constraints σI (x) = 0, I = 1, . . . , Nc

!
∞
1 X (t − t0 )l
d~xα
~xα (t) = ~xα (t0 ) +
(t0 ) · (t − t0 ) +
dt
mα l=2
l!


!
Nc X
l−2
X


l
−
2
(p)
I (l−2−p)
F~ (l−2) (t0 ) −
 ,
~
λ
(t
)(
∇
σ
)
(t
)
0
α
0 
I
 α

p
I=1 p=0

(D.21)

where F~α is the external force acting on bead α and λI is the Lagrange multiplier associated to σI (x). Superscripts in parenthesis denote time derivatives. This equation arises
merely from performing Taylor series for xα and taking into account that forces are both
external and arising from constraints.
Derivatives of the Lagrange multipliers (as those appearing in (D.21)) can be efficiently (O(Nc )) calculated from the time derivatives of the constraint equations. Since
σI (x(t), t) = 0

⇒

(σI )(s) (x(t), t) = 0

for s ∈ N ,

(D.22)

it turns out that [237]

I (s+2)

(σ )

!
n X
s+1
X
s+1 ~
(~x(t0 )) =
∇γ (σI )(k) (t0 ) ·
k
γ=1 k=0
!
Nc X
s−k
X

s − k (l) ~
1  ~ (s−k)
Fγ (t0 ) −
λ J (t0 )∇γ (σ J )(s−k−l) (t0 ) = 0 ,
mγ
l
J=1 l=0

(D.23)

We can express this equation as

Nc
X
J=1

(s)
RI J λ(s)
J (t0 ) = µI +

Nc
∗ X
X
l

J=1

(R0l

  (l)
JI λ J (t0 ) ,

(D.24)
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where
n
X
1 ~ J ~ I
∇ζ σ (t0 )∇l σ (t0 ) ,
R JI :=
mζ
ζ=1

(D.25a)

s+1
n X
X
1 ~ (s−k) ~
Fζ (t0 )∇ζ (σI )(k) (t0 ) ,
mζ
ζ=1 k=1
!
!
n X
X
s + 1 s − k  1 ~
0l 
~ ζ (σI )(k) (t0 ) .
∇ζ (σ J )(s−k−l) (t0 )∇
(R JI :=
l
k
m
ζ
ζ=1 k

µ(s)
I :=

The asterisk in the superscript of
Therefore

P∗
l

(D.25b)
(D.25c)

means that the term k = 0, l = s is to be skipped.

R~λ(s) = ~µ + R0 1~λ(1) + R0 2~λ(2) + . . . + R0 s−1~λ(s−1) .

(D.26)

Using (9.8), (D.25a) turn to (9.15), as seen in sec. 9.2. Provided that σI(α,β) := ( x~α − ~xβ )2 −
(aα,β )2 , σ J(γ,) := ( x~γ − ~x )2 − (aγ, )2 , eqs. (D.25b) and (D.25c) become
F~β(s−k)  (k)
=2
−
(~xα − ~xβ(k) ) ,
mα
mβ
k=1
!
!
s+1
X
s + 1 s − k (s−k−l)
0l 
(~xγ
(R JI =
− ~x(s−k−l) ) · (~xα(k) − ~xβ(k) )
k
l
k=0
µ(s)
I

s+1  (s−k)
X
F~
α

!
δαγ δβγ δα δβ
−
−
+
,
mα mβ mα mβ

(D.27a)

(D.27b)

where F~α(−1) := mα d~xα /dt. So every row of vector ~µ can be obtained in order s + 1 operations (being s the order of the derivative of the Lagrange multipliers we are looking
for) and R0 is a sparse matrix with the same zero entries that the R matrix calculated in
previous sections for logical geometries. Hence the product of R0 l by any vector can be
again obtained again in Nc operations (where Nc is the number of rows of this vector).
Equations (D.24), (D.25) and (D.26) ensure that the Nc × 1 vector of the s-th derivative of
the Lagrange multipliers sought ~λ(s) can be obtained in order Nc · (s + 1) operations, thus
preventing the number of calculations to scale with the square or cube of any magnitude.
The previous equations are the generalization of (9.14).
Let’s see an example of a possible Algorithm 7 (of third order). Its scheme is as
follows. We could use a procedure to re-calculate positions of order above 2:
d~xα (t0 )
~xα (t0 + ∆t) = ~xα (t0 ) +
∆t +
dt
X

1 ~
~ α σI (t0 ) ∆t2 +
+
Fα (t0 ) +
λI ∇
mα
I
X
X X ∂2 σI (t0 ) ~xβ (t0 ) 

~
1 d Fα (t0 )
~ α σI (t0 ) +
+
+
γI ∇
∆t3
λI
mα
dt
∂
∂
dt
β
α
I
I
β

(D.28)

244

APPENDICES

where we have used that
dσI (t0 ) X ~ I d~xβ (t0 )
=
.
∇β σ (t0 )
dt
dt
β

(D.29)

γI are a set of parameters that sustitute dλdtI (t0 ) in (D.28). They are arbitrarily arranged for ~x
not to leave the constrained subspace. They are to be obtained through σI (~x(t0 + ∆t)) = 0.
This can be done with a method analogous to SHAKE [237]. The higher order of this
method allows to increase the time step with respect to algorithms of lower order.
We have just introduced the scheme of a method of order 3. However, the concept it
is based on can be used to build methods of any order. These methods will require derivatives of the forces and of the Lagrange multipliers (see (D.28)), that can be calculated
using the values of variables in previous times in difference quotients.

Acronyms
ALDA Adiabatic Local Density Approximation. 28
ALU arithmetic-logic unit. 44
BO Born-Oppenheimer. 9
CC Coupled Cluster. 10
CI Configuration Interaction. 10
CPU Central Process Unit. 44
CT charge transfer. 82, 89–91
DFT Density Functional Theory. 10, 11
FFT Fast Fourier Transform. 67
FMM Fast Multipole Method. 67
FoR Frame of Reference. 102–104
GFP Green Fluorescent Protein. 81–83, 92
GGA Generalized Gradient Approximation. 22
GLY3 N-acetyl-glycyl-glycyl-glycyl-amide. 108, 110, 111
HBDI 4-hydroxybenzylidene-2,3-dimethyl-imidazolinone. 81
HEG Homogeneous Electron Gas. 21
HF Hartree-Fock. 10
HPC High Performance Computing. 43, 63
KS Kohn-Sham. 11, 27
LCAO Linear Combination of Atomic Orbitals. 90, 92, 221
LDA Local Density Approximation. 20
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MC Monte Carlo. 34, 37
MCSCF Multi Configuration Self Consistent Field. 10
MD Molecular Dynamics. 34, 35, 37, 112, 131
MM Molecular Mechanics. 31, 33, 35
MMT mass-metric tensor. 128, 141, 142, 145, 146, 148, 153, 158–160, 162, 163
MP Møller-Plesset. 10
NMA N-methyl-acetamide. 108, 111
PDF equilibrium probability density function. 129–131, 133–136, 141–143, 147–149,
151, 154, 156–159, 169
QM Quantum Mechanics. 5, 10, 33
QM/MM Quantum Mechanics/Molecular Mechanics. 31, 83
TDDFT Time-dependent Density Functional Theory. 10, 25
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[165] R. Ahlrichs, M. Bär, M. Häser, H. Horn, and C. Kölmel, Electronic structure calculations
on workstation computers: The program system turbomole, Chemical Physics Letters 162
(1989) 165 - 169. 66
[166] R. J. Needs, M. D. Towler, N. D. Drummond, and L.-R. P, CASINO Version 2.3 User
Manual, University of Cambridge, Cambridge, UK, 2009. 66
[167] M. F. Guest, I. J. Bush, H. J. J. Van Dam, P. Sherwood, J. M. H. Thomas, J. H. Van Lenthe,
R. W. A. Havenith, and J. Kendrick, The GAMESS-UK electronic structure package: algorithms, developments and applications, Mol. Phys. 6-8 (2005) 719–747. 66
[168] G. Karlström, R. Lindh, P.-A. Malmqvist, B. O. Roos, U. Ryde, V. Veryazov, P.-O. Widmark, M. Cossi, B. Schimmelpfennig, P. Neogrady, and L. Seijo, MOLCAS: a program
package for computational chemistry, Computational Materials Science 28 (2003) 222 239, Proceedings of the Symposium on Software Development for Process and Materials
Design. 66
[169] J. Kurzak and B. M. Pettitt, Massively parallel implementation of a fast multipole method
for distributed memory machines, J. of parallel and distributed computing 65 (2005) 870–
881. 66
[170] S. Lee, Z. Jiang, H. Ryu, and G. Klimeck, Million Atom Electronic Structure and Device
Calculations on Peta-Scale Computers, in Computational Electronics, 2009. IWCE ’09.
13th International Workshop on, pp. 1 –4, 2009. 66
[171] M. A. L. Marques, A. Castro, G. F. Bertsch, and A. Rubio, octopus: a first-principles tool
for excited electron-ion dynamics, Computer Physics Communications 151 (2003) 60. 66,
169, 219
[172] B. A. Cipra, The Best of the 20th Century: Editors Name Top 10 Algorithms, SIAM news
33, 4 (2000) . 67, 70
[173] P. Ewald, Ann. Phys. 64 (1921) 251. 67
[174] M. R. Hestenes and E. Stiefel, Methods of conjugate gradients for solving linear systems,
J. of research of the national bureau of standards 49 (1952) 409–436. 67, 73
[175] J. L. B. Cooper, Heaviside and the Operational Calculus, The Mathematical Gazette 36
(1952) pp. 5-19. 67
[176] C. F. Van Loan, Computational frameworks for the fast Fourier transform, SIAM, 1992.
67
[177] R. N. Bracewell, The Fourier transform, Scientific American (1989) 62–69. 67
[178] M. Pippig, An Efficient and Flexible Parallel FFT Implementation Based on FFTW, 2010,
http://www-user.tu-chemnitz.de/~mpip/paper/CiHPC.pdf. 69
[179] I. Daubechies, Ten Lectures on Wavelets, SIAM, Philadelphia, PA, 1998. 69

258

BIBLIOGRAPHY

[180] S. Goedecker and O. V. Ivanov, Linear scaling solution of the Coulomb problem using
wavelets, Solid State Communications 105 (1998) 665-669. 69
[181] S. Goedecker, Wavelets and their application for the solution of partial differential equations in physics, Presses Polytechniques et Universitaires Romandes, 1998. 69
[182] L. F. Greengard and V. Rokhlin, The Rapid Evaluation of Potential Fields in Three Dimensions, Springer Press, Berlin, Heidelberg, 1988. 70
[183] L. F. Greengard and V. Rokhlin, A new version of the fast multipole method for the Laplace
equation in three dimensions, Acta Numerica 6 (1997) 229. 70, 72
[184] H. Dachsel, An error controlled fast multipole method, J. Chem. Phys. 132 (2010) 119901.
70, 72, 219
[185] C. A. White, B. G. Johnson, P. M. W. Gill, and M. Head-Gordon, The continuous fast
multipole method, Chem. Phys. Lett. 230 (1994) 8–16. 70
[186] C. A. White, B. G. Johnson, P. M. W. Gill, and M. Head-Gordon, Linear scaling density
functional calculations via the continuous fast multipole method, Chem. Phys. Lett. 253
(1996) 268–278. 70
[187] M. Strain, G. Scuseria, and M. Frisch, Science 107 (1996) 51–53. 70
[188] C. A. White and M. Head-Gordon, Derivation and efficient implementation of the fast
multipole method, J. Chem. Phys. 101 (1994) 6593–6605. 70
[189] C. A. White and M. Head-Gordon, Rotating around the quartic angular momentum barrier
in fast multipole method calculations, J. Chem. Phys. 105 (1996) 5061–5067. 72
[190] P. Wesseling, An introduction to multigrid methods, John Wiley & Sons, 1992. 73
[191] J. Zhang, Fast and High Accuracy Multigrid Solution of the Three Dimensional Poisson
Equation, J. Comp. Phys. 149 (1998) 449–461. 73
[192] W. L. Briggs, A multigrid tutorial, Wiley, New York, 1987. 73
[193] A. Brandt, Math. Comput 31 (1977) 333-390. 73
[194] T. T. Beck, Rev. Mod. Phys. 72 (2000) 1041. 73
[195] H. Flocard, S. E. Koonin, and M. S. Weiss, Three-dimensional time-dependent HartreeFock calculations: Application to 16O+16O collisions, Phys. Rev. C: Nucl. Phys. 17 (1978)
1682–1699. 74
[196] J. Barnes and P. Hut, A hierarchical O(NlogN) force-calculation algorithm, Nature 324
(1986) 446–449. 74
[197] R. W. Hockney and J. W. Eastwood, Computer simulation using particles, McGraw-Hill,
New York, 1981. 74
[198] M. Ormo and S. J. Remington, Crystal structure of the Aequorea victoria green fluorescent
protein, Science 273 (1996) 1392-1395. 81
[199] F. Yang, L. G. Moss, and G. N. P. Jr., The molecular structure of green fluorescent protein,
Nat. Biotechnol. 14 (1996) 1246-1251. 81
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[346] C.-H. Yu, M. A. Norman, L. Schäfer, M. Ramek, A. Peeters, and C. van Alsenoy, Ab
initio conformational analysis of N-formyl L-alanine amide including electron correlation,
J. Mol. Struct. 567–568 (2001) 361–374. 137
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